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ABSTRACT

LEVERAGING SMT SOLVERS FOR REACHABILITY ANALYSIS

Gerald Whitters

Boon Thau Loo

Reachability analysis is fundamental to formal verification of distributed systems, network proto-

cols, and concurrent software, enabling verification of safety and liveness properties. However, the

explosive growth of state spaces makes reachability analysis computationally prohibitive for many

real world systems, with even modest systems generating too many states to explore.

This dissertation presents techniques to dramatically accelerate reachability analysis in rewriting

logic by leveraging underutilized features of modern SMT solvers. We make two primary contri-

butions. First, we develop an incremental SMT solving technique for symbolic reachability that

maintains persistent solver state across queries. By preserving learned clauses and internal deduc-

tions throughout the analysis, we avoid redundant work when checking related constraints that

naturally arise during state space exploration. Second, we present an UNSAT core guided search

strategy for BGP convergence verification. By analyzing which configuration elements and rules

result in divergence scenarios, we focus the search on problematic cases, substantially reducing the

exploration space.

Both techniques are implemented as extensions to existing rewriting logic tools. Our incremental

solving approach provides significant speedups on verification. The UNSAT core guided technique

enables verification of BGP configurations, while providing network operators with valuable debug-

ging insights about critical configuration elements leading to divergence.
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CHAPTER 1

Introduction

Reachability analysis is an incredibly important technique in the formal verification of distributed

systems, network protocols, and concurrent software. It is used to explore the reachable states

from some initial state. This is often done to determine whether there are unwanted states are ever

reached or if a desired state is eventually reached, known as safety properties and liveness properties

respectively. Though, reachability analysis has its limitations and cannot be feasibly applied for all

systems alone.

The biggest challenge that reachability analysis faces is the explosive growth of the state space

leading to the verification process being extremely computationally expensive. Even modest systems

can generate millions or billions of states that must be explored.

Rewriting logic provides a natural framework for modeling and analyzing distributed systems. Sys-

tems are represented as terms that evolve through rewrite rules, capturing how configurations change

over time. Rewriting logic can be used to drive reachability analysis.

When combined with symbolic reasoning, using logical variables instead of concrete values, rewrit-

ing logic becomes even more powerful. A single symbolic term can represent millions of concrete

configurations simultaneously. However, this power comes at a cost: symbolic analysis requires

constantly checking whether logical constraints are satisfiable, leading to hundreds of thousands of

calls to satisfiability modulo theories (SMT) solvers during a single verification task.

Modern SMT solvers have capabilities that could dramatically accelerate reachability analysis if

properly leveraged. Two features are particularly relevant:

Incremental solving allows SMT solvers to maintain their internal state between related queries.

Instead of starting fresh, the solver can reuse previous deductions when constraints are added or

removed. This is ideal for reachability analysis, where we build up path conditions incrementally as

1



we explore system behaviors.

UNSAT cores provide explanations when constraints are unsatisfiable. When an SMT solver

determines that a set of constraints has no solution, it can identify a minimal subset responsible for

the contradiction. In reachability analysis, this tells us exactly which system rules or configuration

elements prevent certain behaviors.

Despite their potential, these features remain largely unused in rewriting logic tools. This disserta-

tion shows how to restructure reachability analysis to exploit these capabilities, achieving dramatic

performance improvements on real-world verification tasks.

This dissertation makes two primary contributions that enhance reachability analysis in rewriting

logic:

Contribution 1: Incremental SMT Solving for Symbolic Reachability

We develop a technique that fundamentally changes how rewriting logic tools interact with SMT

solvers Whitters et al. (2023). Rather than creating fresh solver instances for each query, we

maintain persistent solver state throughout the analysis. As the reachability analysis explores

different paths through the system, we incrementally update the solver’s constraints rather than

rebuilding them from scratch.

Contribution 2: UNSAT Core-Guided Search for BGP Verification

We present a technique that uses UNSAT cores to better guide the search for potential BGP

divergence Qin et al. (2025). These cores reveal which configuration elements and protocol rules

may result in divergence in each scenario.

The remainder of this dissertation is organized as follows. Chapter 2 provides background on rewrit-

ing logic, SMT solving, and the Rewriting Modulo SMT technique, establishing the theoretical and

technical foundations for the contributions. Chapter 3 presents the optimization of Rewriting Mod-

ulo SMT through incremental solving, including the modified architecture, implementation details,
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and experimental evaluation. Chapter 4 introduces the BGP verification framework, covering the

formal specification of BGP in rewriting logic, the integration with SMT solving, and the domain-

specific search strategies, as well as, the experimental evaluation of the BGP verification approach

on example networks. Chapter 5 surveys related work in hybrid search techniques, routing pro-

tocol verification, and applications of rewriting logic and SMT solving. Chapter 6 concludes with

directions for remaining work.
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CHAPTER 2

Background

2.1. Rewriting Logic

Rewriting logic (Meseguer, 1992) is a logical formalism that is based on two ideas: states of a

system are represented as elements of an algebraic data type, specified in an equational theory, and

the behavior of a system is given by local transitions between states described by rewrite rules. A

rewrite rule has the form t→ t′ if b, where t and t′ are terms possibly containing variables and b is

a condition (a boolean term). Such a rule applies to a system in state s (a ground term) if t can be

matched to a part of s by supplying the right values for the variables, and if the condition b holds

when supplied with those values. In this case, the rule can be applied by replacing the part of s

matching t by t′ using the matching values for the variables in t′.

Maude is a language and tool based on rewriting logic (Clavel et al., 2007). Maude provides a high

performance rewriting engine featuring matching modulo associativity, commutativity, and identity

axioms; and search and model-checking capabilities. Thus, given a specification S of a concurrent

system, one can execute S to find one possible behavior; use search to see if a state meeting a given

condition can be reached; or model-check S to see if a temporal property is satisfied, and if not, to

see a computation that is a counterexample.

The search command in Maude can be used to search for terms that satisfy a given set of conditions,

using a specified search strategy. The search command is implemented using a combination of term

rewriting and pattern matching techniques. The search strategy used by Maude can be specified

using a variety of parameters, such as the search depth, the maximum number of solutions to be

generated, and the when to use which rewrite rules. When the search command is invoked, Maude

starts with the given initial term. The term is then rewritten using the specified search strategy

until a term is found that satisfies the conditions. During the search process, Maude applies a set

of rewrite rules to the current term, based on the specified search strategy. If a rule is applicable,

it is applied to the term, producing a new term. If multiple rules are applicable, Maude selects one
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based on the specified search strategy. By default, the search command uses a BFS strategy. The

search process continues until the search strategy has been exhausted.

Often, one may wish to test that an invariant holds for their system. This can be done in Maude by

specifying a formal model of the system being verified as a set of rewriting rules, which define the

behavior of the system, as well as, a set of logical formulas that express the desired behavior of the

system. Consider a specification in Maude for the previously mentioned problem in concurrency,

the readers–writers problem.

mod READERS−WRITERS i s

s o r t Nat .

op 0 : −> Nat [ c to r ] .

op s : Nat −> Nat [ c to r ] .

s o r t Conf ig .

op <_,_> : Nat Nat −> Config [ c t o r ] . −−− reade r s / w r i t e r s

vars R W : Nat .

r l < 0 , 0 > => < 0 , s (0 ) > .

r l < R, s (W) > => < R, W > .

r l < R, 0 > => < s (R) , 0 > .

r l < s (R) , W > => < R, W > .

endm

The first line simply names the module that we are going to work in. The next three lines declare the

sort of natural numbers and its constructors, 0 and the successor function s. Note that generally

one can easily import built-in system modules to handle common sorts and their corresponding

operators like the natural numbers instead of defining them themselves. The two lines of code that

follow declare the semantics for the configuration containing the state of a system at any given
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point. The configuration is of the form < R,W >, where R denotes the number of readers and W

denotes the number of writers. These numbers indicate how many readers and writers have access

to some critical resource. Afterwards the variables R and W are declared as natural numbers that

are later used in the definition of rules. Finally, four rules are defined that define how the system

should behave.

• From a state with 0 readers and 0 writers we can transition to a state with 0 readers and 1

writer

• From a state with R readers and W + 1 writers we can transition to a state with R readers

and W writers

• From a state with R readers and 0 writers we can transition to a state with R+1 readers and

W writers

• From a state with R + 1 readers and W writers we can transition to a state with R readers

and W writers.

In short, these rules specify that the number of readers or writers can be decreased at any time but

the number of readers can only be incremented when there are no writers and the number of writers

can only be incremented when there are no readers nor writers. The very last line of code just ends

the block for the module.

Generally, there are at least two invariants that one would want for this system: mutual exclusion,

readers and writers never have access at the same time, and that there can only be one writer at

any time. We can perform bounded model checking using Maude’s search command to show that

both of these invariants hold up to some given bound. This bound is necessary since the number

of states that Maude would traverse would otherwise be infinitely many. A search depth bound of

105 is used for the example. The search commands to check that the properties of mutual exclusion

and having a single writer at a time are as follows:

s earch [ 1 , 100000] in READERS−WRITERS :
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< 0 , 0 > =>∗ < s (N: Nat ) , s (M: Nat ) > .

search [ 1 , 100000] in READERS−WRITERS :

< 0 , 0 > =>∗ < N: Nat , s ( s (M: Nat ) ) > .

Both search commands result in Maude reporting that no solution has been found. For the first

command we check that from an initial configuration of both 0 readers and 0 writers that we can

reach a configuration with both a nonzero number of readers and a nonzero number of writers.

Since, no solution is found, there is no state such that there are both readers and writers and

mutual exclusion is preserved. The second command checks from the same initial configuration can

a state with at least two writers be reached. But again, since no solution is found the property of

having a single writer at any given time holds. Thus a user can be sure that these properties holds

up to some given bound.

By default Maude’s search command searches in a breadth-first manner where states can be treated

as nodes and the rules as edges. But, Maude also offers a rich strategy language that allow users to

have finer control of the order of which rewrite rules are applied and how they are applied to the

terms.

Maude and rewriting logic have been used in a variety of areas, including program analysis and

optimization, software engineering, and distributed systems. They have also been used in the devel-

opment of programming languages and tools, such as the K Framework (Ros,u and S, erbănută, 2010),

which is a formal framework for defining programming languages and analyzing their properties.

Overall, Maude and rewriting logic provide a powerful and flexible framework for modeling and

analyzing complex systems. They offer a wide range of benefits, including the ability to specify

complex computations, perform formal verification, and develop new programming languages and

tools.
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2.2. SMT

Satisfiability Modulo Theories (SMT) is a generalization of the boolean satisfiability problem.

Boolean satisfiability problems consist of the determination of whether there exists a substitution of

variables to true or false values that cause a formula to evaluate to true. If such a substitution can

be found, then the formula is said to be satisfiable (SAT), otherwise if no such substitution exists

then the formula is said to be unsatisfiable (UNSAT). SMT extends the idea of the boolean satisfia-

bility problem by incorporating first order theories in addition to the boolean values. This allows for

analysis of formulas that contain linear or nonlinear arithmetic over integers or real numbers as well

as data structures like strings or bit vectors. Various SMT solvers like Z3 (de Moura and Bjørner,

2008) and cvc5 (Barbosa et al., 2022) exist to solve such problems.

An SMT solver works by taking a logical formula expressed in a particular theory, such as arithmetic

or bit vectors, and checking whether it is satisfiable under the given constraints. The solver uses

various algorithms and heuristics to efficiently explore the space of possible solutions and determine

whether a valid solution exists. If a solution exists, the solver can also provide an example of a

solution that satisfies the formula. If no solution exists, the solver may be able to provide a proof

of why the formula is unsatisfiable depending on the theory used and complexity of the constraints.

To solve a formula, the solver first preprocesses the input formula to eliminate redundant and

irrelevant constraints, and simplifies the formula using various techniques like substitution. It then

applies the DPLL(T) algorithm to search for a satisfying assignment, using a backtracking search

strategy that explores the search space of possible assignments. At each step of the search, the

solver selects a decision variable and assigns it a value, based on a heuristic that tries to balance

the search between different parts of the search space. It then propagates the consequences of the

decision to update the constraints, and checks whether the formula is satisfiable or unsatisfiable.

SMT solvers like Z3 and cvc5 are powerful because they support a wide range of theories, including

arithmetic, bit vectors, arrays, and uninterpreted functions. It can also handle quantifiers, which

are expressions that involve variables over a range of values. Additionally, these solvers include a
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built-in programming language called SMT-LIB, which allows users to specify logical formulas and

constraints in a high-level, declarative way. The solvers also exposes an API to be used in many

programming languages. Examples include: C, C++, Python, Java, OCaml, and more.

Verification using an SMT solver typically involves specifying a formal model of the system being

verified, along with a set of properties that the system must satisfy. The formal model is typically

specified as a set of logical formulas that describe the behavior of the system. The properties are

typically specified as logical formulas that express the desired behavior of the system.

Suppose that we want to show that De Morgan’s Law is correct. That is, ¬(p ∧ q) ≡ (¬p ∨ ¬q)

for boolean values p, q. The statement, if correct, must be satisfiable for any valuation of p and q.

Then, if the negation of the statement is false, it is the case that there is no such valuation of p and

q that satisfies its negation. In other words, the negation of the statement must be unsatisfiable if

the original statement is correct. This is shown with Z3’s Python API below.

from z3 import ∗

s o l v e r = So lve r ( )

p = Bool ( ’p ’ )

q = Bool ( ’ q ’ )

law = Not (And(p , q ) ) == Or(Not (p ) , Not (q ) )

s o l v e r . add (Not ( law ) )

r e s u l t = s o l v e r . check ( )

print ( r e s u l t )

First we import Z3’s API. Then, we create a SMT solver object. Next, we declare p and q to be

boolean variables. Afterwards, we store the statement for De Morgan’s Law into the variable law.

Now, we can add the negation of the law to the solver and check the satisfiability in the next line.
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Finally, we print the value of the result which will be "unsat." This shows that De Morgan’s Law

is correct.

As mentioned earlier, SMT solvers like Z3 supports different types of theories. Suppose one wished

to solve the following system of equations:

x+ y − z = −2

2x− y + z = 5

−x+ 2y + 2z = 1

This can be done with the following:

from z3 import ∗

s o l v e r = So lve r ( )

x = Real ( "x" )

y = Real ( "y" )

z = Real ( "z" )

s o l v e r . add (x + y − z == −2)

s o l v e r . add (2∗x − y + z == 5)

s o l v e r . add(−x + 2∗y + 2∗z == 1)

print ( s o l v e r . check ( ) )

print ( s o l v e r . model ( ) )

Many of the lines are similar to the previous examples. Here we instead create variables of type
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Real and then add the corresponding equations from our system. Line 13 prints that the system of

equations is satisfiable and Line 14 prints a valuation of variables to satisfy the constraints as seen

below:

[y = −1, x = 1, z = 2]

In short, SMT solvers are a powerful tool for automated reasoning and verification. They offer a

flexible and efficient way to check the satisfiability of logical formulas, and have many potential

applications in a wide range of research areas.

2.3. Rewriting Modulo SMT

Rewriting logic and SMT solving have complementary capabilities that make their combination

particularly effective for verification. One way to combine these two techniques is through rewriting

modulo SMT. This combination provides a powerful framework for symbolic verification that ad-

dresses limitations of both techniques when used in isolation. This section presents the foundations

of rewriting modulo SMT, its implementation in Maude, and its applications to verification prob-

lems. Rewriting modulo SMT combines these approaches: rewriting logic provides the operational

semantics and symbolic execution engine, while SMT solvers handle constraint satisfiability check-

ing for the path conditions generated during symbolic execution. This synergy enables verification

of systems that are too complex for either technique alone.

The foundation of Rewriting Modulo SMT is the notion of a symbolic state. Rather than represent-

ing a single concrete configuration, a symbolic state represents a, possibly infinite, set of concrete

configurations satisfying certain constraints.

Definition 2.3.1. A symbolic state is a pair (t, b) where:

• t is a term that may contain symbolic variables

• b is a constraint (a Boolean formula) that restricts the possible values of the variables in t
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The symbolic state (t, b) represents all ground instances σ(t) where the substitution σ satisfies the

constraint b. Returning to the readers-writers problem there were explicit, concrete states for the

storing integer values for r and w, e.g.a state where r = 2 and w = 0. A symbolic state where

the term t contains symbolic values rs and ws representing the number of readers and writers

respectively and the constraint c contains the condition r ≥ 0∧w ≥ 0 would represent that previous

example state along with many other concrete states. This can drastically reduce the search space

helping when that space may be too large or infinite.
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CHAPTER 3

Incremental Rewriting Modulo SMT

Rewriting Modulo SMT combines rewriting logic and SMT solving which helps to reduce the problem

caused by large search spaces. Though, it does not fully utilize the features that SMT solvers

provide, particularly, the incremental solving capability. Incremental solving can help improve the

performance for solving consecutive SMT problems, which in turn, can reduce verification time.

Verification problems are expressed as reachability problems for the form

search(t0, b0)⇒ (t′, b′) such that goalCond(t′, b′)

where (t′, b′) is a pattern and goalCond is a boolean function that checks whether a state satisfies

some condition. Typically, goalCond(t′, b′) also makes calls to the SMT-solver to check whether

some constraints derived from b′ are satisfiable.

As illustrated by Figure 3.1, Rewriting Modulo SMT implementations (MaudeSE, 2021) traverse

the search tree derived from the rewrite rules using BFS-based algorithms. At each step, e.g.,

(t0, b0)→ (t1, b1), the engine checks for the satisfiability of the condition b1. If the check fails, then

search backtracks following BFS strategy. Otherwise, if the check succeeds, then the engine checks

(1) whether (t1, b1) matches the pattern (t′, b′) and (2) if this is the case, it checks the condition

goalCond(t1, b1), which may make further calls to the SMT-solver, written as SMT(goalCond(t1, b1)).

If goalCond returns true, then a solution for the reachability problem is found. Otherwise, the

algorithm continues search following BFS.

From the sequence of calls to the SMT-solver, one can observe the following difficulties of exploiting

incremental SMT solving when using BFS based search strategy:

• Definitions of Increments: Given the generality of the accepted theory, it is not possible

for the search engine to determine whether constraints, b1 and b2, used in subsequent calls to
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Figure 3.1: Illustration of the search tree and SMT-calls when using Rewriting Modulo SMT follow-
ing a BFS algorithm. The sequence of SMT-calls of a BFS algorithm is depicted to the left, where
SMT(goalCond(ti, bi)) denotes possible SMT-calls required by the goal condition goalCond.

the SMT-solver, SMT(b1) and SMT(b2), are constructed using some increment, i.e., whether

b2 = b1 ∧ b1,2. This is because b1 and b2 are derived by applying different instances of rules

which normally add/modify constraints in different ways.

• Not possible to chain incremental calls: As it is not possible to define increments when

using rewrites rules in general, it is not possible to effectively use incremental solving by

chaining calls, such as in SMT(b1);SMT(b1 ∧ b1,2);SMT(b1 ∧ b1,2 ∧ b2,3) . . ..

To address this problem, we introduce a special class of rewrite theories, called Incremental Rewrite

Theories.

Definition 3.0.1. An incremental rewrite theory is a rewrite theory specification ⟨Σ, E ,R⟩ where

Σ is a typed alphabet; E is an equational theory; and R is a set of rewrite rules of the forms:

(t, b)→ (t1, b ∧ bI) and (t, b)→ (t1, b ∧ bI) if cond(t)

where t, tI are well-formed terms; b, bI are boolean formulas (in a given theory); and cond is a

function that takes a term t and returns a boolean value.

The verification problem for incremental problems is a specialized reachability problem as defined

below.

Definition 3.0.2. Let T be an incremental rewrite theory. An incremental reachability problem
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over T is of the form:

search(t0, b0)⇒ (t′, b′) such that goalTerm(t′) and SMT(b′ ∧ bI)

where goalTerm is a function that takes a term and returns a boolean value and bI = goal(t′) is a

formula constructed from t′.

The following three examples illustrate how incremental theories can model different types of sys-

tems. These examples are based on specifications from the literature (Bae and Rocha, 2019a;

Urquiza et al., 2021; Nigam and Talcott, 2022). For ease of exposition, we simplify the rules in

the description below. In Section 4.7, the full specifications from the literature is used in our

experiments.

Example 3.0.1. This example is based on the work (Bae and Rocha, 2019a) for verification of the

CASH scheduling algorithm (Caccamo et al., 2000). In this algorithm, each task has a worst-case

execution time. Whenever a task is completed before its deadline, the unused processing time is

added to a global queue of unused budget, which can then be used by other tasks. Rewriting modulo

SMT has been used to verify whether it is possible for a task to miss its deadline (Bae and Rocha,

2019a). In particular, constraints keep track of the processing times and the available time budgets.

It turns out that the specification of this algorithm as rewrite rules and the verification problem is

an incremental rewrite theory. For example, the following rule specifies when a deadline is missed:

(⟨id1 : global | deadlineMiss : b′,Ats⟩,

⟨id0 : server | state : st, usedBudget : t, timeDeadline : t1,maxBudget : n⟩ rest, b)

→ (⟨id1 : global | deadlineMiss : true,Ats⟩)

(⟨id0 : server | state : st, usedBudget : t, timeDeadline : t1,maxBudget : n⟩ rest,

b ∧ bI) if (st = waiting ∨ st = executing)

where rest is the specification of the remaining tasks, Ats are other attributes of the server, bI is

the set of constraints t ≥ 0 ∧ t1 ≥ 0 ∧ n > 0 ∧ (n− t) > t1. This rule specifies that the deadline is
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missed if there is a task id0 that is not finished, i.e., either waiting or executing, such that the time

to finish (t1) cannot be met by the available time budget n− t required by the task.

The verification problem of checking whether for some given configuration (t0, b0) of server and

tasks, a task can miss its deadline is specified by the search command

search(t0, b0)⇒ (⟨id1 : global | deadlineMiss : true,Ats⟩ rest, b′) such that SMT(b′)

Example 3.0.2. Rewriting Modulo SMT has been used for verifying whether resource bounded

intruders can slowly deny access to web-servers (Urquiza et al., 2021). This type of attack was

inspired by application layer DDoS attacks such as Slowloris (Dantas et al., 2014) where the attacker

attempts to exhaust all the resources of a web-server by periodically sending bursts of multiple

requests. When receiving such bursts of requests, the web-server has to allocate resources for at

least some period of time, called timeout. As the web-server has limited resources, the attacker is

capable of denying service to legitimate users by sending enough bursts.

Constraints were used in reference (Urquiza et al., 2021) to keep track of (1) the number of re-

sources available by the web-servers, and (2) the timeout period of bursts. While we refer to refer-

ence (Urquiza et al., 2021) for the complete formalization, we illustrate the incrementality of such

specifications with a simplified version of the protocol initialization rule from reference (Urquiza et al.,

2021).

([iid | pxs | ri | Trec] [sid | pxs′ | rs], b)→

([iid | px(num, rp) pxs | riν | Trec] [sid | px(num, rp) pxs′ | rsν ], b ∧ bI)

This rule specifies that the intruder iid with ri resources creates a new burst of protocol session

instances px(num, rp) with num instances each using rp resources, where num is a symbol. These

instance requests are received by the server sid which has rs resources. The resources of the intruder,

ri, and the resources of the server rs are updated to the fresh symbols riν and rsν . These symbols are

constrained by the boolean increment bI defined as riν = (ri−num×rp)∧rsν = (rs−num×rp)∧num >
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0 ∧ riν ≥ 0. Similar rules specify when the protocol sessions timeout and are cleaned up by the

server thus releasing resources.

The verification property is to check whether a bounded intruder with some limited number of

resources ri can deny service by consuming the server sid’s resources. This can be expressed by an

incremental reachability property as follows where (t0, b0) specifies the initial condition when all

intruder and server resources are free:

search(t0, b0)⇒ ([iid | pxs | ri | Trec] [sid | pxs′ | rs], b′) such that SMT(b′ ∧ bI)

where bI is the constraint rs ≤ 0 specifying that the resources of the server sid are depleted.

Example 3.0.3. Building on the Slowloris attack scenario, we also consider SlowTCAM attacks,

which target the same web-server infrastructure but employ a different resource exhaustion strat-

egy (Urquiza et al., 2021). While Slowloris attacks focus on overwhelming servers through periodic

burst requests, SlowTCAM attacks exploit the server’s content-addressable memory management by

maintaining long-lived connections with carefully crafted, slow-transmitting requests that consume

memory resources more persistently.

The attack mechanism differs in its temporal characteristics: rather than sending rapid bursts

followed by timeouts, the attacker establishes connections that transmit data at extremely slow

rates, causing the server to maintain connection state and allocated buffers for extended periods.

This approach requires fewer initial resources from the attacker but achieves resource depletion

through prolonged resource binding rather than rapid consumption.

The formalization uses the same incremental rewrite rules as the Slowloris scenario (see Exam-

ple 3.0.2), but with different initial configurations and constraints. The key difference lies in the

values of num and rp in the constraint bI : SlowTCAM attacks typically use smaller burst sizes

(num) but longer resource holding periods (reflected in different timeout parameters), resulting in

a different resource depletion profile.
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The verification property remains structurally identical to the Slowloris case, checking whether the

modified attack parameters can successfully deplete server resources:

search(ttcam0 , btcam0 )⇒ ([iid | pxs | ri | Trec] [sid | pxs′ | rs], b′) such that SMT(b′ ∧ rs ≤ 0)

where (ttcam0 , btcam0 ) represents the initial configuration optimized for the SlowTCAM attack pat-

tern, with different resource allocation and timing parameters compared to the standard Slowloris

configuration.

Example 3.0.4. This example of verification of cyber-physical systems (CPSes) is based on ref-

erence (Nigam and Talcott, 2022). A CPS is represented by a set of agents (ag1, . . . , agn) that

interact with the environment (env) to achieve some goal while not violating properties, such as the

minimum distance to other objects.

Constraints are used to specify agent’s physical attributes, such as its position, at(ag, (x, y)), speed,

spd(ag, v), acceleration, acc(ag, acc), and direction dir(ag, dir) of an agent ag. The evolution of

a system with one agent can be specified by the following incremental rule when assuming, for

simplicity, that the agent’s direction is on the x-axis.

([env | at(ag, (x, y)), spd(ag, v), acc(ag, acc), dir(ag, dir), kb] conf, b} →

{[env | at(ag, (x1, y1)), spd(ag, v1), acc(ag, acc), dir(ag, dir), kb] conf, b ∧ bI)

Here kb is the set of other knowledge-base elements, conf contains the agent’s internal representation,

x1, y1, v1 are fresh symbols and bI is set of constraints: x1 = (x+ (v + v1)× dt/2) ∧ y1 = y ∧ v1 =

v + acc × dt. These constraints specify the agent’s new position and speed using classical physics

equations.

The verification property bad where an agent is too close to an obstacle, such as a pedestrian, is
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specified by the search command:

search(t0, b0)⇒

([env | at(ag1, (x1, y1)), at(ag2, (x2, y2)), kb] conf, b′) such that SMT(b′ ∧ bI)

where bI is the set of constraints: x1 = x2 ∧ y1 = y2, specifying that two agents ag1 and ag2 are in

the same position, i.e., colliding.

Example 3.0.5. We also examine vehicle platooning scenarios using the same CPS framework

from the crossing example (Example 3.0.4), but with a fundamentally different spatial configura-

tion and safety objectives (Nigam and Talcott, 2022). In platooning, multiple autonomous vehicles

(ag1, . . . , agn) travel in a coordinated convoy along the same trajectory, maintaining optimal spacing

for fuel efficiency while ensuring collision avoidance through precise following distance control.

The platooning scenario employs the same agent representation with physical attributes at(ag, (x, y)),

spd(ag, v), acc(ag, acc), and dir(ag, dir), but differs in the spatial relationship: all vehicles share the

same directional vector and follow the same path, creating a longitudinal rather than perpendicu-

lar interaction pattern. The system evolution uses the identical incremental rewrite rule from the

crossing example:

([env | at(ag, (x, y)), spd(ag, v), acc(ag, acc), dir(ag, dir), kb] conf, b)→

([env | at(ag, (x1, y1)), spd(ag, v1), acc(ag, acc), dir(ag, dir), kb] conf, b ∧ bI)

with the same physics constraints bI : x1 = (x+ (v + v1)× dt/2) ∧ y1 = y ∧ v1 = v + acc× dt, but

applied to vehicles positioned sequentially rather than perpendicularly.

The verification property differs significantly from collision detection, focusing instead on maintain-

ing safe following distances within a specified range. The platooning safety property is expressed

as:

search(tplatoon0 , bplatoon0 )⇒

([env | at(agi, (xi, yi)), at(agi+1, (xi+1, yi+1)), kb] conf, b
′) such that SMT(b′ ∧ bplatoon)
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where bplatoon specifies the constraint |xi − xi+1| < dmin, indicating that consecutive vehicles

agi and agi+1 have violated the minimum safe following distance dmin. The initial configuration

(tplatoon0 , bplatoon0 ) positions vehicles in a convoy formation with appropriate initial speeds and spacing

parameters optimized for coordinated movement rather than intersection navigation.

3.1. Hybrid Search

The definition of Incremental Rewrite Theories addresses the problem of the Definition of Incre-

ments discussed above. The second problem (Not possible to chain incremental calls) still

needs to be addressed. Indeed, BFS procedures do not enable the chaining of incremental calls.

To illustrate this, consider again the search tree and BFS execution in Figure 3.1. Assume that

b1 = b0 ∧ b0,1, b2 = b0 ∧ b0,2 and that goalCond(t, b) has the form b ∧ bI as one would expect when

using Incremental Rewrite Theories. It is possible to call SMT incrementally during the sequence

of calls SMT(b1) and SMT(goalCond(t1, b1)), but not chain incrementally the call SMT(b2). This is

because it is not possible to define an increment between b1 and b2 as they lie in different branches

of the search tree.

The first obvious alternative is using Depth-First Search (DFS) instead of BFS. This would indeed

lead to an execution that could chain incremental calls to the SMT-solver. For example, in the tree

depicted in Figure 3.1, the sequence of calls would be

SMT(b0);SMT(goalCond(t0, b0));SMT(b1);SMT(goalCond(t1, b1));

SMT(b3);SMT(goalCond(t3, b3)) . . .

Since b3 is of the form b0∧b0,1∧b1,3, we know the increment is b1,3. There are, however, two problems

with DFS. The first problem is that DFS may not find a solution that could be found using BFS due

to an infinite branch. The second problem is that the sequence of call using goalCond(t, b) appears

in between the increments, e.g., SMT(b0);SMT(goalCond(t0, b0)); SMT(b1).

We propose the algorithm hybrid_search described in Figure 3.2 that addresses these two problems

of DFS by combining BFS and DFS and using the PUSH and POP features of SMT-solvers for

incremental solving. These features enable the creation of backtracking scopes of learned clauses.
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1: Queue : FIFO Queue
2: Solver : SMT Solver
3: found : Node
4: function hybrid_search(tree, depth, goal)
5: found ← NULL
6: push root of tree on Queue
7: while Queue has elements and found is NULL do
8: node← Queue.pop()
9: dfs_bounded(node, depth, goal, 0)

10: end while
11: end function
12: function dfs_bounded(node, max_depth, goal, curr_depth)
13: b← node.getBoolean()
14: Solver .push()
15: rsat← Solver.check(b)
16: if rsat is UNSAT then
17: Solver .pop()
18: return
19: end if
20: if goal(node) then
21: found ← node
22: return
23: end if
24: if curr_depth = max_depth then
25: for all child ∈ node.children() do
26: Queue.add(child)
27: end for
28: return
29: end if
30: for all child ∈ node.children() do
31: dfs_bounded(child,max_depth, goal, curr_depth+ 1)
32: Solver .pop()
33: end for
34: end function

Figure 3.2: Pseudo-code of the Hybrid Search Algorithm hybrid_search.

By default, sequential calls to SMT will attempt to use incremental solving based on the constraints

solved in previous calls. A call to PUSH will add to the solver stack any learned clauses from calls

to SMT while a call to POP will remove any learned clauses since the last PUSH.

The hybrid_search algorithm takes as input the search tree T 1, a non-negative natural number d,
1Notice that in practice, there is a mechanism that constructs the tree on the fly.
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Figure 3.3: Illustration of an hybrid_search algorithm execution using the goal condition g and
depth two. The POP surrounded by a box indicates the points when the algorithm back-tracks in
the search tree.

and a goal condition g. Intuitively, the parameter d specifies the depth to which the algorithm shall

perform DFS before switching to BFS.

We start with Queue empty and a Solver . hybrid_search starts at line 4 with the next few lines

initializing found to be NULL and pushing the root of T onto Queue. The while loop starts with

line 7 continuing while Queue is non empty and no solution has been found. It pops the next node

off the Queue on line 8, then calls dfs_bounded on the next line using this node as the root starting

on line 12. dfs_bounded is a modified depth-bounded depth-first search. It starts with creating a

backtracking scope on Solver by calling PUSH and storing the result SMT(b) where b is the boolean

constraint of the current node.

Subsequently, in line 16, it checks if SMT(b) returned UNSAT, and if so, we POP and return

immediately and not explore any children of this node. Any descendent nodes would have a boolean

constraint of the form b ∧ bI for some bI , and since SMT(b) is UNSAT it must be the case that

b ∧ bI is also UNSAT. Otherwise, we continue with checking if goal(node) is true on line 20 and if

so setting found to this node and then terminating dfs_bounded and hybrid_search. If found is not

set, then line 24 checks when the current depth is equal to the depth parameter d and if it is we add

all of the children nodes, i.e.all the nodes that are d+1 depth away from the initial root node called

from line 9, to Queue and no more nodes at a lower depth are visited for now. After all such nodes
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are added, the execution returns to line 7 to start another dfs_bounded from the next element in

Queue. Until then, it continues traversing the tree in a DFS-like manner on line 30 ensuring that

when dfs_bounded backtracks, we call POP for each node, and hence it backtracks such that Solver

can properly unlearn clauses that it no longer needs.

We illustrate the execution of hybrid_search with the tree shown in Figure 3.3. It also contains the

sequence of calls to PUSH,POP and SMT due to the initial call to dfs_bounded. The sequence of

calls illustrates the chaining of incremental calls to the SMT solver. For example, the data-structures

constructed in the call SMT(b1) are used in the SMT calls for b3, b4, including the calls goal(b3)

and goal(b4). This makes sense as b1 is sub-formula of b3, b4, goal(b3) and goal(b4). However,

the data-structures constructed in the SMT call for goal(b1) is not stored due to the subsequent

POP call, as goal(b1) is not necessarily a subformula of b3, b4, goal(b3) and goal(b4). The second

observation is the combination of DFS and BFS. While the subtree of depth d = 2 is traversed,

the algorithm removes the data-structures constructed during the call of SMT(b1), indicated by the

2× POP in Figure 3.3, as b1 is not necessarily a subformula of b2.

Notice that the depth parameter (d) plays the role of specifying how much incremental solving one

is willing to use with the risk of traversing longer a branch of the search tree that may not have a

solution. For example, in the tree and execution shown in Figure 3.3, the algorithm will traverse the

node (t7, b7) and will call SMT(b7), but without using the data-structures constructed previously

for b3, that is, it will not solve it incrementally.

The following results relate hybrid_search with BFS and with DFS.

Proposition 3.1.1. Let T be a tree and g be a decidable goal condition. Then,

hybrid_search(T, 0, g) will traverse T in the same order as BFS.

Proposition 3.1.2. Let T be a tree and g be a decidable goal condition. Suppose the depth of T

is d. Then, for any k ≥ d, hybrid_search(T, k, g) will traverse T in the same order as DFS.

The following statement provides coverage guarantees.
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Proposition 3.1.3. Let d > 0, T be a tree of finite branching, and g be a decidable goal condition.

Then, hybrid_search(T, d, g) finds a solution in finite time, i.e., some node n in T such that g(n) is

true, if such a solution exists.

Proof. Let Bi be the number of nodes in T at depth i. Suppose that the solution node n exists at

depth r and no solutions exist at a lower depth. Let 0 ≤ r ≤ qd for some q. The first depth-bounded

DFS will traverse all nodes up to depth d. This then adds Bd+1 nodes to Queue. Running the

depth-bounded DFS run these nodes will traverse all the nodes to 2d. Traversing all nodes up to

qd would take 1+Bd+1+Bd+2+ ...+Bqd iterations of depth-bounded depth first searches. Since n

exists at depth r ≤ qd and each Bi is finite since T has finite branching, n would be found in finite

time. QED.

To address the fact that search trees may have infinite depth, often one uses bounded search that

searches the tree until only some given depth d. The following proposition states that in these cases

it is best to deploy hybrid_search with depth d to search through all nodes of the sub-tree, provided

incremental SMT calls are more efficient than SMT calls from scratch.

Proposition 3.1.4. Let T be a tree of finite branching with branching factor b and g be a decidable

goal condition. Let T (d) be the sub-tree of T of depth d with d > 0. Assume that incremental

SMT calls, i.e., using PUSH, take less time than calls from scratch, i.e., without using PUSH. Then

for any d′ ≥ 0 such that d′ ̸= d, the time required by hybrid_search(T, d, g) to traverse all nodes in

T (d) is less than the time of hybrid_search(T, d′, g) to traverse all nodes in T (d).

Proof. Let 0 < r < 1 be the average performance benefit from incremental SMT calls and t be the

time it takes for non-incremental SMT calls. Let Bi be the number of nodes at depth i. Since b is

finite, each Bi is finite. The time required by hybrid_search(T, d, g) to traverse all nodes in T (d) is

t + rtB1 + rtB2 + ... + rtBd. Suppose that 0 < d′ < d. Let pd′ < d ≤ (p + 1)d′ for some p. For

hybrid_search(T, d′, g) to traverse all nodes in T (d), it must traverse all nodes in T ((p+1)d′) because

each dfs_bounded must travel exactly d′ depth, hybrid_search(T, d′, g) will traverse only depths that

are multiples of d′. Then, the time required for hybrid_search(T, d′, g) is t+rtB1+...+rtBd′+tBd′+1+

24



hybrid search MaudeZ3

SMT, POP, PUSH

SAT, UNSAT
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(t, b)

Figure 3.4: Overview of the implementation used for the experiments using hybrid_search, the SMT
solver Z3 and the rewriting tool Maude.

rtBd′+2+ ...rtB2d′ + ...+ tBpd′ +rtBpd′+1+ ...+rtB(p+1)d′ . There are p+1 terms that do not get the

benefit from incremental SMT calls for hybrid_search(T, d′, g) while there is 1 term that does not get

this benefit for hybrid_search(T, d, g). Hence, the time required for hybrid_search(T, d, g) to traverse

all nodes in T (d) is less than the time required for hybrid_search(T, d′, g) to traverse all nodes in T (d).

Now, suppose that d′ > d. Then, for hybrid_search(T, d′, g) to traverse all nodes in T (d), it must

traverse all nodes in T (d′). The time required for hybrid_search(T, d′, g) is t+rtB1+rtB2+...+rtBd′ .

But, because d′ > d and each rtBi > 0 the time required for hybrid_search(T, d, g) is less than

hybrid_search(T, d′, g). Hence, the time required for hybrid_search(T, d, g) to traverse all nodes in

T (d) is less than the time required for hybrid_search(T, d′, g) to traverse all nodes in T (d). Therefore,

for any d′ ̸= d the the time required for hybrid_search(T, d, g) to traverse all nodes in T (d) is less

than the time required for hybrid_search(T, d′, g) to traverse all nodes in T (d). QED.

3.2. Evaluation

Our implementation is based on Python with the Z3 SMT-solver and Maude integrated using Python

bindings (Rubio, 2022b) as depicted in Figure 3.4. The Z3 Solver is responsible for checking the

incremental satisfiability of constraints using SMT, PUSH and POP, while Maude is responsible for

executing rewriting rules. The Maude bindings allow for loading Maude files into the Python im-

plementation of hybrid_search. The search is done with a Python function that repeatedly calls the

Maude search with one step (Search1) so that the traversal of the search space can be controlled.

The original Maude specifications were modified to replace calls to SMT with calls to functions

defined using the Maude hook mechanism for attaching external code to function symbols. This

mechanism is exposed by the Maude Python bindings. There are two types of function, one that

checks satisfiability while keeping any learned clauses from the check, and one that just checks with-

out adding any learned clauses. The functions keep track of the SMT-solver state using appropriate
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Init BFS DFS HYBRID d=2 HYBRID d=4 HYBRID d=8

cashOK1 3.6 / 93 / 77% 0.36 / 9 / 9% 0.12 / 37 / 24% 0.65 / 117 / 14% 0.34 / 9 / 9%

cashOK2 5.5 / 100 / 71% 1.38 / 12 / 5% 0.30 / 52 / 16% 0.98 / 118 / 11% 0.44 / 14 / 7%

cashOK3 1.9 / 65 / 83% DNF 0.08 / 32 / 29% 0.03 / 9 / 27% 0.65 / 28 / 7%

cashBad1 2.88 / 63 / 73% 0.34 / 9 / 10% 0.11 / 27 / 23% 0.60 / 61 / 12% 0.34 / 9 / 8%

cashBad2 3.44 / 70 / 68% 1.36 / 12 / 5% 0.28 / 42 / 14% 0.89 / 62 / 9% 0.44 / 14 / 8%

cashBad3 1.16 / 39 / 79% DNF 0.07 / 22 / 25% 0.03 / 9 / 26% 0.64 / 28 / 8%

Table 3.1: CASH Verification Experiments, where cashOK1 = cashOK(I0, I1, I2, I3, true),
cashOK2 = cashOK(I0, I1, I2, I3, I0+I3 > I1+I2), and cashOK3 = cashOK(I0, I1, I2, I1, I0+I2 >
I1), and mutatis mutandis for cashBad1, cashBad2 and cashBad3.

Init BFS DFS HYBRID d=2 HYBRID d=3 HYBRID d=4

loris1 1.36 / 51 / 87% 0.13 / 66 / 42% 0.23 / 63 / 64% 0.15 / 52 / 58% 0.24 / 79 / 58%

loris2 25.73 / 775 / 84% DNF 2.48 / 733 / 58% 4.44 / 1612 / 49% 2.14 / 703 / 44%

loris3 0.42 / 11 / 87% 0.03 / 10 / 49% 0.04 / 10 / 64% 0.04 / 9 / 45% 0.03 / 8 / 50%

loris4 1.11 / 29 / 85% 0.08 / 27 / 42% 0.15 / 32 / 63% 0.11 / 27 / 58% 0.19 / 34 / 59%

loris5 12.99 / 147 / 80% DNF 0.97 / 131 / 56% 1.48 / 187 / 50% 1.30 / 118 / 46%

Table 3.2: Slowloris Verification Experiments, where loris1 = Slowloris(1, 0, 24), loris2 =
Slowloris(1, 0, 36), loris3 = Slowloris(1, 1, 12), loris4 = Slowloris(1, 1, 24), and loris5 =
Slowloris(1, 1, 36).

calls to PUSH and POP.

Tables 3.1, 3.2, 3.3, 3.4 and 3.5 summarize the experiments carried out using implementations

available in the literature (Bae and Rocha, 2019b; Urquiza et al., 2021; Nigam and Talcott, 2022)

for the verification of the systems described in Examples 3.0.1, 3.0.2, 3.0.3, 3.0.4, and 3.0.5. All

experiments were run on a Windows 11 Home 24H2 machine, with an Intel Core i7-14700KF CPU,

consisting of 64 GB of RAM, on Python 3.12.7, using Maude Python bindings 1.1.2 and Z3 4.13.4.0.

We measure the runtime for these three applications of rewriting modulo SMT to determine the

Init BFS DFS HYBRID d=2 HYBRID d=3 HYBRID d=4

tcam1 0.90 / 15 / 85% DNF 0.05 / 13 / 47% 0.15 / 47 / 40% 0.43 / 106 / 38%

tcam2 40.75 / 225 / 84% DNF 5.41 / 966 / 41% 132.24 / 11742 / 42% 0.88 / 214 / 38%

tcam3 0.26 / 12 / 86% 0.05 / 20 / 51% 0.03 / 10 / 47% 0.05 / 16 / 47% 0.04 / 18 / 48%

Table 3.3: Slow TCAM Verification Experiments, where tcam1 = SlowTCAM(0, 1, 30), tcam2 =
SlowTCAM(0, 1, 45), and tcam3 = SlowTCAM(1, 0, 30)
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Init BFS DFS HYBRID d = t HYBRID d = 2× t HYBRID d = 3× t

cross1 7.51 / 119 / 69% 3.33 / 57 / 71% 4.75 / 118 / 72% 5.40 / 99 / 72% 3.24 / 57 / 75%

cross2 35.75 / 323 / 77% 19.57 / 152 / 84% 11.91 / 221 / 74% 12.09 / 174 / 76% 19.74 / 152 / 83%

cross3 247.43 / 819 / 87% 79.39 / 340 / 88% 93.22 / 540 / 87% 229.43 / 744 / 90% 91.94 / 387 / 89%

cross4 7.48 / 119 / 70% 3.26 / 57 / 76% 5.62 / 118 / 71% 5.08 / 99 / 72% 3.48 / 57 / 72%

cross5 36.10 / 323 / 77% 19.41 / 152 / 85% 19.40 / 249 / 80% 27.58 / 232 / 82% 17.60 / 152 / 84%

cross6 236.20 / 819 / 87% 91.22 / 387 / 89% 28.51 / 372 / 77% 104.90 / 553 / 89% 83.99 / 385 / 89%

Table 3.4: Pedestrian Crossing Verification Experiments, where cross1 = crossing(3, 3, 2, 1),
cross2 = crossing(4, 3, 2, 1), cross3 = crossing(5, 3, 2, 1), cross4 = crossing(3, 4, 2, 1), cross5 =
crossing(4, 4, 2, 1), and cross6 = crossing(5, 4, 2, 1). The bound t, 2 × t and 3 × t is determined
according to the t parameter of the scenario.
Init BFS DFS HYBRID d = t HYBRID d = 2× t HYBRID d = 3× t

plat1 1.66 / 60 / 76% 0.23 / 6 / 76% 0.26 / 19 / 71% 0.45 / 17 / 79% 0.23 / 6 / 81%

plat2 15.88 / 240 / 84% 1.24 / 9 / 93% 3.00 / 55 / 88% 21.25 / 32 / 99% 1.29/ 9 / 94%

plat3 2.39 / 60 / 75% 0.23 / 6 / 77% 0.22 / 19 / 66% 0.38 / 17 / 76% 0.22 / 6 / 79%

plat4 14.95 / 240 / 84% 0.67 / 9 / 87% 2.94 / 55 / 88% 1.79 / 32 / 89% 0.68 / 9 / 88%

Table 3.5: Platooning Verification Experiments, where plat1 = platooning(3, 3, 2, 1), plat2 =
platooning(4, 3, 2, 1), plat3 = platooning(5, 3, 2, 1), and plat4 = platooning(3, 4, 2, 1), The bound t,
2× t and 3× t is determined according to the t parameter of the scenario.

performance gain from using hybrid search at various depth parameters compared to BFS and

DFS. Each table shows the initial configuration for the system, then statistics for searches for

BFS, DFS, and using hybrid_search at various depths terminating when finding a single goal node.

The statistics have the form n/m/p which specify the time n in seconds to perform verification,

the number of states m traversed, and the percentage p of verification time required by SMT-

solving. DNF indicates that no solution was found within 30 minutes. For example, the first row

for cashOK1 using the BFS mechanism for instance, the execution time was 3.6 seconds, requiring

93 state traversals while spending 77% of execution time in Z3.

For our experiments, we used the same subsets of the verification problems used in references (Bae and Rocha,

2019b; Urquiza et al., 2021; Nigam and Talcott, 2022):

• cashOK(I0, I1, I2, I3, b) and cashBad(I0, I1, I2, I3, b) correspond to symbolic initial configura-

tions of a CASH scheduling problem with two servers (see Example 3.0.1). I0 and I1 specify,
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respectively, the maximum budget and the period of the first server, while I2 and I3 spec-

ify, respectively, the maximum budget and period of the second server. b is a constraint on

the values of I1, I2, I3, and I4. cashOK uses a correct implementation of the scheduler, while

cashBad uses an incorrect specification.

• Slowloris(P1, P2,DoSDur) and SlowTCAM(P1, P2,DoSDur) corresponds to symbolic initial con-

figurations of a Slowloris or a SlowTCAM verification problem (see Example 3.0.2). P1 spec-

ifies the bound on the number of parallel bursts of symbolic protocols, and P2 specifies the

bound on the number of different types of messages sent in parallel, where P2 = 0 denotes

no bound. Moreover, DoSDur specifies the minimum duration for which the server’s resources

are depleted in order to consider the DoS attack successful.

• crossing(t, Safer, Safe,Unsafe) and platooning(t, Safer, Safe,Unsafe) specify scenarios involving

autonomous vehicles. The former specifies a pedestrian crossing scenario problem where where

an autonomous vehicle is approaching a pedestrian crossing and the latter specifies problem

where two autonomous vehicles are driving with one directly in front of the other. The

verification problem is to avoid an unsafe situation. The three levels of safety are defined

according to the parameters Safer > Safe > Unsafe specifying bounds on the distance to

between the vehicle and the pedestrian measured in terms of time to travel. The verification

problem is to determine whether a given vehicle controller cannot reach an unsafe situation

within t time units when starting at a safe situation. The size of a time unit is 0.1s.

The results for the CASH verification experiments show that hybrid_search finishes up to about 10

times faster than BFS and terminates in all cases as opposed to two of the DFS cases where it does

not finish within 30 minutes. The overhead of Z3 is reduced from about 70% to 80% down to 5%

to 30% from BFS to hybrid_search. This indicates the effectiveness of the incremental SMT solving

for the types of constraints used in this example.

In the Slowloris examples, hybrid_search finishes up to 10 times faster than BFS with termination

while two of the DFS cases do not finish within 30 minutes. In these cases the overhead of Z3 goes
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from about 80% to 90% in BFS while it goes from about 40% to 60% in hybrid_search, demonstrating

the effectiveness of the incremental solving. Interestingly, even when there is a much larger number

of states traversed, e.g., in case Slowloris2 and HYBRID d=4 with 3314 states traversed as opposed

to 775 states traversed by BFS, the verification time is one third, from about 25s to 2s. This

indicates that the main overhead of BFS is indeed SMT solving.

The SlowTCAM experiments show similar results to the Slowloris examples. hybrid_search shows

significant performance increases over BFS in most cases. The largest gap in peformance is seen

in the row for tcam2 between BFS and hybrid_search when d = 4, where hybrid_search is 46 times

faster, despite only having slightly less states to traverse, 214 compared to 225.

For the Pedestrian Crossing verification experiments, hybrid_search completes up to about 5 times

faster than BFS. The overhead of Z3 does not change significantly in these experiments, which

indicates that the incremental solving is not as effective as in the the previous examples (CASH,

Slowloris, and SlowTCAM). The reason for this may be the non-linear nature of the constraints for

CPS systems which contrast with the former two examples that use linear arithmetic constraints.

Despite this, hybrid_search and DFS still outperform BFS because they need to traverse fewer nodes

before finding a goal node.

The Platooning verification experiments show a similar result to the Pedestrian Crossing experi-

ments. Some speedup can be seen from hybrid_search when compared to BFS, but the overhead

from the SMT solver is not reduced as seen in other examples. This further contributes to the

hypothesis that constraints that are non-linear don’t see much benefit from incremental solving.
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CHAPTER 4

Verifying BGP Convergence Through Guided Search

While the optimization of Rewriting Modulo SMT through incremental solving improves perfor-

mance on many verification tasks, some systems present challenges that require additional tech-

niques beyond efficient constraint solving. Two interrelated issues arise in practice: first, even with

optimized SMT integration, certain systems have state spaces so large that exhaustive symbolic ex-

ploration remain difficult; second, when verification succeeds or fails, understanding why a property

holds or is violated can be unclear to the user, hampering debugging and analysis efforts.

These challenges are particularly acute in the domain of network routing protocols. Modern routing

protocols operate in large, distributed environments where the number of possible configurations and

message orderings grows exponentially with network size. Even symbolic representation of states

does not fully mitigate the combinatorial explosion: the number of symbolic states reachable through

different orderings of routing updates, policy applications, and route selections can overwhelm

verification tools that explore the state space without guidance.
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4.1. BGP

Due to the scale and concurrent nature of modern networks, identifying configuration bugs is a

significant challenge. When such issues go undetected, they can lead to severe and sometimes

catastrophic network failures. The widely used Border Gateway Protocol (BGP) enables autonomous

systems (ASes) to build routing tables according to their packet forwarding policies, also known

as preference relations. Prior work has shown that poorly configured or conflicting policies can

prevent BGP from converging, leading to unstable routing tables and rendering the network non-

operational (Gao and Rexford, 2000; Mahajan et al., 2002; Griffin and Wilfong, 1999). We refer to

the liveness property concerning whether routing tables eventually stabilize as the BGP convergence

problem.

Reasoning about BGP convergence has long been a difficult problem due to the protocol’s asyn-

chronous execution, path-dependent decisions, and policy-driven behavior. Existing formal verifi-

cation methods for BGP convergence generally fall into two categories.

1. Correct-by-design approaches, such as Metarouting (Sobrinho, 2003; Griffin and Sobrinho,

2005), allow network engineers to ensure BGP convergence by proving that the preference re-

lations of ASes satisfy certain monotonicity conditions (Sobrinho, 2003; Griffin and Sobrinho,

2005). However, a major limitation of these methods is their lack of automation, which pre-

vents them from efficiently detecting policy conflicts.

2. Model-checking approaches (Wang et al., 2011, 2012), in contrast, are designed to identify

policy errors automatically. However, either the techniques proposed so far are not sound,

meaning they may produce false positives, i.e., flagging problems that do not actually exist,

or they are not scalable (Yin et al., 2014), not able to determine divergence even for networks

with less than 5 nodes.

This chapter revisits the BGP convergence problem with the goal of developing sound, scalable,

and automated verification methods. The central innovation lies in combining the strengths of the

two existing approaches. First, we automate correct-by-design techniques to verify whether a given
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network instance is guaranteed to converge. We show how SMT solvers can be employed to perform

this verification automatically.

When convergence cannot be guaranteed, we turn to model-checking methods to uncover concrete

counterexamples that demonstrate divergence. These counterexamples provide valuable diagnostic

information, enabling network engineers to identify and correct misconfigurations.

One of the main challenges in using model checking to find a witness for BGP divergence is the

potentially large size of the network. Our key insight is to leverage the SMT solver’s ability to

generate unsat cores, which are minimal sets of constraints responsible for unsatisfiability in the

convergence check. In the context of BGP, the unsat core highlights the specific network links and

policy interactions that contribute to divergence. These critical links are then used to focus the

model checker’s exploration, significantly reducing the overall search space and improving efficiency.

To achieve this goal, this chapter makes the following key contributions:

• SMT Encoding of Metarouting: We present an encoding of the Metarouting criteria for

BGP convergence as an SMT problem, enabling the use of SMT solvers to perform convergence

checks automatically. This approach overcomes a central limitation of Metarouting, which is

its lack of automation. Our approach allows engineers to systematically verify convergence

conditions.

• Sound Criterion for Divergence: Verifying liveness properties such as BGP convergence

is inherently difficult. A common approach is to reduce liveness verification to a safety

check (Biere et al., 2002). We introduce a sound safety-based criterion for detecting BGP

divergence. This criterion relates to the sequence of messages exchanged between ASes and

identifies conditions under which BGP fails to stabilize. It leverages links identified in the

SMT solver’s unsat core, i.e., candidate links that are involved in non-terminating BGP com-

putations, as input. To the best of our knowledge, this is the first sound divergence criterion

formulated for the BGP convergence problem.
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• Executable Model for BGP Verification: We demonstrate that our divergence criterion

can be fully automated. By formalizing both the criterion and BGP’s operational semantics in

rewriting logic, we enable executable verification using the Maude rewriting tool (Clavel et al.,

2007). Furthermore, we show how the SMT-derived unsat core can be used to guide the

search process, significantly reducing the state space and enabling the generation of meaningful

counterexamples.

The methods have been validated on networks combining several networks gadgets, i.e., network

patterns, which appear in the literature. The experiments demonstrate that the methods can scale

to realistic size networks containing 500 nodes and 1200 edges.

4.2. Border Gateway Protocol

4.2.1. BGP By Example

The Border Gateway Protocol (BGP) is a standardized exterior gateway protocol used for ex-

changing routing and reachability information between autonomous systems (ASes) on the Inter-

net (Rekhter et al., 2006). BGP is categorized as a path-vector routing protocol (Griffin et al.,

2002), and it determines routing decisions based on path attributes, network policies, or rule sets

configured by network administrators.

We illustrate BGP using the network gadgets shown in Figure 4.1, while the exact algorithm is

described in detail in (Rekhter et al., 2006). These gadgets, called Agree Gadget and Disagree

Gadget, respectively demonstrate cases where BGP converges and where it may fail to do so.

Each node of a gadget is an AS. Each of these nodes have their own policy for determining a

preference on the paths for routing. This policy is represented as an ordered list of paths in the

figure (written top to bottom next to the node that contains the policy). A path p that appears

before a path q in such a list is preferred over q in the corresponding policy. The distinction between

Agree Gadget and Disagree Gadget is that the former prefers to route paths directly to 0, while the

latter prefers to route paths through a neighbor before reaching 0. A key objective of BGP is to

determine the best routing paths with respect to the ASes’s preference relations.
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Figure 4.1: Example gadgets to showcase convergence and divergence in BGP

BGP is run asynchronously among all nodes in a gadget to compute a satisfying path for each node.

Each node receives paths from the nodes it is directly connected to that allows it to learn valid

routes to a destination. Nodes will process these paths, and for each path will determine a selected

best path from all of its known valid routes. The selected path is stored in a Routing Information

Base (RIB) for each node. When the node has no current valid path to a destination we denote

this with a special path ⊥.

For every neighbor a node has, it stores the most recent path received from that neighbor in what

is known as Routing Information Base - Inbound (RIB-IN). Each node also keeps a FIFO queue

for each of its neighbors, these queues contain the paths received from that neighbor but haven’t

been processed by the node yet. When a node processes a path to a destination, it checks whether

its policy prefers a valid path received from a neighbor over the current path stored in its RIB for

that destination. If so, the node updates its RIB with the new path and broadcasts this updated

path to its neighbors.

In some cases, a node may later receive a different path from the same neighbor that had previously

sent the selected path RIB. In this case, the path in the RIB is no longer a valid route. A new one

must be selected from its known paths stored in the RIB-IN. If there are no valid paths that can

be selected from a node’s RIB-IN, the special path ⊥ is announced to its neighbors instead.

To showcase scenarios when BGP can find a solution and converge, as well as, when BGP might
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Step Node 1 Node 2
Node 0 Node 2 Node 0 Node 1

0 RIB-IN ⊥ ⊥ ⊥ ⊥
QUEUE [(1, 0)] [] [(2, 0)] []

1 RIB-IN (1,0) ⊥ ⊥ ⊥
QUEUE [] [] [(2, 0)] [(2, 1, 0)]

2 RIB-IN (1,0) ⊥ (2,0) ⊥
QUEUE [] [(1, 2, 0)] [] [(2, 1, 0)]

Table 4.1: Initial BGP Steps For Agree Gadget and Disagree Gadget

oscillate forever and diverge resulting in no solution, we explore an execution of BGP on Agree

Gadget and Disagree Gadget. For both gadgets, assume that BGP is used to determine the best

paths to node 0. Due to the two gadgets only differing in path preferences, the first few steps taken

when executing BGP will essentially be the same. Paths will be written in the form (n1, n2, ..., nk)

for nodes n1, n2, ..., nk and k ∈ N. Queues will be written in the form [p1, p2, . . . , pk] for paths

p1, p2, . . . , pl and l ∈ N.

We show those steps here running it on both gadgets in parallel and will discuss the gadgets

individually when their execution would begin to differ. The results of each step of BGP is shown

in the tables 4.1, 4.2, and 4.3. We show for nodes 1 and 2 the currently stored values of the RIB-

IN and queue for each of their neighbors. The RIB for each node is designated by the RIB-IN

value that is boxed when applicable. Initially, in step 0, node 0 will have already advertised to its

neighboring nodes 1 and 2 the unit path (0). The corresponding paths, (1, 0) and (2, 0) are stored

at the queues for node 1 and node 2 respectively. Next, both of these nodes can process the path.

In step 1, node 1 will process path (1, 0) and then in step 2, node 2 will process path (2, 0). At

both these steps, the RIB-IN entries at the node are ⊥ before any processing is done. Thus, when

each node processes its path in the queue, it will store this in its RIB-IN and then select that path

as its RIB and announce this path to its neighbor. From step 3 and on we consider two different

cases for Agree Gadget and Disagree Gadget respectively.

Agree Gadget consistently converges to a solution, regardless of the execution order in BGP. A

straightforward example of its convergence can be demonstrated by continuing from the previously
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Step Node 1 Node 2
Node 0 Node 2 Node 0 Node 1

3 RIB-IN (1,0) ⊥ (2,0) ⊥
QUEUE [] [] [] [(2, 1, 0)]

4 RIB-IN (1,0) ⊥ (2,0) ⊥
QUEUE [] [] [] []

Table 4.2: BGP Steps for Agree Gadget

described steps. Let both nodes 1 and 2 process the single path in each of their non-empty queues in

step 3 and in step 4 in sequence. Each queue contains a path that routes to a neighbor before finally

reaching node 0. However, as discussed earlier, both nodes have a policy to prefer routes directly

to 0. Since both nodes already have such a path selected as their RIB, when they process the

path from their queues, they will store the path in the RIB-IN, but no new RIB will be selected,

resulting in no new paths being announced from either node. All the queues are now exhausted, so

BGP has terminated for Agree Gadget, giving the solution (1, 0) as the RIB for node 1 and (2, 0)

as the RIB for node 2.

In general, a gadget may converge for some ordering of executions for BGP and diverge for others.

For example, Disagree Gadget is not guaranteed to converge and we can display an example of its

divergence. We again continue from the previously discussed common steps and start at step 3. Let

both nodes 1 and 2 process the single path in each of their non-empty queues in step 3 and in step

4 in sequence. This time, when each node processes the path in their queue and stores it in their

RIB-IN, they will determine that this new path is more preferred by its policy, selecting it as its

current RIB and sending it to its neighbor. At step 5 both nodes again only have a single path

in any of its queues. Let both nodes 1 and 2 process the single path in each of their non-empty

queues in step 5 and in step 6 in sequence. These paths replace the RIB-IN entry that is selected

as the node’s RIB but are not allowed by the policy, so each node will now need to fallback to its

previous RIB that routed directly through node 0, and announce this path to its neighbors. The

RIB, RIB-IN, and queues in step 6 are identical to those in step 2. It’s clear to see that steps 3 to

6 can be repeated after step 6 indefinitely, resulting in BGP never terminating and thus diverging.
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Step Node 1 Node 2
Node 0 Node 2 Node 0 Node 1

3 RIB-IN (1,0) (1, 2, 0) (2,0) ⊥
QUEUE [] [] [] [(2, 1, 0); (2, 1, 2, 0)]

4 RIB-IN (1,0) (1, 2, 0) (2,0) (2, 1, 0)
QUEUE [] [(1, 2, 1, 0)] [] [(2, 1, 2, 0)]

5 RIB-IN (1,0) (1, 2, 1, 0) (2,0) (2, 1, 0)
QUEUE [] [] [] [(2, 1, 2, 0); (2, 1, 0)]

6 RIB-IN (1,0) (1, 2, 1, 0) (2,0) (2, 1, 2, 0)
QUEUE [] [(1, 2, 0)] [] [(2, 1, 0)]

Table 4.3: BGP steps for Disagree Gadget

4.2.2. Metarouting

Metarouting (Sobrinho, 2003; Griffin and Sobrinho, 2005) showcases the use of Routing Algebras

to design and represent routing protocols like BGP. The algebra can be written as a tuple (Σ,W,⪯

, L, ϕ,⊕, f) (Sobrinho, 2003; Griffin and Sobrinho, 2005),

• Σ is a set of signatures containing the paths in the network;

• W is a set of weights used to order the elements of Σ;

• ⪯ is a total order on W ;

• L is a set of labels for the nodes in the network;

• ϕ ∈ Σ is the special signature representing paths not allowed by the network’s policy;

• ⊕ is a binary operator that creates a new signature from an input of a label and a signature

by prepending the node corresponding to the label to the path corresponding to the signature;

• f is a function that maps elements from Σ to elements in W .

One of the benefits of this representation is that it is sufficient to show that if a Routing Algebra

is monotonic, ∀l ∈ L, ∀α ∈ Σ : f(α) ⪯ f(l⊕ α), then the corresponding network will converge. We

use ≺ when a ⪯ b and a ̸= b.
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We use Agree Gadget and Disagree Gadget from Figure 4.1 to provide examples for a routing algebra.

As noted previously, the policy of Agree Gadget prefers to traverse directly to the destination while

Disagree Gadget prefers to traverse using a neighbor before reaching the destination, otherwise the

gadgets are identical. When defining a routing algebra we can use the same symbols and definitions

for both gadgets except when defining the function f . We use the notation fA for Agree Gadget

and fD for Disagree Gadget, otherwise the other symbols will be shared between the two. We have

that W = {1, 2}, L = {0, 1, 2}, Σ = {(1, 0), (1, 2, 0), (2, 0), (2, 1, 0)}. For the functions fA and fD,

we define them such that:

fA((1, 0)) = 1

fA((1, 2, 0)) = 2

fA((2, 0)) = 1

fA((2, 1, 0)) = 2

fD((1, 0)) = 2

fD((1, 2, 0)) = 1

fD((2, 0)) = 2

fD((2, 1, 0)) = 1

(4.1)

Using these definitions, it is straightforward to confirm the monotonicity property for the algebra, or

provide a counter example. For Agree Gadget it is clear that 1 = fA((1, 0)) ⪯ fA((2, 1, 0)) = 2 and

1 = fA((2, 0)) ⪯ fA((1, 2, 0)) = 2. Hence, the algebra is monotonic and Agree Gadget converges.

On the other hand, for the algebra corresponding for Disagree Gadget to be monotonic we need

the following to hold 2 = fD((1, 0)) ⪯ fD((2, 1, 0)) = 1, implying that 2 ⪯ 1, which is clearly false.

Hence, we cannot make the same statement about convergence for Disagree Gadget.

Theorem 1. (Sobrinho, 2003; Griffin and Sobrinho, 2005) For a network gadget N , if a Routing

Algebra corresponding to N is monotonic then BGP always converges for N .
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4.3. Automating BGP Convergence Check with SMT

4.3.1. Computing a Monotonic Global Ranking

The metarouting work described previously shows that if a Routing Algebra is monotonic, then

the corresponding network will converge (Theorem 1). Automating this check has been an open

problem for which we address in this section. The key insight is instead of proving monotonicity,

we check whether there is a global ranking among the paths in the network such that preserves the

local preferences of paths and is monotonic.

Definition 4.3.1. A global ranking of paths in a network is a total ordering among the paths such

that if a node prefers path p over path q then path p has a higher rank than path q. A global

ranking is monotonic if p = n⊕ q then path p has a higher rank than path q.

Lemma 2. A routing algebra is monotonic if and only if there exists a monotonic global ranking.

Proof. The backward direction is immediate, as if there is a global rank that is monotonic, then the

algebra is also monotonic. For the forward direction, assume that a Routing Algebra is monotonic.

Then we can obtain a global order by using the total order obtained by the topological sorting of

the partial order of in the routing algebra that gives us the monotonic global ranking.

We utilize an SMT solver, cvc5 (Barbosa et al., 2022), to find a global ranking and determine if a

network will converge. cvc5 supports the defining of custom datatypes and the theory of sequences.

We create a custom datatype consisting of the nodes in a given gadget. This should allow the solver

to more effectively search for a solution as for any given symbol of the custom datatype, there

are only finitely many choices. Paths are represented as sequences of this custom datatype. The

sequence theory allows us to reason about sequences and various built in operations on sequences,

e.g., concatenation, length, subsequence, etc.

First, we define two helper functions, H and T, to be used by the SMT Solver:

• H takes as input a path p and returns the first node in that path
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• T takes as input a path p and returns that path without its first node H(p)

Theories in SMT require that all functions are total, so the SMT solver is free to assign any value to

H or T for inputs that these functions are not properly defined for, e.g., the empty path. Though,

this shouldn’t present any issues in our implementation.

We also define the function S that takes a path and returns an integer to represent the local policy

at each node. Let p and q be paths that start from the same node n, i.e., H(p) = n = H(q).

• If p ̸= q then S(p) ̸= S(q);

• If S(p) > S(q) then node n prefers path p to path q;

• If p is the empty path then S(p) = 0;

• If p is allowed by the policy at node n then S(p) > 0;

• If p is not allowed by the policy at node n then S(p) < 0.

In our examples, each policy at a node is represented as an ordered list of allowed paths. We assign

the last element in the list the integer 1 and iterate backwards assigning increasingly higher integers

for each subsequent member iterated through. Any non empty path not seen at one of the policies

is mapped to −1.

Lastly, we define the function R that takes a path and returns a natural number to represent the

global ranking. Let p and q be paths.

• If p ̸= q then R(p) ̸= R(q);

• The ranking is in ascending order of the naturals such that if R(p) < R(q) then p is ranked

higher than q;

• If p is the empty path then R(p) = 0;

• The ranking must preserve the ordering of the local preferences for each node’s policies, i.e.,
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if H(p) = H(q) and S(p) > S(q) then R(p) < R(q);

• The ranking must also be monotonic, i.e., if T(p) = q then R(p) > R(q).

Let P be all the paths allowed by a node in the network. To define R in SMT we use the following

formulas: ∀p, q ∈ P

1. p ̸= q =⇒ R(p) ̸= R(q)

2. p ̸= q ∧H(p) = H(q) ∧ S(p) < S(q) =⇒ R(p) > R(q)

3. T(p) = q =⇒ R(p) > R(q)

Formulas consisting of quantifiers like ∀ can be extremely difficult for SMT solvers to deal with. To

avoid this problem, we instead iterate through all the paths in P and construct corresponding for-

mulas for every pair p, q ∈ P to send to the solver. (1) requires that distinct paths are given distinct

global rankings, (2) requires that local preferences are preserved, and (3) requires monotonicity. If

the solver returns satisfiable (SAT), then it was able to find a global ranking.

Theorem 3. The SMT encoding of a gadget, described above, is satisfiable if and only if there is

a monotonic routing algebra for the corresponding gadget.

Proof. Suppose that the SMT solver returns SAT after given the formulas described above. Then a

monotonic global ranking can be extracted from R directly as the preferences of the local policies

will be preserved from the constraints correspond to (2) and the formulas corresponding to (3) force

the ranking to be monotonic. It follows from Lemma 2, the existence of the routing algebra.

Now, suppose that such a monotonic global ranking exists. Then, there must be an ordering of the

paths that preserves the preferences of the local policies and is monotonic. One can construct from

this ordering a model satisfying all the formulas of the SMT encoding by using the the order for R

and the local preferences for S.

The result of SAT to compute a global ranking implies that the network converges for BGP. If
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Figure 4.2: Naughty Gadget

the solver returns unsatisfiable (UNSAT), then no such global ranking exists. The monotonicity

condition is sufficient but not necessary, so it cannot be determined whether the gadget converges or

diverges given an UNSAT result alone from the solver. To address this limitation we take advantage

of the solver’s unsat core and use this in a heuristic to attempt to find an example of divergence to

both confirm the gadget does indeed diverge and to reveal the troublesome properties of the gadget

that lead to the divergence so that a user may make appropriate changes to the gadget to ensure

BGP converges for their network.

4.3.2. Extracting Links of Interest From an Unsatisfiable Core

To achieve this we use what is known as an UNSAT core. An UNSAT core is a subset of the input

constraints that would lead to an UNSAT result. In particular, we query in search for a minimal

UNSAT core in cvc5, a subset of the constraints UC that the solver produces UNSAT for, but any

strict subset of UC produces SAT. This core may not be the minimum possible size but it can have

drastically fewer elements than the original input set. Any computed UNSAT core would reveal a

conflict in propositions that make it impossible to satisfy the monotonicity condition to correctly

define R. Since we form each constraint from a concrete pair of paths p, q, rather than using any
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quantifiers, when examining the UNSAT core the set of paths that fail to preserve monotonicity are

explicitly displayed. For each path pi = (n1, n2, . . . , nk) that appears in a constraint from a minimal

UNSAT core such that k > 2, we compute li as the link from node n1 to node n2. All such links,

li, are passed to our implementation using Maude as described in the following section 4.6 to aid in

locating a sequence of states from executing BGP that diverges for a given gadget.

To provide an example of what an unsat core might look like for a gadget that diverges, consider

Naughty Gadget as shown in Figure 4.2. It is not difficult to show that this gadget can diverge,

oscillating between processing paths from node 3 and node 4. Building the corresponding boolean

constraints for this gadget as described above and sending it to the SMT solver gives an UNSAT

result. Further, taking a look at the unsat core provided by the solver will look like the following:

• Score Constraints

– S((3, 0)) = 1

– S((3, 4, 2, 0)) = 2

– S((4, 2, 0)) = 1

– S((4, 3, 0)) = 2

• Local Pref Constraints

– H((3, 0)) = H((3, 4, 2, 0)) ∧ S((3, 0)) < S((3, 4, 2, 0))

=⇒ R((3, 0)) > R((3, 4, 2, 0))

– H(4, 2, 0)) = H((4, 3, 0)) ∧ S(4, 2, 0)) < S((4, 3, 0))

=⇒ R((4, 2, 0)) > R((4, 3, 0))

• Monotonic Constraints

– T((3, 4, 2, 0)) = (4, 2, 0)

=⇒ R((3, 4, 2, 0)) > R((4, 2, 0)
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– T(4, 3, 0)) = (3, 0)

=⇒ R((4, 3, 0)) > R((3, 0))

It is apparent that each constraint listed containing an implication symbol has its antecedent as

evaluating to true, so we focus on just the conclusion when discussing these propositions. A chain

of inequalities can be created such that:

R((3, 0)) > R((3, 4, 2, 0))

> R((4, 2, 0))

> R((4, 3, 0))

> R((3, 0))

This would require that R(3, 0) > R(3, 0), but this is a contradiction. Hence, no ranking can be

found satisfying the monotonicity conditions. This is shown using only 8 of the 217 total constraints

originally given to the solver. Moreover, these paths found in the unsat core only begin from nodes

3 and 4 and only directly route through nodes 2, 3, 4 from its starting node, excluding the common

destination 0. We compute the links: node 3 to node 4, node 4 to node 2, and node 4 to node 3 as

the set of links to send to Maude as a parameter to help in the search for an oscillating sequence of

states that would cause divergence, using only 3 of the 11 total links in Naughty Gadget.
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Figure 4.3: Verification Flow for BGP Verification

4.4. Verification Workflow

Figure 4.3 shows the main steps and tools proposed for the BGP verification. The key insight is to

combine (1) SMT solvers to automatically check for BGP convergence and (2) the Maude rewriting

tool to enable the generation of a witness trace of BGP divergence. The witness trace can then be

used by engineers to correct network configurations, e.g., path preference policies.

The main challenge of producing such a witness is the great size of networks which render model-

checkers impractical. The solution uses SMT solver’s capability of producing unsat cores to help

pinpoint which part of the network might be contributing to BGP divergence, called the conflict-

ing network links. This information is then used to enhance model-checking performance making

verification feasible for larger networks.

The main steps of the verification flow are as follows and are made precise in the subsequent sections:

1. BGP Network Instance: The input of the verification flow is the encoding of the network

instance in SMT. The encoding specifies the network topology and path preference policies.

This encoding is used by both the SMT solver and Maude in subsequent steps.

2. SMT Solver: From the encoding of the network instance, an SMT problem is gener-

ated specifying the BGP convergence criterion specified by Metarouting (Sobrinho, 2003;

Griffin and Sobrinho, 2005). The satisfiability of this problem implies that BGP convergence

is always guaranteed (Section 4.3).
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3. Conflicting Network Links Extraction: If the SMT problem for BGP convergence is not

satisfiable, then the second part of the flow starts with the objective of producing a witness

for divergence. In particular, the unsat core produced by the SMT solver contains the network

links that may contribute to the divergence.

4. Maude Model-Checking: The model-checking problem (Section 4.6) consists of proposed

sound criterion for divergence (Section 4.5). It takes as inputs the conflicting network links

and returns a witness of BGP divergence. Since the method is sound, but not shown to be

complete, computation may not terminate.
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4.5. Sound Criterion of BGP Divergence

Following the verification flow described in Section 4.4, if the SMT solver does not produce SAT

result for convergence, the task is to provide a counterexample for engineers to use for debugging

purposes if possible.

In principle, model-checkers can determine counterexamples for liveness properties such as the BGP

convergence property, but these checks are notoriously difficult. We follow instead the solution of

reducing the checking of a liveness property to the checking of a safety property (Biere et al., 2002).

This reduction enables the model-checker to make more effective use of invariants thus considerably

improving performance.

This section introduces such a safety property. Intuitively, we observe that divergence often mani-

fests as cycles in the flow of messages across links, where specific paths are continuously produced

and consumed in a repeating pattern without ever leading to stabilization. This motivates us to

study the link-level message dynamics of BGP execution and to define divergence in terms of patterns

in message production and consumption.

The following subsections formalize the BGP divergence criterion. Section 4.5.1 reviews the trace

semantics of BGP networks based on the Simple Path Vector Protocol introduced by Griffin et

al. (Griffin et al., 2002). Section 4.5.2 introduces the divergence property based on the messages

that are produced and consumed by network links. Section 4.5.3 illustrates the criterion with an

example.

4.5.1. Formal Network Setup and Execution Model

We begin by formalizing the BGP network abstraction. A BGP network instance is represented by

a gadget (G = (n, peer, P, S0)), where n is the finite set of nodes, peer maps each node to its

peers, P is the local preference table assigning rankings to paths, and S0 = (Rib,Rib-In,Q) is the

initial state of the system. Each state, including the initial state S0, can be viewed as the gathering

of the states maintained by each node N ∈ node, i.e.,
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• Rib(N): the best path currently selected by N ;

• Rib-In(N): a mapping from peers to their most recent path advertisements;

• Q(N ⇐ N ′): a FIFO queue of messages pending from neighbor N ′ to N , per neighbor N ′.

Execution Model Abstraction The semantics of BGP route selection and message propagation

follow the Simple Path Vector Protocol (SPVP) model introduced by Griffin et al. (Griffin et al.,

2002). SPVP simplifies BGP to a message-passing system where each node asynchronously processes

received paths, applies local preferences, and may update its selection and generate new messages.

The behavior of the BGP network is modeled via a scheduling algorithm A, which selects, at each

step, a valid transition t = (Nr ⇐ Ns, P ), representing node Nr processing path P received from

neighbor Ns. A transition is said to be valid for a state if P is the head of the corresponding queue

in that state. The execution of a transition results in the update of the the system state via the

SPVP transition function.

Built on the above specification, an execution trace T is a sequence of states S0, S1, . . . , Sn, where

each transition corresponds to a valid transition applied according to an algorithm A. Each trace

implicitly induces a sequence of message productions and consumptions along each directed link.

4.5.2. BGP Divergence Criterion

To capture divergence in terms of observable system behavior, we introduce the notions of message

production and consumption on each link.

Definition 4.5.1. For each directed link N ⇐ N ′ and a trace τ = (SA, S1, . . . , SB), we denote,

• PA⇝B
N⇐N ′ : the list of paths produced by N ′ and sent to N in the segment SA ⇝ SB of the trace

τ ;

• CA⇝B
N⇐N ′ : the list of paths consumed by N from N ′ in the segment SA ⇝ SB of the trace τ .

These sequences are computed recursively over the trace, respecting the FIFO semantics of BGP

message queues. The divergence of a link can further be indicated by a cyclic pattern in the

48



production sequence that constantly replenishes the queue, thereby preventing stabilization.

We now define the central notion of a divergence point, which characterizes a trace segment that

establishes recurring behavior indicative of global divergence.

Definition 4.5.2. A state SB is said to be a divergence point of a prior state SA if the following

requirements are met:

1. The control plane state, i.e., the selected paths (Rib) and the received advertisements (Rib-

In), are same for both states;

2. There exists a trace τ = (SA, S1, . . . , SB) such that for every link N ⇐ N ′ that is active in

the trace, the message production sequence PA⇝B
N⇐N ′ , consumption sequence CA⇝B

N⇐N ′ , and the

SA message queue QA(N ⇐ N ′) exhibit the following relationship,

• We can find three natural numbers kp, kc, kq ∈ N, and a basic recurrent path pattern

R = Rp+Rs, where the prefix Rp and the suffix Rs together form the loop body R, such

that,

• the production sequence can be written as Rs +Rkp +Rp,

• the consumption sequence is some repetition of R, i.e., Rkc ,

• the original message queue is in the form of Rkq +Rp, and

• kp + 1 ≥ kc ensures that the queue never drains.

This condition ensures that the queue state is self-sustaining, i.e., the system can re-enter the same

queue configuration at SB after consuming and producing such configuration of paths, enabling

further repetition. This is formalized by the following statements.

Theorem 4. If a trace segment SA ⇝ SB satisfies the divergence point conditions, then there must

exist a further segment SB ⇝ SC that also ends in a divergence point SC with respect to SB.

49



Corollary 5. If a BGP instance has a trace with a trace segment SA ⇝ SB satisfying the divergence

point conditions, then BGP does not always converge for the given BGP instance.

4.5.3. Example

We illustrate the divergence criterion using the Disagree Gadget described in Section 4.2. The

topology and local preferences are shown in Figure 4.1.

Starting from the initial state S0, the following trace can be constructed,

S0
N1⇐N0−−−−−→
(N0)

S1
N2⇐N0−−−−−→
(N0)

S2
N1⇐N2−−−−−→
(N2,N0)

S3
N2⇐N1−−−−−→
(N1,N0)

S4

N1⇐N2−−−−−−−→
(N2,N1,N0)

S5
N2⇐N1−−−−−−−→

(N1,N2,N0)
S6

N1⇐N2−−−−−→
(N2,N0)

S7
N2⇐N1−−−−−→
(N1,N0)

S8,

where each transition t = (Nr ⇐ Ls, P ) is denoted as S
Nr⇐Ns−−−−−→

P
S′, where Nr processes a path P

(the front of the queue) received from Ns. We now show that the subtrace S4 ⇝ S8 demonstrates

a violation in our proposed safety property for divergence, as S8 is a divergence point with respect

to S4.

Control Plane First, we observe that the control plane state remains unchanged, thus satisfying

condition (1) of Definition 4.5.2:

S4.Rib(N1) = S8.Rib(N1) = (N1, N2, N0),

S4.Rib(N2) = S8.Rib(N2) = (N2, N1, N0),

S4.Rib-In(N1) = S8.Rib-In(N1) = {N0 : (N0), N2 : (N2, N0)},

S4.Rib-In(N2) = S8.Rib-In(N2) = {N0 : (N0), N1 : (N1, N0)}.

Message Dynamics Next, we examine the message dynamics on the two active links,
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• For N1 ⇐ N2,

C4⇝8
N1⇐N2

= [(N2, N1, N0), (N2, N0)]

P 4⇝8
N1⇐N2

= [(N2, N0), (N2, N1, N0)]

S4.Q(N1 ⇐ N2) = [(N2, N1, N0)]

• For N2 ⇐ N1,

C4⇝8
N2⇐N1

= [(N1, N2, N0), (N1, N0)]

P 4⇝8
N2⇐N1

= [(N1, N0), (N1, N2, N0)]

S4.Q(N2 ⇐ N1) = [(N1, N2, N0)]

We now demonstrate that the divergence point condition holds for both links. Consider the following

lasso recurring structure,

• for N1 ⇐ N2, Rp = [(N2, N1, N0)], Rs = [(N2, N0)], kq = kp = 0, kc = 1,

• for N2 ⇐ N1, Rp = [(N1, N2, N0)], Rs = [(N1, N0)], kq = kp = 0, kc = 1.

Thus, the divergence point condition is satisfied: the message queue maintains a self-replenishing

pattern, and the system can re-enter the same configuration after each cycle, enabling indefinite

repetition.

This demonstrates that BGP fails to converge in this instance, as the trace segment S4 ⇝ S8 satisfies

the safety-based divergence condition.

Further Remarks In order to automate the search for a diverging point one needs to determine

the candidate trace from SA ⇝ SB. This is in principle not feasible when verifying large networks

with hundreds of nodes. A key insight, as we describe in more detail in Section 4.6, is to provide as

input the set of links that are activate in the candidate trace. This set of candidates, as illustrated

in Figure 4.3, can be determined from the unsat core obtained from the SMT solver. Given this
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input of candidate links, verification is feasible as the model-checker can use this fact to reduce

state-space.
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Figure 4.4: Bad Gadget

The proposed criterion is sound, but its completeness is still open and left to future work. Indeed

the bad gadget shown in Figure 4.4 is an example for which the criterion does not seem to work. In

particular, the model-checker fails to converge, that is, it does not terminate. It is not clear whether

it is because for this gadget the problem is indeed hard or whether the criterion is incomplete. We

suspect the latter.
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4.6. Formalizing Criteria in Rewriting Logic

Building on the divergence criterion proposed in the previous section, this section describes how we

formalize and implement the criterion in rewriting logic using the Maude system. Our goal is to

model BGP network behavior faithfully and to enable automated search for divergence traces that

satisfy our safety-based condition.

We organize the presentation into three parts: Section 4.6.1 describes the formal system model in

Maude, Section 4.6.2 presents the rewrite rules for protocol execution, and Section 4.6.3 discusses

how the search space is reduced using the SMT-generated unsat core and other rewriting heuristics.

4.6.1. System Modeling

We model a BGP network as a set of nodes (i.e., autonomous systems) and a booking object for

our proposed divergence criterion.

Nodes: Each node is represented as an object in Maude, as illustrates the following term:

< N1 : NodeClass | id : nid(1),

rib : nid(1) nid(2) nid(0),

rib-in : (

(nid(1) <= nid(0)) !-> nid(0),

(nid(1) <= nid(2)) !-> nid(2) nid(0)

),

permitted : (

(nid(2) nid(0)) :: nid(0)

),

neighbours : nid(2),

queue : (

(nid(1) <= nid(2)) !-> nid(2) nid(1) nid(0) ) >,

A node term encapsulates its local state, including its identifier (id), selected path (rib), re-

ceived advertisements (rib-in), preferences (i.e. policies) (permitted), and pending message
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queues (queue). For example, in the instance above for a node nid(1), the path selected to

node nid(0) passes through nodes nid(2); (nid(1) <= nid(2)) !-> (nid(2) nid(0)) denotes

that node nid(2) advertised to node nid(1) its best path to node nid(0) as passing through

node nid(2); and (nid(2) nid(0)) :: nid(0) indicates that the path going through nid(2) to

nid(0) is more preferable than directly routing to nid(0), and these are the only two permitted

paths; finally, the queue stores the advertisements to be processed by the node.

Bookkeeping object: In addition to the network nodes, the system also includes a bookkeeping

object for our proposed divergence criterion. This object maintains trace information necessary for

evaluating the proposed divergence point condition.

< DPC : DPClass | sz : 2,

consume : (

(nid(1) <= nid(2)) !-> nid(2) nid(1) nid(0)

++ (nid(2) <= nid(1)) !-> nid(1) nid(2) nid(0)

),

produce : (

nid(1) !-> nid(1) nid(0)

++ nid(2) !-> nid(2) nid(0)

),

init : (

(nid(2) <= nid(1)) !-> nid(1) nid(2) nid(0),

(nid(1) <= nid(2)) !-> nid(2) nid(1) nid(0)

),

all-rib : (

(nid(1) nid(2) nid(0) ; nid(2) nid(1) nid(0))

++ (nid(1) nid(0) ; nid(2) nid(1) nid(0))

),

all-rib-in : ((
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(nid(1) <= nid(0)) !-> nid(0),

(nid(2) <= nid(0)) !-> nid(0),

(nid(1) <= nid(2)) !-> nid(2) nid(0),

(nid(2) <= nid(1)) !-> nid(1) nid(0)

) ++ (

(nid(1) <= nid(0)) !-> nid(0),

(nid(2) <= nid(0)) !-> nid(0),

(nid(1) <= nid(2)) !-> nid(2) nid(1) nid(0),

(nid(2) <= nid(1)) !-> nid(1) nid(0)

)

) >

The above term illustrates a concrete example of a divergence point object. It maintains a history

of size 2, which records the past two link consumption (consume), path announcements (produce),

control plane information (all-rib, all-rib-in), and records the initial queue contents (init)

two-step before the current state accordingly.

Nodes and the bookkeeping structure are wrapped in a single term to ensure full rewriting on the

whole system.

sort BGP .

op {_} : Configuration -> BGP [ctor] .

To signal successful detection of divergence during a search, we introduce a special constant object:

op diverged : -> Configuration [ctor] .

This object is inserted into the configuration when the divergence point condition is met, terminating

the search.
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4.6.2. Rewrite Rules

Maude transitions are specified via rewrite rules, which model the operational semantics of BGP

node behavior as defined by the SPVP model.

Rewrite Configuration To achieve efficient bookkeeping and searching, we introduce two rewrite

configurations to be specified by the user before the search starts to narrow down and divide the

search space.

• sp-links: We categorize all message links in the system into two types: sp-links and non-

sp-links, where sp-links are links that are involved in the trace segment between divergence

points, while non-sp-links are the remaining links. By specifying sp-links, the system will

search for states that oscillate only between those links. This further eliminates the need for

storing history queue and control plane information of non-sp-links, as well as supporting us

to clear the history when non-sp-links are touched, and can thus largely help cut the state

space.

• sp-recur-size: The exact number of steps involved in the oscillation proof, i.e., between two

divergence points. By fixing this number, the system no longer needs to save history for longer

than sp-recur-size steps, and will populate bookkeeping state when exceeded.

Rule The main rewrite rule takes the following form:

rl [process-queue] : {

C < A : NodeClass | id : N,

queue : ((N <= N’) !-> Msg :: Tail) ; Q, ... >

< DPC : DPClass | ... >

}

=>

if dp-check( dpc: < DP : DPClass | ... > )

then { diverged ... }

else {
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nodes-update( ... )

if (N <= N’) in sp-links then

dp-update( updates: ..., sys: ... )

else

dp-clear( sys: ... )

fi

}

fi .

At each step, the rule will first check if the divergence criterion is satisfied based on the bookkeeping

term. If so, a divergence flag will be inserted. Otherwise, as modeled in SPVP, a node processes the

first message in one of its incoming queues through pattern matching, potentially updates its state,

and produces new path announcements to neighbors if needed. The bookkeeping object is cleared

whenever the rewritten link is not in the sp-links, and is updated otherwise.

Rules are defined to preserve asynchrony: at each rewrite step, a node processes the message from

an arbitrary non-empty queue. To enable verification, the rewrite engine can be asked to search for

a state where the divergence flag is inserted.

4.6.3. Search Space Reduction

While our rewriting logic framework enables precise modeling and analysis of BGP convergence

behavior, the state space for model checking remains prohibitively large in general. This agrees

with observations in the literature (Yin et al., 2014). This section introduces two key optimizations

that significantly reduce the search space and make verification feasible even for larger networks.

We identify two sources of combinatorial explosion:

• Rewrite Configuration Combinatorics. As introduced in Section 4.6.2, users must specify

a set of sp-links – the subset of network links suspected of participating in divergence. However,

for a network with n links, the number of such subsets is exponential in size. Exhaustively

enumerating these configurations is computationally infeasible.

57



• Message Interleaving Explosion. BGP’s asynchronous nature means that messages can

be processed in arbitrarily different orders. For large networks, this leads to a vast number of

rewrite interleavings, even when only a small portion of the network contributes to divergence.

We address these issues using two complementary techniques.

Extract sp-links from SMT unsat core A key insight from Section 4.3 is that the SMT

solver’s unsat core pinpoints the specific constraints responsible for the failure of guaranteeing BGP

convergence. These constraints correspond to path preference conflicts that arise from particular

network links. Therefore, links appearing in the unsat core can be useful to be specified as the sp-

links for the system to search for divergence. We thus use the SMT-derived unsat core to initialize

the set of sp-links automatically. This avoids the need for manual or exhaustive enumeration and

sharply reduces the search space to only those parts of the network that may be involved in the

potential oscillation.

Atomic Rewrite for Non-sp-links Our second optimization is based on the observation that

links outside of sp-links usually do not participate in the divergence pattern. Therefore, the specific

order in which messages on non-sp-links are processed might not affect the existence of a divergence

trace, in which cases, interleavings among them are semantically irrelevant.

To exploit this, we introduce an atomic rewrite rule that processes the head of all non-empty non-

sp-links in a single step. This reduces the interleaving among non-critical parts of the network and

allows the rewrite engine to focus on meaningful variations in the behavior of sp-links.

crl [process-atomic] : { Conf1 } => { Conf2 }

if Nodes2 := nodes-update-all(

sys: Conf1,

links: non-empty-non-sp-links )

/\ DPC2 := dp-clear( sys: Nodes2 )

/\ Conf2 := DPC2 Nodes2 .

where nodes-update-all computes all the nodes in the configuration Conf1 with non-sp-links and
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non-empty queues; and dp-clear executes the BGP algorithm, i.e., consuming the head of the

nodes’s queues, and adding to queues messages produced by link sources.

It must be pointed out that these heuristics are sound as no new behaviors are introduced by using

atomic steps for non-sp-links. They, however, may lead to the tool not identifying a witnessing coun-

terexample with the divergence. This happens, for example, with the bad gadget described at the

end of Section 4.5.2 for which our formalization is not capable of finding a suitable counterexample.
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4.7. Evaluation
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Figure 4.5: Base Gadgets

All experiments were run on a Windows 11 Home 24H2 machine, with an Intel Core i7-14700KF

CPU, consisting of 64 GB of RAM, with Python 3.12.7 using Maude python bindings 1.4.0 (Rubio,

2022a) and cvc5 1.2.0. We run experiments on Good Gadget, Naughty Gadget, Disagree Gadget as

seen in Figure 4.5. Naughty Gadget and Disagree Gadget have been discussed in previous sections,

both are known to be able to diverge. Good Gadget instead is known to have a corresponding routing

algebra that is monotonic and therefore always converges. We also run experiments by building

larger gadgets using combinations of the three previously mentioned gadgets as base gadgets. When

we create a combination in these experiments, we use gadgets where all but one are equivalent to

the Good Gadget and the remaining is the gadget denoted in the first column. The total number

of base gadgets used to create the gadget used for each experiment is denoted size and is reported

in the second column. Thus, size − 1 gadgets are Good Gadget and the remaining gadget is the

one recorded in the first column. The third column shows a tuple consisting of the number of nodes

(#N), the number of links (#L), and the number of paths (#P) respectively in the corresponding

gadget. The fourth column shows the amount of time in seconds it took to create the corresponding

formulas for the SMT solver and then running the solver to check for convergence of the gadget,

including the time it takes to compute the unsat core if necessary. The fifth and last column displays

the amount of time in seconds it took to run the Maude implementation to find a trace that would

oscillate resulting in the divergence. We provide experiments for when both SMT and Maude (or

just SMT when the gadget converges) are able to terminate with a solution within an hour. If the

gadget converges, there’s no oscillating trace that can be found and we instead report N/A since we
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don’t run the Maude program for these gadgets. There are three tables corresponding to the three

types of gadgets we used, the base gadgets, rooted combination gadgets, and nested combination

gadgets. The two combinations are constructed in a way such that the combined gadget diverges

if and only if at least one of of the gadgets used to create it diverges. This is shown as we discuss

how these combined gadgets are created.

Gadget Size (#N, #L, #P) SMT (s) Maude (s)
Good 1 (5, 11, 7) 0.026 N/A

Disagree 1 (5, 11, 8) 0.028 0.369
Naughty 1 (3, 4, 4) 0.018 0.121

Table 4.4: Base Gadget Results

The first combination type we denote as a rooted combination. We take n gadgets, g1, g2, ..., gn as

input to construct a new gadget. First, we create a new node O as the new common destination.

Then, we draw a link from each common destination Ogi for gi to O. Finally, every existing path

in each gadget is appended with the new common destination O, and each Ogi is given a policy for

path preferences only consisting of (Ogi , O).

For example, suppose we construct a rooted combination of Good Gadget as g1 and Disagree Gadget

as g2 as seen in Figure 4.6. Then the path (1, 2, 0) from Disagree Gadget becomes (2 : 1, 2 : 2, 2 : 0, 0)

by first tagging each node with the instance number 2, the index of Disagree Gadget from the list

of inputs, then appending the global node 0.

0

1 : 0

1 : 1 1 : 2

1 : 3 1 : 4

2 : 0

2 : 1 2 : 2

(1 : 0, 0)

(1 : 1, 1 : 3, 1 : 0, 0)
(1 : 1, 1 : 0, 0)

(1 : 2, 1 : 1, 1 : 0, 0)
(1 : 2, 1 : 0, 0)

(1 : 3, 1 : 0, 0)

(1 : 4, 1 : 3, 1 : 0, 0)
(1 : 4, 1 : 2, 1 : 0, 0)

(2 : 0, 0)

(2 : 1, 2 : 2, 2 : 0, 0)
(2 : 1, 2 : 0, 0)

(2 : 2, 2 : 1, 2 : 0, 0)
(2 : 2, 2 : 0, 0)

Figure 4.6: Rooted Combination Using Good and Disagree Gadgets
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It is clear that no two gadgets gi, gj for i ̸= j will have a path that traverses nodes from both

gadgets. This means that we can essentially treat each gadget independently in the new combined

gadget for the purposes of determining if BGP will converge or diverge. Hence, if some gadget gi

diverges then the new combined gadget will also diverge. Our machinery is able to handle gadgets

constructed using the rooted combination consisting of up to 500 nodes, 1200 links, and 800 paths.

Gadget Size (#N, #L, #P) SMT (s) Maude (s)
Good 2 (11, 24, 16) 0.122 N/A

Naughty 2 (11, 24, 17) 0.113 1.39
Disagree 2 (9, 17, 13) 0.068 0.238
Good 5 (26, 60, 40) 0.728 N/A

Naughty 5 (26, 60, 41) 0.66 3.585
Disagree 5 (24, 53, 37) 0.542 0.596
Good 10 (51, 120, 80) 3.074 N/A

Naughty 10 (51, 120, 81) 2.636 9.601
Disagree 10 (49, 113, 77) 2.352 1.794
Good 50 (251, 600, 400) 223.523 N/A

Naughty 50 (251, 600, 401) 68.336 209.484
Disagree 50 (249, 593, 397) 66.953 58.908
Good 100 (501, 1200, 800) 2655.43 N/A

Naughty 100 (501, 1200, 801) 324.879 862.888
Disagree 100 (499, 1193, 797) 292.157 240.22

Table 4.5: Rooted Combination Results

The other combination type we call a nested combination. This combination takes two gadgets ga

and gb as inputs to construct a new gadget gab. The first step of this type is to replace every node

in ga that is not its common destination Oga with the nodes and links (but not paths) of gadget

gb. Oga becomes the common destination of the newly created nested combination gab. Only the

nodes corresponding to the common destination in gb, Ogb , will have a link that directly connects

them to Oga . We denote each newly created node as A : B where A refers to a node from ga and B

refers to a node from gb. Now, at each node A : B to determine the policy for its path preference

we compute the following: for each path pa = (u1, u2, . . . , um, Oga) in the policy for node A from
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0

1 : 0

1 : 1 1 : 2

1 : 3 1 : 4

2 : 0

2 : 1 2 : 2

2 : 3 2 : 4

(1 : 0, 2 : 0, 0)
(1 : 0, 0)

(1 : 1, 1 : 3, 1 : 0, 2 : 0, 0)
(1 : 1, 1 : 3, 1 : 0, 0)
(1 : 1, 1 : 0, 2 : 0, 0)

(1 : 1, 1 : 0, 0)

(1 : 2, 1 : 1, 1 : 0, 2 : 0, 0)
(1 : 2, 1 : 1, 1 : 0, 0)
(1 : 2, 1 : 0, 2 : 0, 0)

(1 : 2, 1 : 0, 0)

(1 : 3, 1 : 0, 2 : 0, 0)
(1 : 3, 1 : 0, 0)

(1 : 4, 1 : 3, 1 : 0, 2 : 0, 0)
(1 : 4, 1 : 3, 1 : 0, 0)

(1 : 4, 1 : 2, 1 : 0, 2 : 0, 0)
(1 : 4, 1 : 2, 1 : 0, 0)

(2 : 0, 1 : 0, 0)
(2 : 0, 0)

(2 : 1, 2 : 3, 2 : 0, 1 : 0, 0)
(2 : 1, 2 : 3, 2 : 0, 0)
(2 : 1, 2 : 0, 1 : 0, 0)

(2 : 1, 2 : 0, 0)

(2 : 2, 2 : 1, 2 : 0, 1 : 0, 0)
(2 : 2, 2 : 1, 2 : 0, 0)
(2 : 2, 2 : 0, 1 : 0, 0)

(2 : 2, 2 : 0, 0)

(2 : 3, 2 : 0, 1 : 0, 0)
(2 : 3, 2 : 0, 0)

(2 : 4, 2 : 3, 2 : 0, 1 : 0, 0)
(2 : 4, 2 : 3, 2 : 0, 0)

(2 : 4, 2 : 2, 2 : 0, 1 : 0, 0)
(2 : 4, 2 : 2, 2 : 0, 0)

Figure 4.7: Nested Combination Using Disagree and Good Gadgets

ga, for each path pb = (v1, v2, . . . , vn, Ogb) in the policy for node B from gb, we create the path:

pa ◦ pb = (u1, u2, . . . , um, Oga) ◦ (v1, v2, . . . , vn, Ogb)

= (B : v1, . . . , B : vn, B : Ogb , u2 : Ogb , . . . , um : Ogb , Oga)

An example using Disagree Gadget as ga and Good Gadget as gb to create a nested combination

is shown in Figure 4.7. As an example of generating the image of the paths of a gadget, the good

gadget path (1, 3, 0) becomes two paths by composing the image of the disagree paths (1, 2, 0) and

(1, 0), namely (1 : 0, 2 : 0, 0) and (1 : 0, 0) to the image (1 : 1, 1 : 3, 1 : 0) of (1, 3, 0). Thus we have:

(1 : 1, 1 : 3, 1 : 0) ◦ (1 : 0, 2 : 0, 0) = (1 : 1, 1 : 3, 1 : 0, 2 : 0, 0)

and

(1 : 1, 1 : 3, 1 : 0) ◦ (1 : 0, 0) = (1 : 1, 1 : 3, 1 : 0, 0)

To create larger nested combinations from more than two inputs we chain together the constructions
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using intermediate gadgets created as input for the next combination. For example if we want to

combine gadgets ga, gb, gc in a nested combination we first compute the nested combination gab using

gadgets ga and gb, then we compute the combination using gab and gc for the final combination.

Gadget Size (#N, #L, #P) SMT (s) Maude (s)
Good 2 (21, 72, 63) 4.86 N/A

Naughty 2 (21, 72, 71) 5.251 4.518
Disagree 2 (11, 34, 32) 0.889 0.25
Good 3 (101, 384, 623) 1744.585 N/A

Naughty 3 (101, 384, 687) 420.453 114.87
Disagree 3 (51, 190, 312) 96.773 2.608

Table 4.6: Nested Combination Results

The way these type of gadgets are constructed preserves the path preferences of the original gadgets.

If path pa was more preferred than qa from gadget ga, then path pa ∗ pb is more preferred than path

qa ∗ qb for any paths pb, qb from gadget gb. A similar argument can be made to show that path

preferences are conserved for gadget gb. Suppose that gb diverges and we can find a trace that

oscillates. For any image of gb in the nested gadget, this oscillating trace can be translated to an

oscillating trace involving only nodes of the image gadget.

Now, suppose that ga diverges and we can find a trace that oscillates. Then, consider only the nodes

that were created from Ogb . This will resemble the original ga and a similar trace can be found,

thus showing divergence. Hence, if ga or gb diverges then gab diverges.

In our experiments we choose ga as the gadget named in column one in the tables and all other

gadgets used in the construction are chosen as the Good Gadget. We are only able to handle

gadgets consisting of up to 100 nodes and 400 links, roughly a fifth of the amount of nodes for root

combination before reaching the time limit of an hour. The number of paths in nested combinations

grows much faster than the number of paths in rooted combinations, reaching up to 700 paths

after two nested combinations on three gadgets. This seems to cause the SMT solver to become a

bottleneck much faster, as the monotonicity constraints require us to iterate over every pair of paths

in the gadget, making it more difficult for the solver to find a solution. The Maude implementation
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may find a suitable trace within the hour time if given the proper parameters as input, since the

absolute number of paths does not impact the performance nearly as much as the number of nodes

and links do.
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CHAPTER 5

Related Work

5.1. Incremental Solving

Previous work has investigated incorporating similar incremental solving techniques to aid in reacha-

bility analysis and model checking verification. We examine three approaches that share similarities

with our method while differing in key implementation details.

Günther and Weissenbacher (2014) employ the incremental solving capabilities of SMT solvers in

a manner similar to our approach. However, their work relies exclusively on SMT solving. The

system depth is incrementally unwound until either a specified bound is reach or a property vi-

olation is detected. This enables a systematic depth-by-depth checking with accumulated solver

state. Though, since all states at each particular depth are verified with a single SMT formula,

the complexity of each formula dramatically increases per unwound system depth. This may limit

systems or properties that can be verified if the SMT solver encounters a formula that takes too

much time to solve or is unable to solve.

Cadar et al. (2008) use caching as an incremental solution. Similar to our work, they integrate

reachability analysis with SMT solving for symbolic state space exploration. Their tool involves

caching solutions of formulas to attempt these solutions for future formula before attempting to call

the solver. The insight here is that previous solutions are often a solution to future solutions. This

isn’t guaranteed to be the case though and when the cached solutions do not also solve the current

formula, the solver has to be called to work from scratch.

Liu et al. (2014) utilize the push and pop operations provided by modern SMT solvers to maintain

solver state, similar to our method. They show a significant performance improvement over the

caching approach. The authors use a depth-first search technique in their verification, but as men-

tioned previously this can cause the search to travel down an infinite branch forever and potentially

missing a critical state.
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While these approaches demonstrate the value of incremental solving in verification, each faces lim-

itations: complexity bottlenecks in concurrent state checking, overhead from failed cache attempts,

or incompleteness from depth-first traversal. Our method addresses these limitations by using a

hybrid search technique with incremental solving to improve performance without added complexity

from checking the entire depth in a single step or incompleteness resulting from infinite branches

when using depth-first search.

5.2. Hybrid Search Techniques

There have been others that have previously explored techniques of combining BFS and DFS so to

take advantage of both of their benefits while reducing the drawbacks of each.

Chen et al. (1997) proposes a hybrid algorithm for Binary Decision Diagrams (BDDs). BDDs are

are often used to represent and manipulate boolean functions symbolically. Traditionally, depth-

first approaches were used in the construction of BDDs as it had relatively low memory overhead.

Though, it had been discovered that using a breadth-first approach instead had better performance

due to better memory access locality at the cost of larger memory overhead. To improve upon

both approaches a hybrid of the two is used. Essentially, the algorithm switches between the two

techniques based on its memory overhead. When the memory overhead is computed to be low, a

breadth-first search is used and when it is high a depth-first search is used.

Anghel et al. (2019) constructs a “breadth-first, depth-next” algorithm for building Random Forest

(RF) models. An RF model is a machine learning model that uses decision trees. Both DFS and

BFS approaches are used in machine learning frameworks. They observe that BFS has memory

efficient access patterns at lower depths. As the depth increases it loses this benefit and virtually

has random access to memory. At this point, DFS performs better. As a result, their algorithm

starts with a breadth-first approach until it is computed that is no longer has efficient access pattern,

switching to a depth-first approach.

Korf (1985) introduces “depth-first iterative-deepening (DFID).” One of the issues with BFS is that

it has exponential memory complexity. DFS can circumvent this drawback as its memory complexity
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is linear, but comes with its own problems. It generally requires some depth bound and check for

repeated nodes, otherwise the search may not terminate. The actual depth bound needed may not

be knowable at runtime and choosing a bound too low may result in the search ending without

finding the solution. To counteract the downsides of BFS and DFS, DFID is used. DFID starts

with DFS bounded by depth one, then performs a DFS bounded by depth two, and continue this

process with incrementally larger bounded depths until a solution is found. It must visit the same

nodes multiple times, but it is shown that the runtime complexity is not effected by it.

Unfortunately, none of these algorithms seem particularly helpful with respect to rewriting modulo

SMT. For example, prior algorithms (Chen et al., 1997; Anghel et al., 2019) attempt to take advan-

tage of memory locality as much as possible. In our case, it would not give us much performance

increase. Reference (Korf, 1985) requires nodes to be visited multiple times. This would lead to

duplicate calls the SMT solver, only increasing the bottleneck.

5.3. BGP Convergence Verification

We take inspiration from related work, in particular, the Metarouting framework (Sobrinho, 2003;

Griffin and Sobrinho, 2005) and existing Model-Checking approaches (Wang et al., 2011, 2012;

Yin et al., 2014). The main difference, however, is our goal of providing automated checks, which

are sound and scalable.

Metarouting (Sobrinho, 2003; Griffin and Sobrinho, 2005) provides a general mathematical frame-

work for determining whether a BGP network gadget converges. A key limitation of the original

work is the lack of fully automated methods for checking for convergence. The paper by Daggit

and Griffin (Daggitt and Griffin, 2024) has formalized the theoretical framework in Agda, which

provides a means for proving convergence of network gadgets in a semi-automated fashion. The

framework also enables the exploration of different convergence conditions through mechanized rea-

soning. We take a different approach by encoding the conditions proposed as a SMT problem. This

enables the fully automated verification of network gadgets.

The second body of work uses model-checking approaches to determine BGP convergence and also to
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determine witnesses for divergence. Previous work (Yin et al., 2014) formalized the BGP algorithm

and the BGP problem as LTL liveness formulas in Promela. However, the experiments demonstrate

the complexity of the BGP convergence problem as Promela was not able to determine divergence of

gadgets with less than 5 nodes. Our proposal is to reduce the liveness problem to a safety problem

as suggested in the literature (Biere et al., 2002). Model-checkers typically perform better when

proving safety properties as one can exploit different types of reduction techniques. This enabled

our model-checking to verify networks with hundreds of nodes.

Wang et al. (2011) proposed another formalization in Maude. However, while the performance is

adequate, it is not sound. In particular, it can generate false counter examples. This seems to occur

in gadgets for which BGP may sometimes converge, but sometimes also diverge. This is because

the definition of divergence is not precise enough. We propose, on the other hand, a definition for

determining divergence that is sound and scalable.

Wang et al. (2014); Wang and Chen (2019) have also proposed methods to improve the scalability

of model-checking. The authors exploit the structure of network to reduce the verification problem.

For example, they identify sub-nets that are duplicated which can be reduced to a single sub-net

when checking for divergence. We take an alternative approach by exploiting the unsat core of the

SMT solver checking the formalization of Metarouting conditions.

Wang and Chen (2019) encode the BGP convergence problem in Answer Set Programming. The

approach scales well reaching some thousands of nodes. However, it is not capable of providing

concrete examples for divergence.

This also illustrates another key difference to existing methods. We propose a verification flow

that combines SMT solver and executable specification in Maude. This enables us to exploit the

advantages enabled by each method, e.g., the use of SMT solvers to simplify the model-checking

problem.
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CHAPTER 6

Conclusion

This dissertation has demonstrated how leveraging underutilized features of modern SMT solvers can

dramatically improve the scalability and effectiveness of formal verification for complex distributed

systems. Through two complementary contributions, we have shown that incremental solving ca-

pabilities and UNSAT core analysis can transform reachability analysis from a computationally

prohibitive endeavor to a practical verification approach for real-world systems.

Incremental SMT Solving for Symbolic Reachability. We introduced Incremental Rewrite

Theories that fundamentally restructure how rewriting logic tools interact with SMT solvers. By

maintaining persistent solver state through a hybrid search procedure that strategically combines

breadth-first and depth-first search, we achieved consistent 5–10× performance improvements across

diverse verification domains. Our approach successfully verified CASH scheduling algorithms,

Slowloris denial-of-service attacks, and cyber-physical systems safety properties. The key insight

was exploiting the PUSH and POP operations of SMT solvers to preserve learned clauses and

internal deductions, eliminating redundant work during constraint solving while maintaining the

completeness guarantees that pure depth-first search cannot provide.

UNSAT Core-Guided Search for BGP Convergence Verification. We developed a fully

automated and sound approach for BGP convergence verification by combining the theoretical foun-

dations of Metarouting with practical model checking techniques. Our SMT encoding of monotonic

global rankings enables automatic convergence checking, while our novel sound divergence criterion

reduces liveness verification to tractable safety checking. Most significantly, we showed how UNSAT

cores can guide verification by identifying critical network links responsible for potential divergence,

reducing search spaces from hundreds of links to just a few critical paths. This approach successfully

verified BGP configurations with up to 500 nodes and 1200 edges.

The techniques developed in this work address a fundamental challenge in formal verification: the
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gap between theoretical soundness and practical scalability. By demonstrating that incremental

solving can consistently provide order-of-magnitude improvements across multiple domains, from

algorithmic correctness to network protocol analysis, we have shown that these optimizations rep-

resent a promising direction for making formal verification viable for industrial-scale systems.

The BGP verification framework exemplifies how combining complementary automated reasoning

techniques can solve problems that neither approach could handle alone. The ability to automati-

cally identify critical system components through UNSAT core analysis provides immediate practical

value for network operators, offering both verification guarantees and actionable debugging insights

when convergence cannot be guaranteed.

Our hybrid search approach offers a principled solution to the exploration strategy dilemma in sym-

bolic model checking. Rather than choosing between the completeness of breadth-first search and

the memory efficiency of depth-first search, we have demonstrated how to systematically combine

both strategies while leveraging incremental solving to minimize the computational overhead of

constraint solving, typically the dominant cost in symbolic verification.

Beyond the specific technical contributions, this work demonstrates the value of co-designing veri-

fication algorithms with the capabilities of modern constraint solvers. The traditional approach of

treating SMT solvers as black-box constraint checkers leaves significant performance opportunities

unexploited. Our systematic investigation of incremental solving and UNSAT core analysis sug-

gests that closer integration between symbolic reasoning engines and constraint solvers represents

a fruitful research direction.

The interdisciplinary approach of combining routing theory, rewriting logic, and automated rea-

soning illustrates how verification challenges in specific domains can drive broader methodological

advances. The techniques developed for BGP verification, particularly the use of UNSAT cores

for search space reduction, are applicable to other domains where constraint conflicts can guide

exploration strategies.

Several promising research directions emerge from this work. The trade-offs between incremental
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solving strategies and constraint structure warrant deeper investigation, particularly the question

of when constraint disjunctions should be preserved versus decomposed to optimize solving time.

The integration of these incremental solving algorithms into mainstream verification tools such as

Maude represents an important step toward broader adoption in the verification community.

For BGP verification specifically, while our divergence criterion is sound, establishing its complete-

ness remains an important theoretical question. The development of more expressive preference

relation models, potentially through executable specifications that capture implementation-level

routing behaviors, could bridge the gap between theoretical analysis and real-world routing config-

urations.

The success of UNSAT core-guided search in the BGP domain suggests broader applications in other

distributed protocol verification problems. Many distributed algorithms exhibit similar patterns

where global properties depend on local interactions that can be isolated through constraint analysis.

Exploring these connections could lead to systematic approaches for scaling verification across the

distributed systems domain.

The convergence of incremental solving, symbolic reasoning, and automated verification techniques

demonstrated in this dissertation opens new possibilities for tackling increasingly complex verifi-

cation challenges. As distributed systems continue to grow in scale and complexity, from cloud

computing infrastructures to autonomous vehicles, the principled integration of these approaches

will be essential for maintaining the reliability and security of critical computational infrastructure.

The consistent performance improvements and scalability advances achieved across multiple do-

mains validate the central thesis that modern SMT solvers possess underutilized capabilities that,

when properly exploited, can transform the practical applicability of formal verification. This work

provides both the theoretical foundations and empirical evidence needed to incorporate these tech-

niques into the next generation of verification tools, bringing us closer to the goal of making formal

verification a routine part of systems development rather than a research curiosity.
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