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ABSTRACT

ADAPTIVE SHARDING AND FAULT TOLERANCE IN DISTRIBUTED SYSTEMS

Bhavana Mehta

Boon Thau Loo

Mohammad Javad Amiri

Achieving scalability and reliability in distributed database systems requires effective data fragmenta-

tion and replication. In Byzantine environments, where nodes may behave adversarially, traditional

partitioning schemes no longer hold. This dissertation introduces an adaptive sharding framework

that combines dynamic data partitioning with Byzantine fault tolerance to operate securely in

untrusted environments. We use a progressive architectural approach. First, we establish a baseline

with an optimized centralized architecture for environments with limited trust assumptions. Building

on this, we develop our primary contribution: a decentralized architecture that eliminates single

points of failure in adversarial settings where no trusted components exist. Both architectures

perform adaptive resharding: the centralized baseline uses a global hypergraph partitioner, while the

decentralized design uses our transaction-aware key-affinity partitioning algorithm, which quantifies

relationships between keys and shards to make resharding decisions based on workload patterns. The

system achieves consensus through Practical Byzantine Fault Tolerance (PBFT) for both intra-shard

and cross-shard transactions. Our evaluation shows that both architectures outperform static,

non-resharding baselines. The decentralized design achieves up to 2.5× higher throughput than

a non-resharding baseline and remains effective even as the fraction of cross-shard transactions

increases. By redistributing data adaptively, both designs mitigate the impact of adversarial behav-

ior while maintaining fault tolerance. Testing against Byzantine attacks shows 68% maintenance

of fault-free throughput with 25% Byzantine nodes. Our contributions include Byzantine-aware

adaptive sharding algorithms, secure cross-shard transaction protocols, and evaluations suitable for

applications in decentralized finance, cloud computing, and IoT environments.
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CHAPTER 1

Introduction

Modern distributed systems support critical applications across financial services, e-commerce,

healthcare, and infrastructure management. For these systems, maintaining correctness and avail-

ability when participants behave maliciously is essential. While traditional cloud systems like

Google’s Spanner Corbett et al. (2013), Amazon’s Dynamo DeCandia et al. (2007), and Facebook’s

Tao Bronson et al. (2013) employ crash fault-tolerant (CFT) protocols such as Paxos Lamport (2001),

systems operating in untrusted environments including blockchains Amiri et al. (2022); Baudet et al.

(2019); Kwon (2014); Amiri et al. (2023); Androulaki et al. (2018), lock servers Clement et al. (2009),

and certificate authorities Zhou et al. (2002) require Byzantine fault-tolerant (BFT) protocols.

As applications increasingly operate in untrusted environments where nodes may be compromised,

data centers targeted by attacks, or cloud providers themselves not fully trusted, a fundamental

tension emerges between performance and security. Cloud databases promise scalability and reliability,

but offloading data to untrusted infrastructure introduces significant challenges for correctness and

security.

Unlike crash failures where nodes simply stop responding, Byzantine faults allow nodes to act

arbitrarily, even maliciously, which requires more complex consensus protocols. For example, while

Paxos requires only O(n) messages among n nodes, Practical Byzantine Fault Tolerance (PBFT)

requires O(n2) message exchanges and more replicas (3f+1 to tolerate f faults compared to 2f+1 in

crash-tolerant systems). This fundamental difference significantly impacts both system design and

performance characteristics.

Both CFT and BFT consensus protocols incur higher latency when more nodes are involved. Thus,

trusted systems (e.g., Corbett et al. (2013); Taft et al. (2014b); Thomson et al. (2012)) and trust-free

systems (e.g., Nawab and Sadoghi (2019); Amiri et al. (2021); Dang et al. (2019)) partition their

data into shards, and replicate each shard on multiple nodes to provide scalability while guaranteeing

1



fault tolerance. However, Byzantine environments introduce additional complexities and challenges,

necessitating more robust solutions.

Adaptive sharding systems like SWORD Quamar et al. (2013) and Schism Curino et al. (2010)

determine optimal data partitioning through hypergraph analysis, modeling transactions as edges

and data items as vertices. By dividing the hypergraph to minimize edge cuts while maintaining

manageable partition sizes, these systems identify effective sharding strategies. However, they assume

trusted environments and fail to address the challenges posed by Byzantine adversaries who might

exploit adaptation mechanisms.

A significant challenge with static partitioning is that optimal configurations degrade over time as

workloads change and new data is added. Several studies Marcus et al. (2018); Taft et al. (2014a)

address this through adaptive approaches, dynamically moving data between shards based on

changing access patterns. Many of these solutions target analytical OLAP workloads Hilprecht et al.

(2020); Parchas et al. (2020) and may not adapt effectively to transactional OLTP applications with

unpredictable demand shifts Taft et al. (2014a). To my knowledge, existing adaptive approaches do

not consider Byzantine environments Zhou et al. (2023); Rzadca et al. (2020); Golovin et al. (2023),

which introduce distinct challenges to data partitioning.

This dissertation introduces Marlin, a novel database architecture that addresses this gap by

providing both adaptive sharding and Byzantine fault tolerance. Marlin enables efficient, adaptive

data management in adversarial settings by resharding data based on transaction patterns while

maintaining correctness despite Byzantine failures. A key innovation is a multi-item-aware resharding

algorithm that considers how groups of keys are accessed together in transactions, rather than treating

each key independently. This transaction-level awareness proves crucial for real-world workloads

where related data items are frequently accessed together, as ignoring these patterns leads to

suboptimal fragmentation or vulnerability to manipulation. Unlike prior methods that might migrate

single keys or rely on coarse metrics, our approach treats groups of related keys as the unit of

migration, minimizing cross-shard transactions. The algorithm operates under adversarial conditions,

relying on consensus-agreed metrics rather than individual node reports, ensuring malicious actors
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cannot easily skew resharding decisions.

BFT vs. CFT Scalability. While all fragmentation schemes designed for transactional DBMSes

aim to minimize the number of cross-shard transactions, the cost of a cross-shard transaction is

significantly higher in an adversarial context. A round of Paxos Lamport (2001) among n nodes

requires O(n) messages, but a round of PBFT Castro and Liskov (1999) requires O(n2) messages.

Special care is needed to avoid the quadratic cost of excessive cross-node transactions.

Special Constraints on Replication. A traditional distributed transactional database may choose

to replicate data fragments to prevent data loss: to survive f node failures, data must be replicated

2f + 1 times. In a Byzantine environment, data must be replicated a minimum of 3f + 1 times

to tolerate adversarial nodes. Additionally, a non-Byzantine system may label certain replicas as

"primary" or "secondary," allowing transactions to only write changes to the primary replica. Such

a strategy is impossible in a Byzantine environment: all nodes must participate in every transaction

to ensure no adversarial node lies to the client.

Non-Trustworthy Data. Traditional fragmented databases can accurately observe which nodes

are required for each transaction. In a Byzantine environment, adversarial nodes could lie about a

cross-node transaction to induce a particular fragmentation scheme. For example, a malicious node

could report that a set of tuples are never accessed together, causing a naive fragmentation scheme

to separate those tuples into multiple shards, potentially enabling a denial-of-service attack.

One of the main challenges in sharded distributed protocols is finding an effective data partitioning

approach that balances contradictory goals like load balancing, minimizing cross-shard transactions,

and optimizing throughput and latency. Since the transaction workload is dynamic, such an

approach must be adaptive, and repartitioning must be performed as needed. Existing adaptive

sharding approaches for distributed databases focus primarily on crash failures Curino et al. (2010);

Quamar et al. (2013) or fault-free environments. They aim to dynamically repartition data and

assign shards to nodes based on workload characteristics and performance metrics but cannot handle

Byzantine environments where nodes may exhibit arbitrary, potentially malicious behavior.
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This dissertation presents Marlin, a distributed data management system that combines dynamic

sharding with Byzantine fault tolerance to achieve both scalability and resilience in untrusted

environments. Marlin comes in two architectural variants: a centralized design for environments with

limited trust assumptions and a fully decentralized design for zero-trust settings. The centralized

variant assumes a single trusted coordinator to orchestrate resharding, simplifying design while offering

a performance baseline. In contrast, the decentralized variant—our primary contribution—removes

any single point of trust by allowing shards to coordinate resharding collectively, achieving adaptive

sharding without any trusted components, a property essential in truly adversarial environments.

Both architectures continuously refine shard boundaries based on real-time workload characteristics:

the centralized variant uses a hypergraph-based partitioner, while the decentralized variant uses the

Key Affinity Resharding Algorithm. Together, these mechanisms minimize cross-shard communication

and maximize system performance. By employing Practical Byzantine Fault Tolerance (PBFT) for

both intra-shard and cross-shard transactions, Marlin achieves high availability and fault tolerance.

The centralized variant still relies on a trusted coordinator, while the decentralized variant removes

centralized coordination entirely. The key innovation in Marlin is its ability to adapt to dynamic

workloads while maintaining Byzantine fault tolerance. Unlike traditional systems that either focus

on adaptivity in trusted environments or static sharding in Byzantine settings, Marlin bridges

this gap by introducing secure adaptation mechanisms that work in untrusted environments. This

is particularly challenging because Byzantine environments introduce unique constraints on data

movement and consensus that traditional adaptive systems do not address.

1.1. Research Questions

Marlin’s design and evaluation are driven by several key research questions about adaptive sharding

in adversarial settings. We address six core dimensions of distributed database systems operating in

untrusted environments:

RQ1. Performance. How do the centralized and decentralized architectures perform under a range

of workloads, and how do they compare to a system with no adaptive re-sharding? This question

establishes the baseline performance of Marlin’s architectures.
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RQ2. Adaptability. How effectively does Marlin adapt to workload changes over time, and how

quickly does it stabilize? We evaluate the system’s ability to detect shifts in access patterns and

reconfigure data placement to maintain optimal performance.

RQ3. Overhead. What is the runtime cost of re-sharding (e.g., throughput drop, latency impact,

resource usage), and how do mechanisms like throttling affect this overhead? We measure the

transient costs associated with data migration and coordination.

RQ4. Byzantine Resilience. How does the system behave in the presence of Byzantine faults, and

how effective are its security mechanisms? This investigates Marlin’s robustness against malicious

nodes attempting to disrupt consensus or availability.

RQ5. Byzantine-Aware Adaptation. How effectively do the Byzantine-aware adaptation

mechanisms prevent malicious nodes from manipulating resharding decisions? We evaluate defenses

against attacks specifically targeting the adaptive sharding logic, such as falsified workload reports.

RQ6. Comparative Analysis. How does Marlin compare to baseline and state-of-the-art systems

along key performance dimensions? We contextualize Marlin’s performance against static BFT

systems and non-BFT adaptive databases.

1.2. Contributions

Our contributions are:

Marlin: A Fault-Tolerant Sharded Database Architecture. We design and implement Marlin,

a novel distributed database architecture that tolerates Byzantine faults while supporting dynamic

data partitioning. Marlin is realized in two architectural variants. First, we establish and optimize

a centralized baseline design with a trusted coordinator that maintains a global view of the data

shards for efficient partitioning decisions. This design demonstrates the upper-bound of performance

when a modest trust assumption is acceptable. Building on these insights, our primary contribution

is a fully decentralized architecture that eliminates any single point of failure, making it suitable

for truly Byzantine environments with no trusted components. While our optimized centralized
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baseline provides a performance benchmark, the decentralized design represents the core innovation

of our work – it shows how adaptive sharding can function securely without any trusted entity. Our

evaluation highlights this progression: the centralized baseline converges faster and achieves higher

initial throughput, yet our decentralized architecture eventually provides comparable steady-state

performance while eliminating the need for trust and significantly improving system resilience.

Key Affinity Resharding Algorithm. We develop a key affinity-based adaptive sharding algorithm

that reshards data based on how groups of keys are co-accessed in transactions. This algorithm

considers how keys are related through the workload, rather than migrating keys in isolation. By

being transaction-aware at a group level, it co-locates data items that are frequently accessed together,

thereby minimizing cross-shard transactions. The algorithm operates under adversarial conditions

by relying on metrics that are agreed upon via consensus (instead of trusting any single node’s

observations), ensuring malicious actors cannot easily skew resharding decisions. Our approach treats

groups of related keys as the unit of migration, adapting shard boundaries in response to evolving

access patterns while maintaining correctness. Experimental results demonstrate the efficacy of

this algorithm: Marlin’s adaptive sharding achieves up to a 2.5× throughput improvement over a

non-resharding baseline and remains effective as the fraction of cross-shard transactions increases,

while static sharding suffers severe degradation at high cross-shard rates.

Progressive Architectural Development. We present Marlin through a methodical architectural

progression. We first implement a centralized coordinator-based system (with a single trusted

shard manager) to serve as an optimized baseline for adaptive sharding. We then develop our

primary contribution – a fully decentralized sharding architecture that removes the coordinator and

distributes shard management among the nodes themselves. This progression demonstrates how

adaptive sharding can be achieved securely without any central authority. Our evaluations confirm

that while the centralized baseline can converge to an optimal partitioning more quickly (thanks to

its global knowledge), the decentralized architecture ultimately provides comparable throughput

and adaptivity, all while eliminating trusted components and greatly enhancing fault tolerance. In

other words, Marlin’s decentralized design closes most of the performance gap to the ideal baseline,
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proving that the benefits of adaptivity can be realized even in fully adversarial environments.

Robust Byzantine Fault Handling. Marlin integrates state-of-the-art Byzantine fault-tolerant

consensus protocols at both intra-shard and inter-shard levels. Within each shard, we use PBFT to

ensure consistency among replicas (tolerating up to f Byzantine failures in a shard of size 3f+1). For

cross-shard transactions and resharding operations, we extend atomic commit protocols with BFT,

effectively implementing a Byzantine Fault Tolerant Two-Phase Commit (BFT-2PC) for distributed

transactions and reconfiguration. This allows the system to tolerate up to 33% of nodes being

Byzantine (the theoretical maximum) while still ensuring correct, atomic execution of transactions

and resharding steps. Our design addresses Byzantine-specific issues such as a malicious coordinator

or shards sending inconsistent commit messages, by having commit decisions themselves made via

consensus and requiring signatures/quorums from multiple shards. These measures guarantee that

data movement (resharding) is secure and that no single faulty node can corrupt the database

state or force an incorrect reconfiguration. Even under active attacks, Marlin maintains safety

(linearizability and atomicity of transactions) and liveness (progress), as demonstrated by our analysis

and fault-injection experiments.

Comprehensive Evaluation. We conduct extensive experiments under a variety of workloads

and fault conditions to validate Marlin’s performance and resilience. We evaluate on industry-

standard benchmarks across different workload compositions – e.g. balanced read/write, write-heavy,

read-heavy, various cross-shard transaction rates, and dynamic workload shifts – as well as under

Byzantine attack scenarios where a subset of nodes exhibit malicious behaviors. The results show

that Marlin effectively adapts to workload changes, maintaining high throughput and low latency

even as access patterns evolve. For instance, Marlin can detect a change in workload and reshard

within a few minutes, restoring performance after a temporary dip. Even with Byzantine faults,

Marlin continues to operate with strong performance: with 25% of replicas faulty, it sustains about

68% of its fault-free throughput while static BFT systems fall to 40% or less. Marlin also outperforms

baseline systems – it consistently achieves higher throughput than a static-sharding BFT system,

especially as the fraction of cross-shard transactions increases (e.g. under a 50% cross-shard workload,
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Marlin’s throughput is significantly higher due to adaptive load balancing). The system scales

efficiently with the number of shards. Our experiments in this dissertation and the Marlin paper

show good throughput scaling as we increase the number of clusters (nearly linear up to 8 shards,

with diminishing returns at higher shard counts due to communication overhead). The decentralized

architecture avoids the coordinator bottleneck and remains competitive with the centralized baseline.

In summary, Marlin bridges the gap between two historically separate areas – adaptive database

sharding and Byzantine fault tolerance – by providing a unified solution that achieves both. This

dissertation details Marlin’s design, implementation, and experimental evaluation, and positions it in

the landscape of existing research. The remainder of this document is organized as follows. Chapter 2

provides background on sharding strategies and the challenges of untrusted environments, surveying

related work and identifying the unmet needs Marlin addresses. Chapter 3 presents Marlin’s system

architecture and trust model, introducing the roles of the coordinator, shards, and clients in both

centralized and decentralized modes. Chapter 4 describes the consensus protocols that underpin

Marlin’s operation, including how intra-shard PBFT and cross-shard BFT-2PC are integrated.

Chapter 5 focuses on the decentralized architecture, explaining how shard leaders coordinate in a

peer-to-peer fashion to handle transactions and resharding without a central manager. Chapter

6 covers Marlin’s adaptive sharding mechanisms in depth – including workload monitoring, the

hypergraph-based resharding in the centralized approach, and the key affinity resharding algorithm

in the decentralized approach – along with Byzantine-aware techniques to ensure safe reconfiguration.

Chapter 7 discusses implementation details and engineering challenges faced in building Marlin,

such as our extension of YCSB for transactional workloads and optimizations to reduce overhead.

Chapter 8 presents the experimental evaluation results, analyzing Marlin’s performance, adaptability,

overhead, and fault tolerance (structured by the research questions above). Chapter 9 explores

specific Byzantine attack vectors (e.g. malicious coordinators, misleading metrics, denial-of-service

attempts during resharding) and how Marlin defends against them. Chapter 10 situates Marlin

relative to related literature in distributed databases, blockchains, and adaptive systems. Chapter 11

concludes with a summary of contributions and discusses the broader implications of our findings for

distributed system design. Finally, Chapter 12 outlines potential avenues for future work, including
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incorporating machine learning for predictive reconfiguration, leveraging trusted hardware to reduce

BFT overhead, and formally verifying Marlin’s protocols for guaranteed security.
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CHAPTER 2

Background

Sharding is a widely adopted technique for improving scalability in distributed systems DeCandia et al.

(2007); Corbett et al. (2013). By partitioning data across multiple fault-tolerant clusters of nodes,

systems manage large datasets efficiently, providing high throughput and low-latency operations.

Sharding strategies are generally categorized into static and dynamic approaches.

2.1. Static and Dynamic Sharding

Static sharding divides data into fixed partitions using a predefined partitioning function. Systems

like MySQL Cluster and MongoDB Liu et al. (2012) implement static sharding to distribute data

across nodes. This method is effective for stable workloads, as it minimizes coordination overhead

and avoids the complexity associated with frequent rebalancing. However, static sharding can lead

to load imbalances and increased cross-shard communication when workloads shift, requiring manual

intervention for data redistribution.

In contrast, dynamic sharding adjusts shard boundaries in response to changing workloads, optimizing

load balance and minimizing cross-shard transactions. Systems such as SWORD Quamar et al. (2013),

Schism Curino et al. (2010), Spanner Corbett et al. (2013), and CosmosDB Frey and Goes implement

dynamic sharding to adaptively repartition data based on real-time workload statistics. This

adaptability improves resource utilization and system responsiveness, particularly in environments

where workload patterns fluctuate. Recent dynamic sharding frameworks, such as those proposed

by Gupta et al. (2021) and Haroon et al. (2024), integrate machine learning techniques to

adaptively partition data and predict workload shifts, optimizing data distribution in real-time.

These methodologies leverage gradient-based optimization and predictive modeling to enhance shard

adaptability in modern deployments.

Most dynamic sharding approaches (e.g., SWORD, Schism) assume all nodes are honest and simply

optimize for performance. However, in an adversarial setting, these approaches face new risks such
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Figure 2.1: Practical Byzantine Fault-Tolerant (PBFT) Protocol

as manipulated workload metrics, selective message dropping, and collusion attacks that can lead to

suboptimal or malicious data placement.

2.2. Trust Assumptions in Sharding

Most existing sharding solutions, especially those employing dynamic sharding Quamar et al. (2013);

Curino et al. (2010), assume a trusted environment, where all nodes behave reliably without

malicious intent and the failure model of nodes is fail-stop (i.e., non-Byzantine). In these settings,

the primary focus is on performance and scalability, without the necessity to mitigate adversarial

threats. This assumption simplifies the design and implementation of sharding mechanisms but

overlooks the challenges posed by untrusted environments where nodes may exhibit Byzantine faults.

Untrusted environments, in contrast, follow the Byzantine failure model, where nodes may behave

arbitrarily or maliciously Lamport et al. (1982). Ensuring system reliability and consistency in

such scenarios requires implementing Byzantine Fault Tolerance (BFT) protocols, such as Practical

Byzantine Fault Tolerance (PBFT) Castro and Liskov (1999). Sharding in untrusted environments

is more complex due to the need for secure coordination across untrustworthy shards.
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2.3. Byzantine Fault Tolerance in Distributed Systems

Byzantine fault tolerance is crucial for maintaining system integrity in untrusted environments. The

Byzantine Generals Problem Lamport et al. (1982) formalizes the challenge of reaching consensus

when some participants may be malicious. PBFT Castro and Liskov (1999) addresses this by

requiring a two-thirds majority of honest nodes to reach consensus, ensuring safety and liveness

properties even when up to one-third of nodes are Byzantine.

A critical distinction between Byzantine Fault Tolerance (BFT) and Crash Fault Tolerance (CFT)

is the message complexity. While CFT protocols like Paxos require O(n) messages per consensus

instance, BFT protocols like PBFT require O(n²) messages. This quadratic scaling has significant

implications: in a BFT system involving many nodes, doing every transaction with all nodes would

be prohibitively slow, which is why partitioning into shards is essential for scalability in Byzantine

environments.

In sharded systems, Byzantine fault tolerance introduces additional complexity. Cross-Shard

Coordination presents a significant challenge, as transactions that span multiple shards require

careful coordination among nodes, some of which may be malicious. This necessitates additional

verification steps and robust protocols to ensure that the integrity and atomicity of transactions are

preserved, even when adversarial behavior is present. State Consistency is particularly challenging

in Byzantine environments, as nodes may provide false or conflicting information. Ensuring that all

honest nodes agree on the system state requires sophisticated consensus mechanisms and frequent

cross-checks to detect and mitigate inconsistencies. Performance Overhead is another concern, as

Byzantine Fault Tolerance protocols, such as PBFT, typically require a greater number of messages

and more computational resources than crash fault-tolerant protocols. This increased overhead can

impact system throughput and latency, making it essential to optimize protocol design and system

architecture for efficiency.
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2.3.1. Adversarial Model Assumptions

In Byzantine fault-tolerant distributed systems, the adversarial model defines the capabilities and

limitations of potential attackers. The standard theoretical model assumes:

• Network Model: Most Byzantine-tolerant systems operate in a partially synchronous network

model where messages eventually arrive within some unknown but finite time bound, rather

than requiring strict timing guarantees.

• Fault Threshold: The fundamental limitation established by Lamport et al. Lamport et al.

(1982) requires that honest nodes must comprise more than two-thirds of the total nodes

(requiring at least 3f+1 total nodes to tolerate f faulty nodes).

• Cryptographic Assumptions: Byzantine protocols typically assume that standard crypto-

graphic primitives (digital signatures, hash functions) cannot be broken by computationally

bounded adversaries.

• Adversarial Capabilities: Byzantine adversaries may exhibit arbitrary behavior including:

– Providing false information or metrics to other nodes

– Manipulating message timing (delaying or rushing)

– Sending contradictory messages to different nodes

– Colluding with other malicious nodes to coordinate attacks

In sharded systems specifically, these theoretical assumptions must be applied at both the intra-shard

and cross-shard levels. The presence of sharding introduces new attack vectors related to data

placement, shard coordination, and performance optimization that aren’t present in traditional

Byzantine systems.

2.4. Static Sharding in Untrusted Environments

Untrusted environments mainly rely on BFT protocols to secure data and operations, as mali-

cious nodes can interfere with shard adjustments and cross-shard transactions. Most distributed

data management systems deployed in untrusted environments opt for static sharding to reduce

coordination overhead and limit the attack surface where a malicious node attempts to manipu-
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late resharding decisions Amiri et al. (2021); Sousa and Bessani (2015). However, static sharding

mechanisms lack adaptability to changing workloads, potentially leading to load imbalances and

performance degradation over time.

Sharded data management systems must process both intra-shard and cross-shard transactions. While

intra-shard transactions can be processed using BFT protocols (e.g., PBFT Castro and Liskov (1999)),

cross-shard transactions are more complex, as multiple shards are involved in processing. Cross-shard

transactions can be managed in two primary ways. A centralized manner (coordinator-based)

approach involves a single coordinator responsible for orchestrating the commitment of transactions

across multiple shards using an atomic commitment protocol, such as two-phase commit (2PC).

This model is exemplified by systems like AHL, Saguaro, and Blockplane, where the coordinator

must itself be implemented as a Byzantine fault-tolerant cluster to prevent it from becoming a single

point of failure or attack. Alternatively, a decentralized (flattened) approach has each shard

independently participate in the commitment protocol without relying on a central coordinator. This

model, as seen in SharPer, distributes the responsibility for transaction commitment, reducing the

risk of centralized compromise but increasing the complexity of coordination and consensus among

shards.

We mainly focus on the coordinator-based approach where an atomic commitment protocol, e.g.,

two-phase commit (2PC), is used to process cross-shard transactions across untrustworthy shards. In

contrast to the 2PC protocol where a single coordinator manages the commitment of each cross-shard

transaction, the coordinator itself needs to be implemented as a Byzantine fault-tolerant cluster.

Figure 2.2 presents a coordinator-based cross-shard protocol across two clusters A and B where

cluster A plays the role of coordinator. As can be seen, the leader of the coordinator cluster initiates

the protocol by locally processing the incoming request (using PBFT) and multicasting a prepare

message, including the request, to the involved clusters (i.e., B). Each shard then independently

reaches agreement on the order of the request internally and sends prepared message to the coordinator

cluster. Upon receiving sufficient prepared messages, an instance of PBFT will be initiated among

nodes of the coordinator cluster to decide whether to commit or abort the transaction and all other

14



Figure 2.2: Byzantine Fault-Tolerant Two-Phase Commit Protocol for Cross-Shard Transactions.

clusters become aware of the decision. Reaching local agreement in each phase of the protocol is

needed to prevent a malicious leader from sending invalid messages to other clusters.

2.5. Dynamic Sharding

Despite the need for adaptability in untrusted environments, existing dynamic sharding solutions

have largely assumed a trusted environment, where nodes cooperate reliably and failures follow

the fail-stop model Quamar et al. (2013); Curino et al. (2010). Such an assumption leaves systems

vulnerable to more severe faults and attacks in environments where nodes may act maliciously and

compromise data integrity and availability.

Integrating dynamic sharding with BFT protocols, however, presents significant challenges. Dynamic

sharding requires frequent adjustments to shard boundaries, which, in an untrusted environment,

necessitates secure coordination and consensus across potentially malicious nodes. The additional

communication overhead and complexity of achieving consensus in BFT systems make it difficult

to adapt shard boundaries efficiently. There is a clear need for a system that dynamically adapts

to workload changes while providing Byzantine fault tolerance. Existing solutions primarily focus
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on either static sharding in the presence of Byzantine failures, which lacks adaptability, or provide

dynamic sharding in trusted environments where there is no Byzantine failure. This gap leaves

distributed data management systems susceptible to adversarial risks when deployed in untrusted

contexts.

2.5.1. Towards Dynamic Sharding in Untrusted Environments

Recent work has begun addressing dynamic sharding under adversarial conditions. Guerraoui et al.

(2024) and Gupta et al. (2020) propose Byzantine-resilient optimization methods and fault-tolerant

SGD techniques, focusing primarily on theoretical resilience. Building on these concepts, Marlin

offers a more practical implementation that combines dynamic adaptability with fault tolerance.

Our work first establishes an optimized centralized baseline that demonstrates what can be achieved

when limited trust assumptions are acceptable. We then develop our primary contribution: a fully

decentralized architecture that eliminates trusted components while maintaining effective adaptation.

Experiments in the Marlin paper show that adaptive sharding significantly improves performance

over static baselines: for example, the decentralized architecture achieves 1.5–2.6× higher throughput

than a no-resharding baseline as the cross-shard rate increases from 20% to 60%, while static

configurations suffer severe degradation at high cross-shard rates.

This dissertation introduces Marlin, a distributed data management system that supports dynamic

sharding in untrusted environments. Marlin integrates adaptive sharding mechanisms with atomic

commitment and consensus protocols capable of tolerating Byzantine failures, thus providing

adaptivity, scalability, and security. We contrast Marlin’s approach with prior systems in terms

of trust assumptions and sharding dynamics, positioning Marlin alongside existing systems and

showcasing the need for fully dynamic and Byzantine fault-tolerant sharding solutions.

Marlin bridges the gap between static and dynamic systems by providing several key innovations.

Fully adaptive mechanisms to handle workload variability are incorporated through dynamic

sharding algorithms that continuously monitor workload patterns and adjust shard boundaries

in real time. This adaptivity ensures that the system can efficiently respond to changing access

patterns, minimizing cross-shard transactions and balancing load across shards. Secure resharding
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Figure 2.3: Classification of sharding strategies based on trust assumptions and sharding dynamics.

under adversaries is achieved through protocols that treat resharding like a distributed transac-

tion, requiring agreement from multiple shards (via BFT consensus) before data is moved. This

guarantees consistency and prevents malicious actors from unilaterally forcing costly reconfigurations.

Workload-aware fault tolerance in Marlin involves replicating critical pieces of data more aggres-

sively and monitoring for any performance anomalies that could indicate Byzantine interference,

ensuring that the system remains robust even when under attack.

Our progressive approach—starting with an optimized centralized baseline and progressing to a novel

fully decentralized architecture—demonstrates how adaptive sharding can function effectively across

different trust environments. While our centralized baseline provides a performance benchmark when

limited trust assumptions are acceptable, our decentralized design represents the primary innovation

of this work, operating without any trusted components while achieving comparable performance.

Unlike previous systems, Marlin directly addresses the tension between adaptive sharding and

Byzantine fault tolerance, providing a unified solution that maintains security guarantees while

enabling workload-driven optimization in untrusted environments.

Several aspects of Marlin’s design align closely with Marlin’s focus on unifying adaptive sharding

with robust Byzantine fault tolerance. By combining workload-driven data partitioning with strong
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fault tolerance guarantees, Marlin sets itself apart from prior systems that offer only one or the

other. In the following, we delve into the architectural design of Marlin (Chapter 3) and then the

details of its decentralized coordination and resharding algorithms (Chapter 4), before evaluating its

performance and resilience (Chapter 5).
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CHAPTER 3

System Architecture

This chapter includes content previously published as: Bhavana Mehta, Nupur Baghel, Mohammad

J Amiri, Ryan Marcus, Boon Thau Loo. Adaptive Sharding in Untrusted Environments. SIGMOD

’26. DOI: 10.1145/3769756. As the lead author, I was responsible for the overall system architecture,

the implementation of the consensus and decentralized coordination protocols, the experimental

evaluation framework, and the writing of the manuscript.

3.1. Overview

Marlin is a distributed key-value store designed to provide strong consistency in the presence of

Byzantine faults while dynamically adapting to changing workloads. In this chapter, we present the

high-level architecture of Marlin, its core components, and the interaction patterns between them.

3.1.1. System Model and Assumptions

Marlin operates in a distributed system consisting of a network of C clusters. Each cluster Ci

contains n = 3fi + 1 nodes, where fi is the maximum number of Byzantine faulty nodes the cluster

can tolerate concurrently Lamport et al. (1982). The network is assumed to be partially synchronous:

message delays are unbounded but messages are eventually delivered. Temporary network partitions

or delays may occur but will eventually resolve, allowing the system to make progress.

Data in Marlin is partitioned into shards, with each shard managed by one of the C clusters.

Sharding enhances scalability by distributing data and workloads across multiple clusters. Each

shard is replicated across all n nodes within its respective cluster. To tolerate Byzantine failures,

Marlin employs two agreement protocols: a Byzantine Fault-Tolerant (BFT) consensus protocol for

intra-cluster operations and a Byzantine Fault-Tolerant Atomic Commit protocol for coordinating

cross-shard transactions.

For intra-cluster consensus, we use the Practical Byzantine Fault Tolerance (PBFT) protocol

Castro and Liskov (1999) to agree on the execution order of transactions and state changes within a
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shard. For transactions involving multiple shards, Marlin employs a Two-Phase Commit protocol

integrated with BFT consensus at each phase (BFT-2PC), ensuring atomicity and consistency across

shards even if nodes become faulty or malicious during the transaction.

3.1.2. Byzantine Adversarial Model

Building on the theoretical model outlined in Chapter 2, Marlin implements a practical Byzantine

threat model with specific capabilities and limitations. This model addresses not only traditional

Byzantine fault tolerance challenges but also the unique vulnerabilities introduced by adaptive

sharding mechanisms.

Our adversarial model assumes an attacker who may control up to f nodes in each shard (where

a shard consists of 3f + 1 total nodes), maintaining the theoretical threshold for Byzantine fault

tolerance. These adversarial nodes may exhibit arbitrarily malicious behavior, including collusion

across shards to coordinate attacks. However, the adversary is computationally bounded and cannot

break standard cryptographic primitives such as digital signatures or secure hash functions. The

adversary also lacks the ability to compromise the network infrastructure itself, though they can

manipulate, delay, or selectively drop messages from nodes under their control.

Of particular importance to adaptive systems, we assume adversaries will attempt to exploit the

resharding mechanism by fabricating workload patterns, manipulating performance metrics, or

otherwise influencing adaptation decisions to degrade system performance. Additionally, Byzantine

nodes may attempt to interfere with cross-shard transactions by selectively ignoring or delaying

coordination messages, necessitating robust termination guarantees. The model specifically addresses

the following types of Byzantine behavior and their corresponding mitigations:

• Limited Node Failures: Marlin assumes up to f nodes in each shard (less than one-third)

may exhibit Byzantine behavior. To mitigate this, the system employs PBFT consensus

within each shard and requires at least 2f + 1 matching responses before accepting any result.

This ensures that any operation requires confirmation from a super-majority of honest nodes,

preventing malicious nodes from controlling consensus outcomes.
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• Message Authentication: Marlin signs all inter-node messages using standard public-key

digital signatures. Each node has a unique public–private key pair, and signatures are verified

before processing any message, preventing forgery and enabling accountability. Each node

maintains a unique public-private key pair, and signatures are verified before any message is

processed, allowing honest nodes to detect and reject fraudulent messages.

• Resharding Attack Prevention: To counter malicious attempts to trigger excessive re-

sharding, Marlin requires that any resharding proposal be corroborated by at least 2f + 1

nodes in a shard based on independently collected metrics. This prevents Byzantine nodes

from fabricating workload statistics to trigger unnecessary data movement. Additionally, we

implement cool down periods between resharding operations on the same keys to prevent

oscillation attacks.

• Cross-Shard Transaction Protection: Marlin employs BFT-2PC for cross-shard transac-

tions, ensuring that malicious nodes cannot unilaterally abort or commit transactions. Each

phase of the protocol requires consensus within the participating shards, making it resistant to

message manipulation. This prevents Byzantine nodes from causing inconsistencies between

shards or selectively dropping cross-shard messages.

• Performance Monitoring Integrity: The system uses Byzantine-resilient aggregation

techniques for performance metrics, detecting and filtering outlier measurements that might

be manipulated by malicious nodes. Threshold signatures ensure that monitoring data cannot

be tampered with once collected. Specifically, we employ statistical filters that discard metrics

that deviate significantly from the median values reported across replicas.

• Client Request Validation: Marlin authenticates all client requests and employs rate

limiting and request size validation to prevent resource exhaustion attacks. Invalid requests

are rejected before entering the consensus protocol, and clients must provide digital signatures

to validate their requests. This prevents Byzantine clients from overwhelming the system with

malformed or excessive requests.

• Network Partition Handling: While adversaries can delay network messages, they cannot

permanently block communication between honest nodes. Our implementation includes
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adaptive timeouts for consensus phases, allowing the system to adjust to changing network

conditions while still making progress when the network stabilizes.

• Permissioned Environment: Marlin operates in a setting with known identities, so we don’t

address Sybil attacks where adversaries create multiple fake identities. This aligns with our

focus on enterprise database environments rather than fully open systems. Node identity is

managed through a secure configuration process at system initialization.

These specific defenses address the attack vectors inherent in sharded Byzantine systems, focusing

particularly on protecting Marlin’s dynamic adaptation mechanisms from manipulation. By requiring

Byzantine consensus for all critical operations, Marlin maintains correctness even when adversaries

attempt to exploit the resharding process. The decentralized architecture eliminates a single point of

failure, while the Key Affinity Resharding Algorithm relies on consensus-verified metrics rather than

individual node reports to make resharding decisions, reducing the impact of malicious behaviors.

3.1.3. Core Components

At a high level, Marlin consists of several major components. Clients are applications that issue

read, write, and transactional requests to the system. The Shard Manager, which in the centralized

mode is a single coordinator (and in the decentralized mode is distributed among shard leaders),

oversees the dynamic assignment of data to shards based on workload monitoring and triggers

resharding operations when needed. Shards are groups of replicated servers that manage partitions

of the data, each using Byzantine Fault Tolerance protocols internally to agree on transactions.

The Monitoring System collects statistics about workload patterns, system performance, and

potential Byzantine behavior, providing the data needed for adaptation and security. Finally, the

Storage Engine is responsible for persistent data retention across failures, ensuring durability and

recoverability. Figure 3.1 illustrates Marlin’s overall architecture, showing these key components and

their relationships.

3.2. Consensus Mechanisms

Marlin employs a dual-layer consensus approach to ensure both intra-shard and cross-shard consis-

tency:
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3.2.1. Intra-Shard Consensus

Within each shard, Marlin uses PBFT to maintain consistency among replicas. The protocol operates

in three phases. In the pre-prepare phase, the primary node assigns a sequence number to the client

request and broadcasts a pre-prepare message to all replicas. During the prepare phase, each replica

verifies the request and its order, then broadcasts a prepare message. In the commit phase, once

a replica receives 2f + 1 matching prepare messages (including its own), it broadcasts a commit

message. A request is considered committed when a replica receives 2f + 1 commit messages. This

ensures that all honest replicas execute requests in the same order, maintaining consistency even

with up to f Byzantine nodes in the shard.

3.2.2. Cross-Shard Consensus

For cross-shard transactions, Marlin implements BFT-2PC, which extends the traditional two-phase

commit protocol with Byzantine fault tolerance as described in Section 2.4. This approach leverages

the same coordinator-based protocol illustrated in Figure 2.2, where the coordinating shard’s leader

initiates the transaction and collects votes from participating shards.

The key aspect of Marlin’s cross-shard consensus is combining 2PC with Byzantine fault-tolerant

agreement at each step. This ensures that even if some nodes in a shard are Byzantine, the shard

as a whole will still provide a consistent vote to the coordinator, maintaining atomicity across the

entire transaction.

3.3. Centralized Architecture

The centralized architecture of Marlin serves as a baseline model for shard management in an

untrusted environment. In this design, a single Central Coordinator maintains a global view

of the system and manages the mapping of data to shards, orchestrating resharding operations as

needed. By centralizing these tasks, the coordinator can optimize data placement and ensure efficient

system-wide adaptation to workload changes. However, this component also represents a potential

single point of failure and a target for attacks.

The Transaction Router acts as the intermediary between clients and the shards. It routes
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client requests to the appropriate shard(s) based on the current shard mapping, ensuring that each

transaction is handled by the correct set of replicas. This component helps maintain high throughput

and low latency by efficiently dispatching operations.

The Performance Monitor continuously collects system metrics such as throughput, latency, and

resource utilization to detect signs of performance degradation. By analyzing these metrics, the

central coordinator can trigger resharding or other corrective actions, ensuring that the system

remains responsive and efficient under changing workloads.

The Partitioner module optimizes data placement using advanced algorithms such as hypergraph

partitioning. By analyzing transaction patterns and data access frequencies, the partitioner proposes

new shard boundaries that minimize cross-shard transactions and balance load across shards.

Each shard in the system has a designated Cluster Leader (elected among the replicas) that

manages intra-shard consensus and executes transactions on that shard. These leaders coordinate

with the central coordinator (in the centralized design) and with each other (in the decentralized

design) to ensure smooth operation of the entire system.

Figure 3.1 illustrates the centralized architecture of Marlin, with the central coordinator managing

two clusters.

Figure 3.1: Centralized Architecture: A single coordinator node maintains the global shard map and
coordinates resharding. Client requests pass through a transaction router, and monitoring data from
shards informs the partitioner’s resharding decisions.
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3.4. Decentralized Architecture

The decentralized architecture of Marlin addresses the limitations of the centralized approach by

distributing shard management responsibilities among the clusters themselves. Each cluster maintains

its own local view of the shard mapping and participates in collaborative shard management. Key

features of the decentralized architecture include peer-to-peer communication between cluster leaders

for both transaction processing and shard management, local monitoring within each cluster to collect

performance metrics and detect workload patterns, collaborative resharding through a distributed

protocol where clusters propose and vote on resharding operations, and Byzantine-resistant shard

mapping mechanisms to ensure all honest nodes maintain a consistent view of data placement.

Figure 5.1 illustrates the decentralized architecture of Marlin. The decentralized architecture

Figure 3.2: Decentralized Architecture: Shard leaders communicate directly in a peer-to-peer fashion
for cross-shard coordination and resharding decisions. Each cluster runs local monitoring and
decision-making, eliminating the need for a central coordinator.

eliminates the single point of failure of the centralized approach but introduces additional complexity

in coordination and may not achieve the same level of global optimization. The details of the

decentralized protocols are covered in Chapter 5.

3.5. Adaptive Resharding

A key feature of Marlin is its ability to adaptively reshard data based on changing workload patterns.

The resharding process involves:
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1. Workload Monitoring: Collecting statistics about transaction patterns, including per-key

access frequencies and cross-shard transaction rates.

2. Partition Optimization: Using hypergraph partitioning or similar global algorithms to

determine an improved data placement that reduces cross-shard transactions and balances

load.

3. Migration Planning: Computing a migration plan that specifies which keys should move to

which shards, minimizing data movement while achieving the target partitioning.

4. Atomic Execution: Performing the data migration in a way that maintains data consistency

and availability, using BFT consensus to coordinate the transfer and update of shard mappings.

The specific algorithms and techniques used for resharding are detailed in Chapter 6.

This chapter presented the architecture of Marlin, a system designed for adaptive sharding in

Byzantine environments. We described both centralized and decentralized architectures, each with

its own advantages and trade-offs. Both architectures incorporate Byzantine fault-tolerant consensus

protocols to ensure safety and liveness in the presence of malicious nodes.

The dual-layer consensus approach—PBFT for intra-shard operations and BFT-2PC for cross-

shard transactions—enables Marlin to provide strong consistency guarantees while maintaining

performance through adaptive sharding. The decentralized architecture further enhances fault

tolerance by eliminating the central coordinator as a single point of failure.

In the following chapters, we delve deeper into the specifics of Marlin’s consensus protocols, the

decentralized coordination mechanisms, and the adaptive resharding algorithms that form the core

of its functionality.
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CHAPTER 4

Consensus Module Design

This chapter details Marlin’s consensus layer implementation, which ensures agreement among

replicas on the order of operations and maintains system consistency despite Byzantine faults.

We first describe the structure of the consensus module and then highlight optimizations and

modifications made to standard PBFT to better integrate with Marlin’s sharding and resharding

mechanisms.

4.1. PBFT Implementation

The PBFT protocol operates in rounds where a designated leader (primary) proposes client requests,

and all replicas progress through three phases: pre-prepare, prepare, and commit. Each phase

involves message exchanges with cryptographic signatures to ensure quorum agreement. If the leader

becomes faulty or unresponsive, a view change protocol elects a new leader.

Our implementation follows the standard PBFT algorithm with several optimizations. The core

replica class manages message types and maintains replica state:

class replica(object):

_PREPREPARE = "_PREPREPARE"

_PREPARE = "_PREPARE"

_REPLY = "_REPLY"

_REQUEST = "_REQUEST"

_2PCREQUEST = "_2PCREQUEST"

def __init__(self, i, R, host, port, ..., shard_id, ...):

# Replica index i (0 to R-1), total R replicas

self.i = i

self.R = R
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self.f = (R - 1) // 3 # max faulty

self.view_i = 0 # current view (leader = view mod R)

self.seqno_i = 0 # sequence number for requests

self.in_i = set() # log of received messages

self.out_i = set() # log of sent messages

Each replica processes incoming messages according to PBFT logic in a four-step sequence. First,

when a client request arrives at the primary, it creates a pre-prepare message and multicasts to all

replicas. Second, upon receiving a valid pre-prepare, replicas enter it into their log and multicast

a prepare message. Third, after collecting 2f+1 prepare messages (including its own), a replica

multicasts a commit message. Finally, when 2f+1 commit messages are gathered, the replica executes

the operation and sends a reply to the client.

This protocol ensures that if any correct replica executes a request, all correct replicas will eventually

execute it, despite up to f Byzantine replicas. The system maintains safety (all non-faulty replicas

agree on the sequence of committed operations) and liveness (clients eventually receive replies) under

eventual synchrony.

4.2. Checkpointing and State Transfer

To manage log growth and support recovery, we implement checkpointing and state transfer mech-

anisms. Periodically (e.g., every 100 requests), replicas agree on a checkpoint hash of their state.

This serves two primary purposes. The checkpointing mechanism enables garbage collection of old

log entries, ensuring that the system’s storage requirements remain manageable and that replicas do

not accumulate unnecessary historical data. Additionally, during shard migration or recovery, state

transfer is facilitated by exchanging checkpoint hashes and state data, allowing new or recovering

replicas to synchronize efficiently with the rest of the system.

The checkpoint protocol follows a four-step process. First, each replica computes a hash of its state.

Second, replicas exchange checkpoint messages with their state hash. Third, when 2f+1 matching

checkpoint messages are received, the checkpoint is stable. Finally, log entries before the stable
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checkpoint can be garbage collected.

4.3. View Change Protocol

The view change protocol handles leader failures by allowing replicas to elect a new primary. The

process works as a three-step procedure. First, if a replica hasn’t seen progress for a timeout period,

it broadcasts a view-change message for view v+1. Next, when 2f+1 view-change messages for v+1

are collected, replicas transition to the new view. Finally, the new leader (primary = v+1 mod R)

takes over request processing.

We extend the standard view change protocol to handle pending reconfiguration proposals. When a

view change occurs, the new leader receives any pending resharding proposals from the previous

view, ensuring that ongoing reconfiguration operations aren’t lost due to leader failure.

4.4. Integration with Sharding

Marlin’s consensus module is tightly integrated with the sharding layer. In particular, the consensus

instances in each shard need to coordinate when executing cross-shard transactions and when

performing resharding operations:

• Cross-shard transactions: When the Transaction Coordinator triggers a cross-shard oper-

ation (as described in Section 4.7), each involved shard runs an instance of PBFT for that

transaction phase. We extended the PBFT messages to include a transaction identifier and

phase (prepare/commit) to differentiate these from normal intra-shard operations. All replicas

in a shard must agree on the outcome (commit or abort) of the cross-shard transaction fragment.

Only then do they send a vote to the coordinating shard’s leader.

• Resharding proposals: We treat a resharding plan as a special transaction that must

be agreed upon via PBFT within the source and destination shards. In Marlin’s design, a

resharding operation is initiated by one shard (source) proposing to move a set of keys to

another shard (destination). The consensus module on each involved shard processes this

proposal using PBFT to ensure that a majority of honest replicas agree on whether to proceed

(details in Chapter 5). To support this, we added new message types _PRREQUEST and
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_PRRESPONSE (for "partition request/response") which leaders use to exchange resharding

intentions and outcomes.

The consensus module is built to be configurable via runtime parameters, allowing us to toggle

certain features for experimentation. For instance, we can adjust the checkpoint interval, switch

between TCP and UDP for replica communication, and enable/disable logging for performance

measurements. We also expose a hook in the code where, if a certain environment variable is set,

the replica will intentionally behave in a Byzantine manner (e.g., by not sending commit messages

for certain transactions) to test the system’s fault tolerance during development.

4.5. Optimizations

While implementing PBFT for Marlin, we introduced a few optimizations to improve throughput:

• Batching: The primary can batch multiple client operations into one PBFT consensus instance

to amortize the protocol overhead. We implemented a simple batching mechanism where

the leader waits for a short timeout (a few milliseconds) to collect multiple requests before

broadcasting a pre-prepare. This significantly increases throughput under high load, at the

cost of a bit of added latency for individual operations.

• Parallel verification: Replica nodes perform cryptographic verification of messages (sig-

natures, digests) in parallel using multiple threads. We used Python’s concurrent.futures

for simplicity in our prototype; in a production system, this would be done in C/C++ for

efficiency or by leveraging hardware crypto acceleration.

• View change triggers: We fine-tuned the conditions under which a view change is initiated.

Instead of using a static timeout, Marlin’s consensus monitors the actual throughput and

latency; if a significant drop in progress is detected (e.g., no commits within a dynamic window),

it triggers the view change faster than a static timeout would. This helps the system recover

more quickly from a faulty leader.

• Network I/O concurrency: The server implementation uses non-blocking sockets and

select loops to handle incoming messages from multiple peers concurrently. By handling I/O

in an asynchronous fashion, we avoid delays caused by slow or unresponsive senders.
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Through these and other minor optimizations (like caching message digests and using efficient data

structures for logs), we improved the baseline PBFT throughput in our experiments. In a 4-replica

shard (one Byzantine allowed), our implementation achieved over 3000 tx/sec in a LAN setting for

small transactions, which is on par with other PBFT libraries given similar hardware.

4.6. Multi-Shard Consensus

For transactions spanning multiple shards, we implement a two-phase commit (2PC) protocol layered

over PBFT. This approach ensures atomic execution across shards while maintaining Byzantine

fault tolerance. The protocol follows a six-step sequence:

4.7. Multi-Shard Consensus

For transactions spanning multiple shards, we implement a Two-Phase Commit (2PC) protocol

layered over PBFT, following the BFT-2PC structure described in Chapter 2.4. The protocol

proceeds as follows:

1. One shard acts as the coordinator (typically the shard that received the client request). Its

replicas first run PBFT locally to order and record the incoming transaction.

2. The coordinator’s leader then sends prepare messages (containing the transaction and its ID)

to the leaders of the other involved shards.

3. Each participant shard runs its own PBFT instance to order and execute the local fragment of

the transaction and determines its local vote (commit or abort).

4. The participant shards report their votes back to the coordinator shard.

5. The coordinator shard runs another PBFT instance to decide on the global outcome (commit

or abort) based on the collected votes, and the leader broadcasts the decision to all involved

shards.

6. Each shard logs the commit/abort decision via PBFT and applies it to its local state.

To prevent deadlocks and ensure global ordering, we use a timestamp-based ordering scheme. The

coordinator’s shard ID plus its local sequence number forms a globally unique transaction ID,

which breaks ties in case of concurrent transactions. This mechanism ensures that transactions are
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processed in a consistent order across all shards, preventing inconsistencies or potential deadlocks.

The protocol ensures that even if a minority of nodes in each shard are Byzantine, the overall

transaction maintains atomicity and consistency. By requiring each shard to reach internal consensus

before committing, we prevent malicious nodes from causing inconsistent states across shards.

4.8. Byzantine Agreement on Reconfiguration

Shard reconfiguration requires consensus among affected shards to maintain data consistency during

the resharding process. We treat reconfiguration as a special type of cross-shard transaction that

follows a four-step process:

1. A reshard proposal is treated as a distributed transaction affecting source and destination

shards.

2. The source shard agrees to give up specific keys, while the destination shard agrees to accept

them.

3. If either shard votes against the reconfiguration, the operation is aborted.

4. Upon successful agreement, shards commit the reconfiguration by updating their metadata

and transferring state.

This approach guarantees that resharding operations maintain Byzantine fault tolerance, as both

source and destination shards must reach internal consensus before any data movement occurs. The

protocol prevents malicious nodes from disrupting the reconfiguration process or causing inconsistent

shard mappings.

During reconfiguration, we implement additional safety measures to handle in-flight transactions.

Requests targeting keys that are undergoing migration are either:

• Forwarded to both source and destination shards during a transition window

• Temporarily queued until the migration completes

• Rejected with a special error code instructing clients to retry with updated shard mapping

These measures ensure that the system maintains consistency even during dynamic reconfiguration,
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preventing transactions from being lost or incorrectly executed.

4.9. Monitoring and Consensus Integration

The consensus module integrates with Marlin’s monitoring subsystem to track system metrics and

inform adaptation decisions. The monitoring system collects several key metrics:

• Cross-shard transaction frequency: Tracks how often operations span multiple shards,

identifying potential resharding opportunities

• Per-shard operation counts: Monitors workload distribution and potential load imbalances

• Latency measurements: Records transaction execution time to detect performance degra-

dation

• View change frequency: Monitors leadership stability and potential Byzantine behavior

• Suspicious behavior indicators: Flags anomalous message patterns that might indicate

attacks

A critical aspect of this monitoring system is its Byzantine awareness. Instead of relying on individual

node reports, which could be falsified by malicious nodes, the monitoring system relies on consensus

output. Metrics are only considered valid when verified by multiple nodes, preventing manipulation

by Byzantine actors.

This integration between consensus and monitoring is essential for adaptive sharding. The resharding

decisions made by Marlin depend on accurate workload statistics, which must be protected from

manipulation in untrusted environments.

4.10. Security Properties and Correctness

Marlin’s consensus layer ensures several key security properties that are essential for operation in

Byzantine environments:

• Safety: The consensus protocol guarantees that all non-faulty replicas agree on the sequence

of committed operations, preventing divergent histories or double-spending

• Liveness: The system ensures that client requests are eventually processed, provided the
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network is eventually synchronous and a sufficient number of honest nodes are present

• Consistency: Global consistency is maintained for cross-shard transactions through the

two-phase commit protocol layered over PBFT

• Reconfiguration Safety: Shard reconfiguration operations are performed atomically, with

all affected nodes updating their metadata and state in a coordinated manner

Our implementation has been validated through extensive testing, including simulated Byzantine

behavior and network partitioning scenarios. We verify both normal-case operation and recovery

scenarios (e.g., after view changes or resharding operations) to ensure that safety properties are

maintained throughout.

The combination of PBFT for intra-shard consensus and 2PC for cross-shard coordination provides

a robust foundation for Marlin’s operation in untrusted environments. The system can tolerate up

to f Byzantine failures in each shard (where n = 3f + 1 is the total number of replicas per shard)

while maintaining both safety and liveness.

4.11. Future Improvements

While our current consensus implementation provides the necessary security properties and perfor-

mance for Marlin, several promising directions for future work could further enhance the system’s

capabilities and performance.

Our research team is actively exploring the integration of more efficient BFT protocols, such as

HotStuff or Tendermint. These modern consensus protocols offer linear communication complexity

(rather than quadratic as in PBFT) and are designed with rotating leader schedules that can improve

fairness and reduce the impact of Byzantine leaders. Implementing these protocols would require

significant architectural changes to our message handling and view change mechanisms, but could

substantially improve scalability for larger deployments with many replicas per shard.

On the performance front, we plan to develop more sophisticated request batching strategies that

dynamically adapt to workload characteristics. Current fixed-size batching approaches fail to optimize

for varying transaction arrival rates and sizes. An intelligent batching system would monitor queue
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depths, processing times, and system load to adjust batch parameters in real-time, maximizing

throughput while maintaining latency targets even under fluctuating workloads.

Accelerating state transfer mechanisms represents another critical area for optimization. The

current checkpoint-based approach becomes inefficient when transferring large state volumes during

resharding operations or replica recovery. We envision implementing differential state transfer

techniques that transmit only modified data, potentially using Merkle tree structures to efficiently

identify and verify state differences. Such improvements could reduce recovery times by an order of

magnitude for large datasets.

For deployments in challenging network environments, we are investigating asynchronous Byzantine

fault-tolerant protocols that maintain liveness even during extended periods of network instability.

Unlike our current implementation that relies on partial synchrony assumptions, asynchronous

protocols could provide stronger guarantees in environments where network delays are unbounded.

This direction presents significant theoretical and engineering challenges but would result in a more

robust system for worldwide deployments.

Finally, leveraging specialized hardware acceleration for cryptographic operations could dramatically

improve overall system performance. Modern CPUs offer dedicated instruction sets for common

cryptographic primitives, while specialized hardware like secure enclaves could reduce the overhead

of Byzantine protocols by providing trusted execution environments. Initial experiments suggest that

a properly optimized implementation could achieve 3-5x performance improvements for signature

verification operations, which currently constitute a significant portion of CPU usage in our system.

These improvements collectively address the primary limitations observed in our current imple-

mentation while maintaining the strong security guarantees that characterize Marlin’s approach to

consensus in Byzantine environments.

In summary, Marlin’s consensus layer provides a robust foundation for both intra-shard and cross-

shard operations in Byzantine environments. The implementation prioritizes correctness and security

while incorporating optimizations to maintain acceptable performance levels. The tight integration
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with the sharding layer enables dynamic adaptation while preserving the strong consistency guarantees

required for operation in untrusted environments.
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CHAPTER 5

Decentralized Architecture

To address the limitations of centralized architecture, Marlin adopts a decentralized model where

shard management and decision-making are distributed across nodes to enhance resilience against

Byzantine failures:

5.1. Architecture Overview

In the decentralized architecture (as shown in Figure 5.1), nodes communicate directly in a peer-

to-peer network. Each node maintains its own copy of the Data Shard Map and a Decentralized

Manager that stores workload traces and performance metrics, generating proposals to facilitate

resharding. Nodes make autonomous decisions based on local observations of workload and perfor-

mance, collaborating with others to reduce cross-shard transactions and improve system performance

while maintaining load balance.

Each client also maintains a local Data Shard Map to route transactions. If a client’s Data Shard

Map is outdated due to data movement, the cluster receiving the request forwards it to the correct

cluster based on its own Data Shard Map. Upon receiving the response, the client updates its Data

Shard Map accordingly.

To initiate a transaction, as presented in Figure 5.1, a client first checks its local Data Shard Map to

determine the cluster containing the required data and sends the transaction to the leader of the

cluster (1). Upon receiving the request, the Transaction Router component of the leader parses the

transaction and checks its local Data Shard Map to identify the type of transaction (2). If the data

resides within the same cluster, the transaction executes locally using PBFT. If not, the request is

routed to the leader of all other involved clusters (3).

Intra-shard transactions use PBFT and cross-shard transactions use two-phase commit (on top of

PBFT) to reach agreement on the order of transactions (described in Section 2.4). Once a transaction

is executed, nodes send reply messages to the client (4). If the client’s Data Shard Map is outdated,
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Figure 5.1: Decentralized Architecture.

the client updates the map based on the received replies.

5.2. Consensus in Decentralized Architecture

The decentralized architecture employs a multi-level consensus approach to ensure consistency and

fault tolerance:

5.2.1. Intra-Shard Consensus

Within each shard, nodes use PBFT to maintain consistency as described in Section 3.2.1. In the

decentralized architecture, this protocol operates identically to the centralized version, with the

primary difference being how the shards coordinate with each other rather than with a central

coordinator.

The key aspect in the decentralized setting is that each shard’s primary node must be prepared to

handle both intra-shard requests and participate in cross-shard protocols as either an initiator or

participant. This dual role requires careful management of transaction ordering to prevent deadlocks

and ensure global consistency across the decentralized system.

5.2.2. Cross-Shard Consensus

For cross-shard transactions, the system implements a Byzantine fault-tolerant two-phase commit

(BFT-2PC) protocol. Unlike in trusted environments where a single coordinator manages the
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commitment process, in our untrusted environment, the coordinator itself is implemented as a

Byzantine fault-tolerant cluster. Specifically, the initiating shard functions collectively as the

coordinator. The protocol operates as follows:

1. Prepare Phase: The initiating shard acts as the coordinator cluster, orchestrating the

transaction across all participating shards. The coordinator sends prepare messages to all

participating shards. Each shard internally runs a complete PBFT consensus to validate the

transaction and determine readiness to commit. Each shard then responds with a prepared

message (or abort) once its internal consensus is reached.

2. Commit Phase: After collecting responses from all participating shards, the coordinator

cluster runs internal PBFT consensus to decide whether to commit or abort based on received

votes. The coordinator broadcasts the commit decision to all participating shards. Each shard

again runs internal PBFT consensus to process the commit decision.

This protocol requires three rounds of cross-cluster communication (prepare, prepared, and commit)

and two instances of Byzantine Fault Tolerant consensus within each participating cluster. Each

consensus phase requires 2f + 1 nodes in each participating shard to agree, ensuring Byzantine fault

tolerance throughout the process.

The substantial communication overhead of this approach highlights why minimizing cross-shard

transactions is critical for system performance in untrusted environments.

5.3. Distributed Resharding Protocol

Without a central authority, shards must cooperate to implement resharding consistently. We

designed a two-phase distributed protocol:

1. Proposal Phase: A shard that wants to initiate resharding creates a proposal listing keys to

move and their intended destination shards, then broadcasts this to involved destination shard

leaders.

2. Agreement Phase: Each involved shard runs internal PBFT consensus to vote on the

proposal. The source shard votes on "losing" the keys while destination shards vote on
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"accepting" them. The proposal is approved only if both source and all destination shards vote

to accept.

3. Commit Phase: If approved, all shards execute the key movements. If any shard votes no,

the proposal is aborted and no changes occur.

This protocol implements Byzantine fault-tolerant two-phase commit across shards, where the

"transaction" is the reassignment of keys. Even with up to f faulty replicas in each shard, they

cannot cause inconsistency—at worst they can make a shard vote no, causing the resharding to

abort.

The implementation includes new PBFT message types: _PRREQUEST (Partition Request) and

_PRRESPONSE. The source leader multicasts a _PRREQUEST to itself and destination shard

leaders, containing keys, current shard, proposed destination, and a unique proposal ID. Source and

destination leaders run this through PBFT in their clusters. If a cluster rejects the proposal, it sends

a negative response to the source. If all accept, the source leader coordinates key transfer, sending

data to new shard leaders. Both source and destination clusters update their stores and shard maps

via PBFT. A final _PRRESPONSE marks completion of the reconfiguration.

During this process, transactions involving affected keys are briefly paused to avoid conflicts. PBFT’s

sequentialization ensures that normal transactions for those keys execute only after the move

completes.

5.4. Global Convergence with Partial View of Hash Table

To address our problem where nodes have a partial view of the hash table and must achieve global

convergence in a decentralized setting, we implement a strategy inspired by distance-vector routing.

5.4.1. Goals

Several key objectives guide our approach to global convergence:

Consistent Global View: Achieving a consistent, global view of the hash table from partial

views is essential for ensuring that all nodes in the decentralized system operate with up-to-date
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and accurate information. This goal underpins the system’s ability to coordinate transactions and

maintain data integrity across the network.

Minimal Communication Overhead: Minimizing communication overhead and convergence

time is critical for the scalability and efficiency of the decentralized architecture. By reducing the

number of messages exchanged and the time required to reach agreement, the system can adapt

more quickly to changes and maintain high performance.

Performance Stability: Ensuring performance stability in the decentralized system involves

maintaining predictable throughput and latency, even as the system adapts to workload changes or

recovers from faults. This requires robust monitoring and adaptive mechanisms that can respond to

both transient and sustained shifts in workload patterns.

5.4.2. Key Strategies

The system employs several key strategies to ensure efficient global convergence:

Hash Table Updates: Each node periodically exchanges its partial view of the hash table with

neighboring nodes and updating its own view based on the received information. This strategy

enables the system to gradually build a consistent global view, even when individual nodes have

incomplete or outdated information.

Split Horizon: Split Horizon is implemented to prevent routing loops and redundant updates,

ensuring that updates are not propagated back to the source from which they originated. This

technique improves convergence speed and reduces unnecessary communication.

Triggered Updates: Rather than relying solely on periodic updates, nodes propagate changes

immediately when significant events occur, such as shard reassignments. This approach reduces

convergence time and ensures that the system responds promptly to important changes in data

placement.

Convergence Criteria: Explicit criteria are defined for determining when the global view has

stabilized, such as the stabilization of cross-shard transaction rates. Once these criteria are met,
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nodes halt further updates, conserving resources and preventing unnecessary communication.

In our implementation, the system incorporates convergence detection using the hasConverged

function, which monitors key metrics such as cross-shard transaction rates to determine when

the system has reached a stable state. This mechanism helps avoid unnecessary propagation

of updates and reduces communication overhead. Update propagation is improved through the

mergeShardMappings function, which intelligently combines local and incoming shard mappings,

updating only when discrepancies are detected. This targeted approach ensures that only meaningful

changes are propagated, further optimizing communication efficiency. Updates are triggered only

when necessary, based on the number of shard reassignments. By limiting propagation to significant

changes, the system avoids the overhead associated with frequent, low-impact updates, thereby

improving overall scalability.

These strategies directly address common challenges in decentralized systems: unnecessary propaga-

tion of updates, long convergence times, and incorrect shard mappings.

5.4.3. Implementation Details

Convergence Detection

Converged = ∀k ∈ Transactions, CS(t+ 1) = CS(t), (5.1)

where CS(t) represents the cross-shard transaction percentage at time t, serving as a key indicator

of system stability and convergence. Monitoring this metric allows the system to determine when

further updates are unnecessary. k denotes a transaction, which is used to evaluate the impact of

updates on the overall cross-shard transaction rate. By considering all transactions, the system

ensures that convergence is assessed comprehensively across the workload. This ensures that updates

are halted when the cross-shard percentage stabilizes, reducing unnecessary communication and

improving system efficiency.

Merging Shard Mappings

The mergeShardMappings function combines local and incoming shard mappings, updating only

when discrepancies are detected - for example, when a client sends a data item that is not present in
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the current shard. The update rule is:

Updated = ∃k, LocalMap(k) ̸= IncomingMap(k), (5.2)

where LocalMap(k) refers to the current mapping for key k in the local node’s view of the hash table.

This mapping is compared against incoming information to detect discrepancies. IncomingMap(k)

denotes the mapping for key k as received from a neighboring node. By comparing these mappings,

the system identifies and propagates only meaningful changes, reducing unnecessary communication.

This function prevents redundant updates and ensures only meaningful changes are propagated.

Triggered Updates

The propagation of updates is conditional upon the number of shard reassignments:

Propagate = NumReassignments > 0. (5.3)

This reduces the overhead caused by propagating updates when no significant changes have occurred.

5.4.4. Problem Resolution

The system implements several key mechanisms to solve common convergence problems:

Convergence Detection: Convergence detection halts updates once shard mappings stabilize,

thereby avoiding unnecessary communication and conserving resources. This approach ensures that

the network is not burdened by redundant messages, improving overall efficiency.

Efficient Propagation: Efficient propagation is achieved through the mergeShardMappings func-

tion, which ensures that only meaningful changes in shard mappings are propagated throughout the

system. This targeted approach reduces the volume of communication and accelerates convergence.

Optimized Triggering: Optimized triggering means updates are propagated only when actual

shard reassignments occur, minimizing the communication overhead associated with frequent, low-

impact changes. This strategy enhances the scalability and responsiveness of the decentralized

architecture.

43



The integration of hasConverged, mergeShardMappings, and triggered updates significantly improves

the efficiency and correctness of the decentralized resharding algorithm. These changes address key

inefficiencies and ensure the system converges faster with minimal communication overhead.

5.5. Performance Monitoring

Each node continuously monitors its local performance metrics, such as throughput and latency.

When significant performance degradation beyond predefined thresholds is detected, the node initiates

the resharding process.

Thresholds are configurable parameters set by system administrators based on historical data,

workload characteristics, or service-level agreements (SLAs). For example, resharding might be

considered if latency increases significantly (e.g., by more than 30%) or throughput drops below an

acceptable rate.

These thresholds are dynamically updated by analyzing trends in local workload and performance,

preventing unnecessary resharding due to transient fluctuations and ensuring responsiveness to

significant performance changes. If a node observes consistent changes in workload patterns, it may

adjust the thresholds to better reflect the new operating conditions. This dynamic adjustment helps

prevent unnecessary resharding due to transient fluctuations and ensures that the system remains

responsive to significant performance changes.

5.6. Decentralized Resharding Decision Process

In the decentralized architecture, each node independently identifies optimization opportunities and

proposes resharding when needed. When performance monitoring indicates potential issues, the

node initiates a comprehensive decision process that proceeds through several stages. First, the node

extracts workload information from local transaction logs to analyze recent transaction patterns,

identifying high-frequency transactions and key data access patterns. Next, using this workload

data, the node generates a resharding proposal using the key affinity resharding algorithm (detailed

in Chapter 6). The node then evaluates the impact of the proposed data assignments on local

performance metrics to identify potential bottlenecks and ensure the proposed resharding addresses
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these issues.

The finalized resharding proposal is sent to all replicas within the initiating cluster for validation,

with each replica simulating its impact on shard balance and cross-shard transaction rates. Once a

quorum of signatures is collected, the validated proposal is sent to the leaders of all involved clusters.

If approved by all necessary parties, the proposal is executed according to the distributed resharding

protocol described earlier.

This key affinity resharding algorithm enables nodes to independently optimize data placement based

on transaction patterns and key relationships. By quantifying affinities between keys, it minimizes

cross-shard transactions while maintaining balanced load distribution, eliminating the need for a

central coordinator. The detailed implementation and analysis of this algorithm is presented in

Chapter 6.
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CHAPTER 6

Adaptive Sharding Mechanisms

A core contribution of Marlin is its adaptive sharding mechanism – the ability to redistribute data

dynamically in response to workload changes or adverse conditions. In this chapter, we detail the

algorithms used to decide when to re-shard and what data to move. We present both the centralized

approach (which leverages a global view and can employ heavy-duty computation like hypergraph

partitioning) and the decentralized approach (which relies on the Key Affinity Resharding algorithm).

We also cover the Byzantine-aware monitoring that feeds these algorithms and the secure execution

of resharding to ensure data consistency and system safety.

6.1. Workload Monitoring and Byzantine-Aware Metrics

Marlin continuously monitors the system to gather key metrics:

• Throughput and Latency: The number of operations per second and the average request

latency. Implementation-specific metrics such as CPU utilization and queue lengths can also

be tracked to provide finer-grained signals.

• Multi-shard Transaction Fraction: The proportion of transactions that span multiple

shards, which serves as a primary trigger for resharding.

• Data Access Patterns: The frequency of access for keys and groups of keys, derived from

consensus logs.

• Suspicious behavior indicators: Signs of Byzantine faults, such as a replica responding

much slower than others (potentially delaying consensus) or replicas providing inconsistent

responses.

• Timeout and view-change events: The frequency of client operation timeouts or PBFT

view changes, which could indicate faulty or malicious leaders.

The monitoring component runs on each node (aggregating at the shard leader for efficiency). In

centralized mode, the central coordinator collects all stats; in decentralized mode, each shard leader
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primarily relies on its local stats and occasional summary metrics exchanged with other shard leaders.

A key Byzantine consideration is that malicious nodes might try to mislead the monitoring. For

instance, a Byzantine replica could falsify its load metrics or a client could craft transactions that

artificially inflate cross-shard counts to trick the system into unfavorable reconfigurations. Marlin

mitigates this by basing decisions on committed transactions and agreement among replicas. All

metrics used for resharding (like cross-shard transaction counts or key access frequencies) are derived

from the consensus logs of completed transactions. This means a malicious client cannot simply

pretend to cause certain patterns without actually executing transactions (which require consensus).

Likewise, a malicious replica cannot unilaterally skew the metrics, since it would need at least 2f + 1

agreement to alter the committed log. By trusting the output of the consensus (which is Byzantine

fault-tolerant) rather than individual node reports, Marlin’s monitoring system provides robust

inputs to the reconfiguration algorithms.

6.2. Centralized Resharding Algorithm (Hypergraph Partitioning)

When operating with the centralized shard manager, Marlin can leverage global knowledge of the

workload to make holistic re-sharding decisions. We implemented an approach based on hypergraph

partitioning, which effectively models the goal of minimizing costly cross-shard transactions.

6.2.1. Hypergraph Model

We construct a hypergraph where each vertex represents a data item (or a small group of items,

although our implementation treats each key as a vertex). Each hyperedge represents a transaction

(specifically, the set of data items accessed together in that transaction). For example, if a transaction

touches keys A, B, and C, we create a hyperedge connecting vertices A, B, C. We assign a weight to

each hyperedge equal to the frequency of that transaction in the workload (so repeated transactions

contribute more weight). The goal is to partition the vertices into k groups (where k is the number

of shards) such that the sum of weights of hyperedges that are "cut" (i.e., have vertices in different

partitions) is minimized. This corresponds to minimizing the frequency of cross-shard transactions.

We apply existing hypergraph partitioning libraries to solve this partitioning problem, using the
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current measured transaction frequencies as input weights. We use KaHyPar as the hypergraph

partitioner for computing near-optimal cuts, and the Hungarian algorithm to assign partitions to

physical clusters. Because hypergraph partitioning is NP-hard, these tools use heuristics that yield

good but not always optimal solutions. In our prototype, we observe that for workloads with up to

tens of thousands of keys and transactions, KaHyPar finds a partition in tens of seconds on a single

machine, which is acceptable for periodic reconfiguration (e.g., every few minutes).

6.2.2. Resharding Plan Derivation

Once an improved partitioning of keys to shards is obtained from the hypergraph model, the

centralized coordinator derives a resharding plan. This plan is essentially a list of key movements:

for each key that needs to move, the source shard and destination shard are specified. Our approach

tries to minimize the number of moves by only reassigning keys that are necessary to achieve the

new partitioning.

One challenge is to ensure the plan does not overload any shard or violate storage constraints. We

incorporate a check where any key move that would cause the destination shard’s data volume to

exceed a threshold (or the source’s to drop below a threshold) is postponed or omitted. This ensures

balance in terms of data volume after reconfiguration.

The result is a mapping Pnew and a set of key moves {(key, destShard)}. Before executing this plan,

the coordinator double-checks that the expected cross-shard transaction rate would indeed decrease.

It computes the metric:

∆C =
1

|T |
∑
t∈T

δ(t,Pold)−
1

|T |
∑
t∈T

δ(t,Pnew),

where δ(t,P) is an indicator that is 1 if transaction t is cross-shard under partitioning P and 0

otherwise. A positive ∆C means the new mapping reduces cross-shard frequency. We require that

∆C exceed a small threshold to avoid thrashing (making tiny adjustments for negligible benefit).
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6.2.3. Execution via BFT-2PC

Executing the resharding plan in the centralized design involves the coordinator orchestrating data

movement in a fault-tolerant way. The coordinator uses the following protocol:

1. The coordinator sends a prepareReshard(key, destShard) message to the source and desti-

nation shard leaders for each key move, one key (or a batch of keys) at a time.

2. The leaders of those shards coordinate with their replicas via PBFT to log a pending removal

or addition of the key. Essentially, the source shard’s consensus agrees to remove the key (after

transfer) and the destination shard’s consensus agrees to add it.

3. Once both shards have prepared (agreed on the change, but not yet executed it in their state),

the coordinator sends a commitReshard(key) to both shards to finalize the move.

4. The key’s data (its value or record) is then transferred from the source leader to the destination

leader, and each shard’s replicas update their local state (source deletes, destination inserts).

5. Finally, the coordinator updates the global shard map and distributes the updated map to all

shard leaders.

This process is run through for all proposed key moves. We ensure that each step is idempotent and

can be retried in case of failures. If the coordinator crashes mid-way, the new coordinator (upon

recovery or view change) can gather from shard logs which moves were prepared and not committed

and decide to commit or roll them back accordingly. This ensures the resharding either completes

fully or, in worst cases, can be safely aborted without leaving the system in an inconsistent state.

The centralized algorithm using hypergraph partitioning serves as a performance baseline—leveraging

complete knowledge of the workload for near-optimal decisions—albeit with reliance on a trusted

coordinator. Next, we describe Marlin’s decentralized resharding approach, which forgoes a central

authority and instead uses the Key Affinity Resharding algorithm and peer-to-peer agreement to

adapt the shard assignment.
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6.3. Key Affinity Resharding Algorithm

In Marlin’s decentralized architecture (Chapter 5), each shard independently identifies optimization

opportunities and coordinates with others to improve data placement. For this, we developed the

Key Affinity Resharding algorithm, which quantifies relationships between keys based on co-access

patterns in transactions.

We use a simple example to illustrate: three shards (S1 with keys A, E, F; S2 with B, C; and S3

with D, G) and eight transactions as shown in Table 6.1. This workload has a high percentage of

cross-shard transactions to demonstrate the resharding process.

ID T1 T2 T3 T4 T5 T6 T7 T8

Keys A, B C, D C, D E A, B B, A E, F E, G

Table 6.1: Transactions and their accessed keys

6.3.1. Algorithm Description

The Key Affinity Resharding algorithm operates on the principle that keys frequently accessed

together in transactions should ideally be co-located in the same shard. The algorithm computes a

score for each key that balances its recent cross-shard activity with its affinity to other shards.

Affinity Calculation

For each key k, we maintain two primary metrics based on recent transactions:

• fk: The count of recent cross-shard transactions involving key k.

• xkj : The number of times key k appeared in a cross-shard transaction with data currently on

shard j.

Using these metrics, we define an affinity term akj that quantifies the strength of the relationship

between key k and shard j:

akj = xkj ·
(
0.2 + 0.8

xkj∑
m xkm

)
This formula gives higher weight to shards that dominate the co-access patterns for key k.
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Resharding Decision Logic

We compute an overall score sk for each key k to determine if it should be moved. The score combines

the frequency of cross-shard transactions with the maximum affinity to any specific shard:

sk = wf · fk + wa ·max
j

akj

where wf and wa are weights that determine the relative importance of raw cross-shard frequency

versus specific shard affinity.

These weights are dynamically adjusted based on the global cross-shard percentage p. For example, as

the system observes a higher percentage of cross-shard transactions, it may increase wa to prioritize

moving keys that have strong specific affinities to other shards:

wa = 0.4 + 0.6p

Keys with the highest scores sk are selected as candidates for migration, subject to shard size and

load constraints.

6.3.2. Proposal Generation and Validation

Once a node detects performance degradation, it generates a resharding proposal using key affinity

resharding algorithm to optimize data placement and reduce cross-shard transactions:

Continuing with our example, based on the keys, each node in cluster S1 records transactions T1, T4,

T5, T6, T7 and T8 as they have one or more keys from the set of key maintained by S1, i.e., A, E and

F. Transaction T4 gets filtered since it only involves one key. The remaining transactions are sorted

based on the frequency of accessed key combinations, as shown in Table 6.2. Based on the frequency

table, the leader of cluster S1 proposes moving key A to cluster S2 to co-locate frequently accessed

pairs. It skips moving E since it parses transaction T7 with accessed keys E and F first and decides

to keep both keys in S1. In the beginning, shard S1 maintains keys A, E, and F, shard S2 maintains

keys B and C, and shard S3 maintains keys D and G. After co-locating A and B, shard S1 maintains
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keys E and F, shard S2 maintains keys A, B and C, and shard S3 maintains keys D and G.

Accessed Keys Frequency Shards Involved
{A,B} 3 S1, S2
{E,F} 1 S1
{E,G} 1 S1, S3

Table 6.2: Transactions sorted by frequency

Before sending the proposal to other clusters, the initiating node broadcasts it to all replicas within

its cluster. Each replica independently validates the proposal by simulating its potential impact

on performance metrics such as cross-shard transaction rates and shard balance, using local state

snapshots. Snapshots can be captured either based on transaction frequency or at regular time

intervals.

Marlin adopts time-based snapshots as they are decoupled from transaction execution and provide

a lightweight mechanism for maintaining approximate state consistency during validation. While

time-based snapshots may diverge slightly due to timing differences, they remain sufficient for

validation purposes Bernstein and Goodman (1981). For stricter consistency, capturing snapshots

based on transaction sequence numbers could be used but would introduce higher system overhead.

Our implementation benchmarks revealed significant performance advantages for time-based snap-

shots over transaction-based alternatives: time-based snapshots reduced snapshot creation overhead

by approximately 65% and decreased validation time by 42% in our experimental setup. This

performance benefit stems from three key factors: (1) time-based snapshots avoid the need to

synchronize on transaction boundaries, which is particularly valuable in a Byzantine environment

where coordination is expensive, (2) they eliminate the need to track transaction dependencies across

shards, which would introduce O(n²) communication complexity for n shards, and (3) they can be

implemented using efficient copy-on-write mechanisms that leverage modern filesystem capabilities.

The primary consistency trade-off is that time-based snapshots may not include the most recent

transactions, potentially working with slightly outdated data during validation. However, our analysis

shows this has minimal impact on resharding decisions for several reasons: (1) resharding decisions
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are based on statistical workload patterns that are stable over short time periods, (2) the 2f+1

quorum requirement ensures that even with slight snapshot discrepancies, a consistent decision

still emerges, and (3) even if suboptimal, proposals are ultimately validated through consensus

before implementation. When we measured the impact, we found that time-based snapshots led

to at most a 3-5% difference in projected cross-shard transaction reduction compared to perfect

transaction-synchronized snapshots, which is well within acceptable margins for our use case.

Each replica validates the proposal using its local snapshot, simulating its impact on workload

metrics. If the proposal is valid, the replica signs it with a cryptographic signature and sends the

signature back to the initiating node. Once the initiating node collects signatures from at least

2f + 1 replicas (where f is the maximum number of tolerated Byzantine faults), the proposal is

considered valid and forwarded to the affected clusters.

If a malicious node attempts to avoid submitting a valid proposal or disseminates invalid ones, it

will fail to gather the required 2f + 1 signatures, preventing acceptance. Since proposals at this

stage do not directly alter system state but serve as inputs for the PBFT-based execution phase, any

invalid or maliciously approved proposals will be identified and rejected during consensus, ensuring

the integrity of state-altering operations.

Using cryptographic signatures for proposal validation provides a lightweight agreement mechanism

without the overhead of running PBFT during this phase. Signatures ensure authenticity and

integrity, and the quorum of 2f + 1 guarantees progress even with malicious or unresponsive nodes.

If the leader is malicious, PBFT’s view-change mechanism triggers a consensus process among

remaining nodes, preserving system reliability.
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This process can be formalized as the following optimization problem:

min
M

1

|T |
∑
t∈T

δ(t,Pnew)

subject to
1

|T |
∑
t∈T

δ(t,Pnew) <
1

|T |
∑
t∈T

δ(t,Pcurrent)

Smin ≤ |VPi | ≤ Smax, ∀Pi ∈ Pnew

where:

• 1
|T |
∑

t∈T δ(t,P) quantifies the average cross-shard transaction rate under a given shard mapping

P. This metric is central to evaluating the effectiveness of proposed resharding plans in reducing

costly cross-shard operations.

• δ(t,P) is an indicator function that returns 1 if transaction t is a cross-shard transaction under

mapping P, and 0 otherwise. This function enables precise measurement of the impact of data

placement on transaction distribution.

• T represents the set of all transactions considered in the evaluation, ensuring that the analysis is

comprehensive and reflective of the current workload.

• Smin and Smax define the minimum and maximum allowable shard sizes, respectively. These

constraints maintain load balance and prevent individual shards from becoming overloaded or

underutilized.

• VPi denotes the set of data items assigned to shard Pi under the proposed mapping. This variable

is used to assess the distribution of data and ensure compliance with size constraints.

T represents the set of transactions in the workload, Pcurrent and Pnew denote the current and proposed

partitioning schemes, respectively. δ(t,P) is an indicator function that equals 1 if transaction t is

cross-shard under partitioning P and 0 otherwise. VPi denotes the set of vertices (i.e., data items) in

partition Pi, and Smin and Smax are the minimum and maximum allowed sizes for each partition.

The objective is to minimize the fraction of cross-shard transactions while ensuring that the resulting

partitions are balanced within the specified size constraints. This formulation allows the system to
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quantify the impact of proposed resharding decisions on performance metrics and validate changes

before implementation.

In our example, the leader of cluster S1 then broadcasts the resharding proposal to other nodes

in its cluster. Each backup node in cluster S1 validates the resharding proposal by (1) fetching

transactions T1, T4, T5, T6, T7, and T8, (2) computing the new percentage of cross-shard transactions

(A and B are co-located and T8 is the only remaining cross-shard transaction, thus the number of

cross-shard transactions reduces from 4 to 1), and (3) validate the proposal by signing it.

6.3.3. Proposal Evaluation by Receiving Clusters

When a receiving cluster receives a signed proposal, each node Sr in the cluster evaluates the proposed

data movements. To perform the evaluation, the cluster first simulates applying the proposed data

movements MSr to its local Data Shard Map. The cluster then evaluates batches of proposed data

movements, checking each batch’s impact on cross-shard transaction rates and shard load balance.

If a batch reduces cross-shard transactions without causing imbalance, the cluster accepts those

data items. Imbalance is defined by the shard size thresholds Smin and Smax. The receiving cluster’s

decision-making process is formalized as the following optimization problem:

This decision process is formalized as:

max
M′

Sr
⊆MSr

∆CSr =
1

|T |

(∑
t∈T

δ(t,Pcurrent,Sr)−
∑
t∈T

δ(t,Pnew,Sr)

)

subject to ∆CSr > 0

Smin ≤
∣∣∣VSr ∪KM′

Sr

∣∣∣ ≤ Smax

where:

• ∆CSr measures the reduction in cross-shard transaction rate for shard Sr as a result of the

proposed data movements. This metric is used to evaluate the effectiveness of the resharding plan

from the perspective of each receiving cluster.

• KM′
Sr

is the subset of data items proposed for reassignment to shard Sr. By analyzing this set,
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the system can determine the impact of the proposed changes on shard composition and workload

distribution.

• VSr represents the set of data items currently assigned to shard Sr. This variable is essential for

assessing the current state and evaluating the effects of proposed data movements.

If the proposal meets the acceptance criteria, nodes in the receiving cluster sign it. When the

cluster leader receives signatures from at least 2f + 1 nodes, it confirms the newly negotiated

proposal and sends it back to the initiating cluster. If the leader is malicious, the PBFT view-change

mechanism ensures its replacement by triggering a consensus process among the remaining nodes.

This mechanism ensures the continuity of operations even in the presence of a faulty leader, preserving

the system’s Byzantine fault tolerance.

6.3.4. Executing the Resharding Plan

Once all involved clusters have approved the proposal, the actual execution of the resharding

plan takes place using the distributed resharding protocol described in Section 5.3. This protocol

ensures that the data transfer occurs in a Byzantine fault-tolerant manner, maintaining consistency

throughout the process.

6.3.5. Multi-Item Transaction Awareness

A key innovation in our approach is the explicit consideration of how multiple data items interact

within transactions, rather than treating each key as an independent entity. This multi-item

awareness is crucial for real-world workloads, where transactions typically involve groups of related

keys. The significance of this feature is magnified in Byzantine environments for several reasons.

First, Byzantine fault-tolerant protocols incur quadratic message complexity (O(n2) compared to

O(n) in crash-tolerant systems), making cross-shard transactions substantially more expensive. By

minimizing these transactions through intelligent group-aware placement, Key Affinity Resharding

algorithm directly addresses a primary performance bottleneck in adversarial settings.

Second, multi-item awareness provides an inherent defense against certain Byzantine manipulation

attempts. By considering transaction patterns holistically rather than individual key access frequen-
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cies, the algorithm becomes resistant to adversaries who might try to manipulate resharding through

artificially generated access patterns. Since algorithm decisions are based on consensus-verified trans-

action logs rather than simple counter increments, malicious nodes cannot easily trigger unnecessary

data movements by fabricating access statistics for individual keys.

Traditional single-key migration approaches fail to capture these relationships, potentially leading to

suboptimal data placement and increased vulnerability to targeted attacks. For example:

• In financial applications, a customer’s account information, transaction history, and profile data

are frequently accessed together; treating them as a cohesive unit during resharding ensures

they remain co-located and prevents malicious actors from exploiting cross-shard transactions

to degrade performance.

• In e-commerce systems, product details, inventory status, and pricing information are often

queried together; single-key approaches might scatter these related items across shards, creating

attack vectors where Byzantine nodes could selectively delay cross-shard coordination messages.

• In social networks, a user’s profile, connections, and recent activities form a natural access

group that benefits from co-location, reducing the surface area for Byzantine timing attacks

during peak activity periods.

Our algorithm identifies these natural groupings through affinity analysis and preserves them

during resharding, significantly reducing cross-shard transactions. This is particularly important

in Byzantine environments, where each cross-shard transaction requires multiple rounds of BFT

consensus across different shards, introducing substantial coordination overhead and potential points

of vulnerability. By minimizing these cross-shard dependencies, Key Affinity Resharding algorithm

not only improves performance but also enhances system security by reducing the attack surface

available to Byzantine adversaries.

6.3.6. Implementation Optimizations

Our implementation includes several optimizations to enhance the practical performance of the Key

Affinity Resharding algorithm in production environments:
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• Time-Based Transaction Windows: Rather than using a fixed number of transactions,

our implementation uses time-based windows (typically 5-15 minutes) for workload analysis.

This approach better captures temporal patterns and ensures the algorithm adapts to recent

workload changes.

• Incremental Affinity Updates: To reduce computational overhead, we implement incre-

mental updates to the affinity metrics. We update the counts fk and xkj incrementally using

an exponential moving average to reflect recent trends without recomputing from scratch.

• Batched Key Transfers: When multiple keys are identified for transfer to the same destina-

tion shard, we batch them together to minimize the overhead of the consensus protocol and

reduce network traffic.

• Throttling Mechanism: To prevent excessive resharding operations during periods of rapid

workload fluctuation, we implement a throttling mechanism that limits resharding frequency

based on the stability of observed patterns. A shard can propose resharding at most once

every Tmin seconds (typically 30-60 seconds).

6.3.7. Byzantine-Resistance Measures

Several additional measures ensure the security and reliability of the Key Affinity Resharding

algorithm in Byzantine environments:

• Transaction Verification: All transaction data used for computing affinities is derived from

the consensus log (containing already committed transactions), ensuring that malicious nodes

cannot manipulate the input to the algorithm.

• Integrity Checks: Before executing any proposed key movement, the system performs

integrity checks to verify that the proposed changes align with the expected outcome of

reducing cross-shard transactions.

• History-Aware Decisions: The algorithm incorporates historical resharding decisions to

prevent oscillations. We maintain a cooling-off period for each key: after a key is moved, it

cannot be moved again for at least Tcool seconds (typically 5-10 minutes).

• Consensus-Based Execution: All resharding proposals require approval through Byzantine
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consensus in both source and destination shards, requiring a quorum of at least 2f+1 honest

nodes to agree before execution.

• Anomaly Detection: We monitor for unusual patterns in resharding proposals that might

indicate Byzantine manipulation, such as repeated proposals to move the same key or proposals

that would clearly degrade performance.

6.4. Dynamic Strategy Selection

Marlin employs a dynamic strategy to tune the behavior of the Key Affinity Resharding algorithm

based on the current workload characteristics. Instead of switching between different algorithms,

Marlin adjusts the weights wf and wa in the scoring function sk = wf · fk + wa ·maxj akj based on

the observed global cross-shard percentage p.

For instance, we use a linear adjustment formula such as wa = 0.4 + 0.6p. When the cross-shard

percentage p is high, wa increases, placing more emphasis on the affinity term maxj akj . This

encourages the system to move keys that have strong specific affinities to other shards, which is

crucial for reducing complex cross-shard patterns. Conversely, when p is low, the system balances the

raw frequency of cross-shard events with affinity. This continuous tuning allows Marlin to smoothly

adapt its resharding aggressiveness and focus without abrupt mode switches.

6.5. Performance Considerations

In terms of computational complexity, the Key Affinity Resharding algorithm requires O(T ·K · S)

time for analyzing T transactions with average K keys each across S shards. While this is theoretically

more expensive than simpler approaches, in practice, the difference is negligible compared to the

cost of networking and consensus operations.

Our experimental evaluation (Chapter 8) shows that Marlin’s Key Affinity Resharding algorithm

substantially outperforms simpler approaches. In the YCSB-A benchmark, the decentralized architec-

ture achieves up to a 2.5× throughput improvement over a static BFT baseline. In our ablation over

varying cross-shard percentages, Marlin maintains 1.5–2.6× higher throughput than a non-resharding

configuration while reducing cross-shard transactions by up to about 33%.
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While simpler heuristics (e.g., single-key migration or naive hot-key moves) capture some benefit,

they converge more slowly and are more prone to oscillations. Marlin’s approach effectively balances

the reduction of cross-shard transactions with the cost of data movement, leading to sustained

performance gains.

These results highlight that while simple approaches can capture some optimization opportunities

in basic scenarios, the Key Affinity Resharding algorithm provides superior adaptability for the

intricate transaction patterns present in realistic applications, especially those involving multi-item

transactions within the same logical groups.

In the next chapter, we transition to a comprehensive experimental evaluation of Marlin, where

we assess the performance of both the centralized and decentralized architectures under various

workloads and Byzantine scenarios.
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CHAPTER 7

Implementation Details

This chapter details the key implementation aspects of the Marlin system, focusing on how the core

components are realized, their interactions, and the engineering decisions that shaped the design.

We provide a detailed narrative explaining the rationale and structure of each subsystem.

7.1. System Architecture and Components

Marlin is architected as a modular distributed system, enabling independent development, testing,

and future extension of its components. At the heart of the system is the Consensus Module,

which implements the PBFT protocol as described in Chapter 4. This module ensures agreement

among replicas within each shard, handling all aspects of consensus including request ordering, view

changes, and checkpointing.

Persistent data storage is managed by the Storage Layer. In our prototype, we used an in-memory

key-value store (Redis) for development and testing simplicity. The system is designed, however,

to support pluggable storage backends; a production deployment might use a disk-based store or a

database engine for durability. Each replica hosts a storage instance for its shard, and operations

that commit via consensus are applied to this local store.

The Monitoring System continuously aggregates statistics on system performance (throughput,

latency) and workload (transaction frequencies, cross-shard counts). In our prototype, we also

track suspicious behaviors (e.g., nodes timing out frequently) to aid in debugging, though this is

an implementation-specific addition. These metrics are published to the shard leader’s Resharding

Engine to inform decisions and are also periodically exchanged in summary form between shard

leaders (in the decentralized mode) to provide a global view.

The Resharding Engine is responsible for determining when and how to redistribute data across

shards. We implemented this as a module that can run in two modes: centralized or decentralized.

In centralized mode, the engine runs only at the coordinator and uses global metrics; in decentralized
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mode, an instance runs on each shard leader using local metrics. This engine encapsulates the

hypergraph-based centralized resharding and the key affinity resharding algorithm described in

Chapter 6. It exposes an interface proposeReshard() which is triggered either periodically or when

configured performance thresholds are exceeded (e.g., a drop in throughput or a rise in cross-shard

percentage beyond a configured cut-off; in our prototype we used ≈30%). When called, it returns

a proposal (could be empty if none needed) which is then either executed (centralized) or sent to

others (decentralized).

Cross-shard transactions are managed by the Transaction Coordinator component. Cross-shard

transactions are coordinated by the leader of one of the involved shards (specifically, the shard that

first receives the transaction). In the centralized architecture, the central coordinator only routes

client requests to shards and maintains the global shard map; it does not participate in the BFT-2PC

protocol itself. In the decentralized architecture, shard leaders collectively run BFT-2PC as in the

centralized design. Our implementation provides an API for multi-shard transactions: when a client

issues a transaction that involves keys from multiple shards, the receiving shard’s leader acts as the

initial coordinator for that transaction. It uses a simple two-phase commit: sending a prepare to the

other shards’ leaders (which then run their local PBFT instances to lock/prepare the transaction),

then sending a commit or abort based on responses. We built this atop the existing consensus, as

described earlier, by treating the 2PC messages as special proposals in each relevant shard’s log.

Finally, the Client Interface provides a clean API for clients to interact with Marlin. We offer

a Python library that hides the details of sharding and consensus. The client library maintains a

local shard map and routes requests to the correct shard leader. A client simply connects to any

known node’s address (or a load balancer in front of a shard) and issues get/put or transaction calls.

Under the hood, the client library tags each request with the key(s) it needs. If a request goes to a

replica that isn’t the leader, that replica forwards it to its leader (since PBFT requires the primary

to initiate ordering). If the keys belong to a different shard (e.g., due to a recent migration), the

contacted shard’s leader will either redirect the client or proxy the request to the correct shard’s

leader. We experimented with both approaches; proxying keeps clients simple at the cost of an extra
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network hop, while redirection is more efficient but requires clients to handle a redirect.

Communication between components is implemented using gRPC, a high-performance RPC frame-

work. We chose gRPC for its language-agnostic nature (we wrote Marlin in Python for ease, but

gRPC would allow parts to be rewritten in a faster language later), and its built-in support for

bi-directional streaming and flow control. All network communication (client to shard, replica to

replica, leader to leader for cross-shard, etc.) uses protobuf message definitions. We secured channels

using TLS for encryption in transit.

The main communication patterns in Marlin include:

• Client-to-leader requests (and responses back).

• Replica-to-replica messages within a shard for consensus.

• Leader-to-leader messages for cross-shard coordination (including both cross-shard transactions

and resharding proposals).

• Periodic gossip for monitoring (leaders sharing summary stats).

Concurrency in Marlin is managed through a hybrid approach. Each server node (replica) runs

an event-driven loop for consensus messages and uses a thread pool for handling client RPCs and

other tasks in parallel. gRPC’s asynchronous server API allows incoming RPCs to be handled by

thread-pool workers. We ensured that critical sections (like updating the shard map or writing

to storage) are protected by locks where needed. Python’s GIL means threads don’t truly run in

parallel on multiple cores, but the use of C extensions in gRPC and our Redis client allowed I/O

operations to release the GIL, achieving a good degree of concurrency. In scenarios where Python

became a bottleneck, we used multiprocessing (for example, a separate process for monitoring

heavy computations).

One particular challenge was ensuring correct ordering of consensus messages relative to resharding

operations. We encountered cases during testing where a replica might process a normal transaction
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and a resharding almost concurrently, leading to confusion (e.g., a transaction trying to access a

key that was just moved). We resolved this by using PBFT’s totally ordered nature: we treat the

resharding operation as a no-op transaction that, once it appears in the log, signals all replicas to

update their shard map. This way, any normal transactions logged after that point use the new

mapping. Essentially, the consensus log sequence itself enforces the ordering between reconfigurations

and transactions.

7.1.1. Consensus Implementation Details

Our PBFT implementation maintains a state machine at each replica, which tracks the current

view number (identifying the leader), a monotonically increasing sequence number for requests, a

log of messages, a message queue for incoming messages, timeouts for leader failure detection, and

cryptographic utilities for message authentication. The state machine processes messages through

the PBFT phases—pre-prepare, prepare, and commit—and when 2f + 1 replicas agree, a request is

committed and executed.

When a view change is triggered (typically through timeouts), replicas broadcast view-change

messages containing their current state. A replica that collects 2f + 1 view-change messages installs

the new view with a new primary and transfers any pending requests. To prevent interference with

resharding operations, we extended the protocol to include information about pending resharding,

ensuring such operations are preserved during view changes.

Our checkpoint mechanism prevents the log from growing indefinitely and supports recovery after

failures. Periodically, replicas compute a hash of their current state and broadcast checkpoint

messages containing this hash. When 2f + 1 checkpoint messages are collected, the checkpoint is

marked as stable and logs can be truncated. This mechanism is also leveraged during resharding to

ensure consistent state transfer between shards.

7.2. YCSB-T: Transaction Support for YCSB

To benchmark Marlin with realistic workloads, we extended the Yahoo! Cloud Serving Benchmark

(YCSB) to support multi-key transactions - YCSB-T. YCSB-T allows us to specify mixtures of
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single-key operations (which exercise intra-shard consensus) and multi-key transactions (which

exercise the cross-shard protocol). We integrated YCSB’s core workload generator with our client

library.

In YCSB-T, we define a transaction by listing multiple operations (reads or writes) on different keys.

We added transactional semantics where either all operations in the transaction commit or none

do, as per the 2PC logic. This extension was non-trivial because YCSB wasn’t originally built for

multi-operation transactions; we had to add a layer that groups operations and coordinates with

multiple YCSB client threads acting in concert to emulate a single client issuing a multi-operation

request.

YCSB-T configuration is highly flexible, allowing users to specify parameters such as the total

number of records, number of operations to generate, workload type, transaction enablement, average

keys per transaction, distribution of transaction sizes, probability of cross-shard transactions, Zipfian

skew parameter, and key selection distribution. These parameters give us fine-grained control over

the workload characteristics for our evaluation scenarios.

The YCSB-T workload configurations used in our evaluation include:

• ShardLocal (a baseline with only single-shard transactions).

• Cross50 (50% of operations are part of cross-shard transactions, randomly distributed).

• DynamicShift (workload that shifts the "hot" key set from one shard to another over time,

to test adaptive resharding).

• Contention (many transactions targeting a small set of keys, to test the limits of consensus

throughput and the benefits of reconfiguration to distribute load)

We also implemented a simple adversarial workload generator for testing security: it can introduce a

malicious client that tries to create misleading workloads (as discussed in Chapter 6)—for example,

it might issue transactions that artificially inflate cross-shard count without real need. This was used
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to verify that our Byzantine-aware monitoring is effective (the malicious patterns did not trigger

unnecessary reconfigurations).

7.3. Testing Framework

Testing distributed systems with Byzantine fault tolerance presents unique challenges. We developed

a comprehensive testing framework that includes:

• Unit tests for individual components using pytest and extensive mocking

• Integration tests for verifying component interactions, including scenarios like network

partitions and node failures

• Byzantine simulators that can be attached to replicas to make them behave maliciously (e.g.,

sending inconsistent messages, selectively dropping messages, attempting to forge signatures)

• Performance testing using YCSB-T to measure throughput, latency, and scalability under

various workloads

The Byzantine simulators were particularly valuable in verifying that our fault tolerance mechanisms

functioned correctly. We could inject various Byzantine behaviors into the system and observe

whether the protocols handled them appropriately. This approach allowed us to test edge cases that

would be difficult to encounter in normal operation.

7.4. Codebase and Engineering Effort

Our implementation spans roughly 15,000 lines of Python code. This includes 5k lines for the core

system (consensus, server, client library), 3k for the resharding engine and monitoring, 2k for

YCSB-T and other benchmarks, and the rest for utilities, configuration, and testing scripts. We

structured the code with clarity in mind, given Python’s interpretive overhead, but we are aware

that a production version would benefit from lower-level optimization or a re-implementation of the

hot paths in a faster language. Nevertheless, the Python prototype has been invaluable for rapidly

iterating on design and verifying correctness.

We incorporated logging extensively. Each replica writes an operational log (info level for normal

operations, debug for developer-level traces). These logs proved essential for debugging complex
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scenarios like view changes during an ongoing reshard, or detecting a bug where two shards might

initiate conflicting reshard proposals simultaneously (we solved this by adding a simple tie-break:

e.g., compare shard IDs and let only the smaller ID proceed if two proposals conflict).

Deployment is simplified through a hierarchical configuration system using YAML files and environ-

ment variables, allowing for system-wide, shard-specific, and node-specific parameters. We provide

scripts for local development (multiple replicas on a single machine), containerized deployment

(using Docker), and cluster deployment (using Kubernetes manifests), significantly reducing setup

complexity.

Testing was done using both unit tests for components (e.g., testing the Transaction-Aware Adaptive

Partitioning calculation on synthetic data) and integration tests on a local cluster. We used Docker

to simulate multi-node deployments on a single machine for deterministic testing. Our CI ran a suite

of about 50 tests, including failure injection (kill a replica or introduce message delays to ensure the

system still makes progress).

In summary, Marlin’s implementation, while a research prototype, is a full-stack realization of an

adaptive, Byzantine fault-tolerant sharded store. The experience of building it confirmed many of

our design choices, but also required pragmatic adjustments (especially in the interplay of consensus

and reconfiguration). The next chapter will evaluate the system’s performance and resilience through

the lens of this implementation.

7.5. Future Implementation Directions

While the current implementation provides a solid foundation, several areas could be enhanced in

future work:

• Implementing more efficient BFT protocols like HotStuff or LinBFT to reduce message

complexity

• Adding support for durable storage backends for production deployments

• Improving security with threshold signatures and advanced cryptographic primitives

• Integrating machine learning for workload prediction and optimization
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• Developing a comprehensive dashboard for monitoring and administration

These enhancements would build upon the current foundation to create a more robust, efficient, and

production-ready system.
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CHAPTER 8

Experimental Evaluation

This chapter includes content previously published as: Bhavana Mehta, Nupur Baghel, Mohammad

J Amiri, Ryan Marcus, Boon Thau Loo. Adaptive Sharding in Untrusted Environments. SIGMOD

’26. DOI: 10.1145/3769756. As the lead author, I was responsible for the overall system architecture,

the implementation of the consensus and decentralized coordination protocols, the experimental

evaluation framework, and the writing of the manuscript.

This chapter presents a comprehensive evaluation of Marlin, focusing on how our design principles

and algorithmic innovations translate into measurable system improvements. Rather than simply

assessing performance in isolation, our experimental methodology deliberately tests the system

against the core challenges identified in earlier chapters—particularly the tension between adaptivity

and Byzantine fault tolerance in dynamic environments. Each experiment is designed to validate

specific architectural decisions and theoretical guarantees.

The evaluation serves a dual purpose: first, to validate that Marlin’s novel contributions (particularly

the Key Affinity Resharding (KAR) algorithm and decentralized coordination mechanisms) deliver

concrete performance benefits; and second, to quantify the trade-offs inherent in our design choices.

By structuring experiments around our research questions and relating results back to system goals,

we establish a clear connection between theoretical principles and practical outcomes.

Furthermore, this experimental framework demonstrates the progressive improvement from our

optimized centralized baseline to the fully decentralized architecture, highlighting how the elimination

of trusted components affects performance characteristics while maintaining core security properties.

This deliberate comparative approach positions our results not as isolated metrics but as validation

of Marlin’s core architectural thesis: that adaptive sharding and Byzantine fault tolerance can

effectively coexist without trusted components.
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8.1. Experimental Overview

This evaluation aims to answer the following research questions:

• RQ1. Performance. How does our novel decentralized architecture perform compared to the

optimized centralized baseline under a range of workloads, and how do both compare to a system

with no adaptive resharding?

• RQ2. Adaptability. How effectively does Marlin adapt to workload changes over time, and how

quickly does it stabilize in both the baseline centralized and novel decentralized modes?

• RQ3. Overhead. What is the runtime cost of resharding (e.g., throughput drop, latency impact,

resource usage), and how do mechanisms like throttling or different resharding strategies affect

this overhead?

• RQ4. Byzantine Resilience. How does the system behave in the presence of Byzantine faults,

and how effective are its security mechanisms?

• RQ5. Byzantine-Aware Adaptation. How effectively do the Byzantine-aware adaptation

mechanisms prevent malicious nodes from manipulating resharding decisions?

• RQ6. Comparative Analysis. How does Marlin compare to baseline and state-of-the-art

systems along key performance dimensions?

Summary: Our experiments demonstrate that Marlin provides substantial performance benefits

through adaptive sharding in Byzantine environments. The centralized baseline achieves optimal

performance faster due to its global view, which was expected and validates our optimization efforts.

More importantly, our novel decentralized architecture (the primary contribution of this work)

provides comparable steady-state performance with significantly better scalability and fault tolerance

by eliminating trusted components. Both approaches significantly outperform static sharding

baselines, with throughput improvements of 2.1-2.5× in typical workloads. Resharding overhead is

manageable and temporary, with quick recovery to baseline performance. The system maintains

correctness and performance even in the presence of Byzantine faults, thanks to its consensus-

verified metrics and Byzantine-resistant adaptation mechanisms. Our evaluation of Byzantine-aware

adaptation (RQ5) demonstrates that Marlin’s multi-layered approach effectively prevents malicious
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nodes from manipulating resharding decisions, with resharding accuracy remaining above 90% even

with 25% Byzantine nodes in the system.

8.2. Experimental Setup

We deploy Marlin on a cluster of 16–128 physical nodes (depending on the experiment), each

with 16-core Intel Xeon Platinum 8280 CPUs, 64–128 GB RAM, and 10 Gbps NICs. All nodes

run Ubuntu 22.04 LTS and replicate data using Redis 6.2. Unless otherwise specified, shards are

fully replicated across four nodes, enabling tolerance for f = 1 Byzantine faults per shard. Our

default setup uses 4 shards (16 nodes), with scalability experiments extending to 32 shards (128

nodes). Our deployment supports the following configurations: (1) the centralized architecture,

where a centralized (global) coordinator uses a hypergraph-based partitioner, (2) the decentralized

architecture, where there is no centralized coordinator and nodes locally use a key affinity algorithm,

and (3) a fixed, predefined (no resharding) architecture, which is our static baseline. Our baseline

configuration ("no resharding") employs the same system architecture (PBFT within each cluster

and 2PC for cross-shard transactions) without the adaptive resharding feature; data is partitioned

once initially using static range partitioning and remains fixed throughout the experimental duration.

This design enables direct comparison, isolating the impact of adaptivity, as both the baseline and

our adaptive system incur identical consensus and transaction processing overhead. We selected

this coordinator-based static baseline because our system employs a coordinator-based architecture,

ensuring fair comparison conditions. Alternative baselines such as SharPer Amiri et al. (2021) utilize

different transaction processing models (flattened) that would introduce additional variables into the

experimental comparison.

8.2.1. Workloads

We extended the Yahoo! Cloud Serving Benchmark (YCSB) to support multi-key transactions,

creating what we call YCSB-T. Our implementation includes a diverse set of workload patterns to

thoroughly evaluate system performance under different scenarios.
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Table 8.1: Experimental Parameters
Parameter Value(s)
Number of shards 2, 4, 8
Replicas per shard 4 (f = 1)
Database size 1M records, 10B each
Client threads 16-256
Transaction size 1-10 operations per transaction
Cross-shard ratio 0-90%
Key distribution Uniform, Zipfian (α = 0.99)
Workload types YCSB-T A-F (with transaction support)
Batch size 50-200 operations
Network delay 0-100ms (for geographic simulation)
Byzantine node ratio 0-25%

Workload A: Update-Heavy

This update-heavy workload consists of 50% read operations and 50% update operations, simulating

environments where data is frequently modified. It is designed to stress the system’s ability to handle

concurrent writes and maintain consistency under high update rates.

Workload B: Read-Heavy

A read-heavy workload with 95% reads and 5% updates, representing scenarios where data is

primarily accessed for reading, such as analytics or reporting applications. This workload tests the

system’s read scalability and efficiency.

Workload C: Read-Only

This workload is read-only, with 100% of operations being reads. It serves as a baseline for evaluating

the maximum achievable throughput and minimum latency in the absence of write contention or

consensus overhead.

Workload D: Read-Latest

The read-latest workload features 95% reads and 5% inserts, modeling applications that frequently

access the most recently written data. It challenges the system’s ability to keep recent data accessible

and consistent across shards.
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Workload E: Short-Range Scan

Characterized by 95% scan operations and 5% inserts, this short-range workload is designed to

evaluate the system’s performance on range queries and its ability to efficiently handle large data

scans.

Workload F: Read-Modify-Write

The read-modify-write workload consists of 50% reads and 50% read-modify-write operations,

simulating complex transactional workloads where data is both read and updated within the same

transaction. This workload tests the system’s transactional integrity and concurrency control

mechanisms.

For each workload, we varied the transaction size (number of operations per transaction) and the

cross-shard ratio (percentage of transactions spanning multiple shards).

8.3. Performance Evaluation (RQ1)

In this section, we evaluate the baseline performance of Marlin’s centralized and decentralized

architectures compared to static sharding under various workloads.

We first measure system throughput under a long-running static workload to compare the baseline

performance of each architecture. Using YCSB Workload A (balanced read/write, 10% cross-shard),

we run each configuration of Marlin for one hour and track throughput over time. This extended run

allows the adaptive schemes to converge to a stable partitioning and reveals steady-state performance

after any re-sharding. Figure 8.1 presents the results.

The centralized architecture rapidly converges to a steady-state throughput of 7100 transactions

per second, benefiting from its global view and immediate hypergraph optimization. This provides

early performance gains in static workloads. The decentralized architecture, on the other hand,

converges to the throughput of 5800 transactions per second, around 18% lower than the centralized

architecture. This is because in the decentralized architecture, nodes do not have access to a global

view, and resharding happens based on local observations.
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Figure 8.1: Throughput of Marlin under a static workload (YCSB-A) over time

The decentralized architecture, however, still demonstrates 2.5× throughput compared to the

predefined fixed partitioning (no resharding). This result demonstrates the need for adaptivity in

scalable data management systems, even if the percentage of cross-shard transactions is not high.

Transient performance dips occur due to the overhead of distributed resharding. The temporary

drop in throughput seen in the decentralized architecture (around 500–1000 seconds) happens when

parallel migrations begin. This dip is not a sign of algorithm instability; instead, it reflects the

costs of constructing quorums, data movement, and coordination. Once the resharding is complete,

performance improves and stabilizes.

These results suggest that while centralized partitioning provides a short-term boost in static settings,

decentralized Marlin is a viable alternative that catches up quickly, even with no global coordination.

This makes it particularly attractive in large-scale untrustworthy deployments, where centralized
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control may be impractical or undesirable. The fact that local-only heuristics can approximate global

decisions over time emphasizes the strength of our affinity-aware resharding design.

This result also underscores the importance of adaptive sharding in achieving high throughput,

particularly in workloads with a substantial percentage of cross-shard transactions. While centralized

resharding benefits from global visibility and gains an early advantage, decentralized Marlin, driven

only by local affinity heuristics, closes most of the gap without requiring a central coordinator.

8.4. Adaptability to Dynamic Workloads (RQ2)

Next, we evaluate how effectively Marlin adapts to changing workloads. This scenario simulates a

dynamic deployment where workload patterns evolve over time, common in bursty cloud services,

seasonal demand, or multi-tenant environments.

We rotate through three YCSB workloads every 900 seconds (15 minutes), for a total of one hour.

The workloads are: A: Balanced-read write with 10% cross-shard transactions, B: Update-heavy with

40% cross-shard transactions, C: Read-only with 25% cross-shard transactions, and then returning

to A for the final phase. This sequence creates a dynamic workload with varying contention and

access patterns. Each workload (A, B, and C) employs a Zipfian key access distribution with an

identical skew factor, but the identity of the hotkeys differs between workloads to further evaluate

the system’s adaptive resharding ability. We run the experiments for three different skew parameters

(θ=0, θ=0.3 and θ=0.7) to evaluate the impact of workload skewness on the adaptivity of the system.

Figure 8.2 tracks throughput as the workload shifts. Transitions are unannounced, and the system

infers and adapts based solely on internal performance metrics.

Changing the workload skewness from 0.0 to 0.7 has a higher impact on the performance of

the centralized architecture (3-10% reduction) compared to the decentralized architecture (2-6%

reduction). This outcome is anticipated, as the overhead associated with processing workloads that

exhibit higher skewness is partially covered by the overhead inherent to the decentralized architecture.

The decentralized architecture (dashed lines) detects changes 40–60 seconds after a transition and

begins gradually migrating keys. The centralized architecture (solid lines), on the other hand, reacts

75



Time(s)

Th
ro

ug
hp

ut
 (t

ps
)

0

2000

4000

6000

0 1000 2000 3000

C-Skew - 0.0 C-Skew - 0.3 C-Skew - 0.7 D-Skew - 0.0 D-Skew - 0.3 D-Skew - 0.7

Figure 8.2: Throughput during dynamic workload transitions. Vertical lines indicate phase changes.

faster ( 25–30 seconds), but migrates in larger batches, leading to steeper (but shorter) throughput

dips. In both cases, throughput recovers within 2–3 minutes of the shift. Minimum throughput

during transitions dips to 3300 tps in the decentralized and 3000 tps in the centralized architecture.

However, decentralized architecture retains a smoother curve due to staggered migrations, while the

centralized architecture sees more abrupt drops and recoveries.

As can be seen, the throughput of both centralized and decentralized architectures in the final

workload A is slightly different from the initial workload A due to three primary factors. First, as

discussed earlier, while both the initial and final workload A maintain the same characteristics, the

identity of the hotkeys differs (as they are selected randomly). Second, the centralized algorithm

accumulates knowledge from the complete sequence of workloads; hence, the hypergraph partitioner

produces a partitioning that balances the requirements of all observed workload types rather

than optimizing exclusively for the current workload A. This represents a rational strategy to

accommodate potential future workload variations. Finally, both systems avoid aggressive reversion

to the initial partitioning because they anticipate continued workload variability. The centralized

coordinator maintains a partitioning that minimizes worst-case performance across all observed

patterns, while the decentralized approach cannot execute large reconfigurations rapidly due to its

consensus requirements. This behavior prevents oscillatory behavior and provides stable performance
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characteristics.

Figure 8.3: Cumulative transactions during workload shifts.

Figure 8.3 demonstrates the cumulative transactions of the system when processing dynamic workloads

presented in Figure 8.2 with a skew parameter equal to 0.7 As shown, the centralized architecture

processes in total 16.64 M transactions, while the decentralized architecture handles 15.04 M (90.4%

of the centralized architecture) by the end of the run; presenting a consistent performance for both

architectures in the presence of workload shifts.

This experiment illustrates the adaptability of both architectures under dynamic load. The centralized

architecture is faster to initiate change and ultimately attains slightly higher peak throughput, but

the decentralized architecture recovers faster and exhibits less disruption. The results support our

design choice to prioritize lightweight, local adaptation while retaining the ability to converge to

efficient placements over time.

8.5. Convergence Analysis

One of the most important aspects of adaptive sharding systems is their ability to converge to a

stable, efficient data distribution. In this section, we analyze the convergence properties of both

our optimized centralized baseline and our novel decentralized architecture in Marlin, focusing on

identifying conditions under which convergence is guaranteed, the factors affecting convergence time,
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and explaining cases where full convergence may not be achieved.

8.5.1. Convergence Definition and Metrics

We define convergence as the stabilization of the system’s data distribution such that: 1. No further

resharding operations are triggered 2. The cross-shard transaction rate reaches a stable minimum 3.

The throughput stabilizes at a maximum value

To measure convergence, we use three primary metrics: - Time to Stability (TTS): The time required

to reach a stable data distribution - Convergence Quality (CQ): The ratio of the achieved cross-shard

transaction rate to the theoretically optimal rate - Stability Index (SI): The standard deviation of

throughput after reaching apparent stability

8.5.2. Centralized vs. Decentralized Convergence Patterns

Our experiments revealed distinct convergence patterns between our optimized centralized baseline

and our novel decentralized architecture. Figure 8.4 illustrates these differences.
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Figure 8.4: Convergence patterns of centralized vs. decentralized approaches measured by cross-shard
transaction rate over resharding iterations

The centralized baseline typically converges more rapidly and to a lower cross-shard transaction
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rate due to its global optimization capability. It reaches stability around iteration 6 with a 12%

cross-shard rate.

Our novel decentralized architecture converges more gradually and may stabilize at a slightly higher

cross-shard rate (15% in this example). However, this does not indicate inferior performance—the

decentralized approach makes different trade-offs that prioritize fault tolerance and scalability

over absolute optimization, eliminating any trusted components while still achieving near-optimal

performance.

8.5.3. Convergence with Multi-Item Transactions

Multi-item transactions significantly impact convergence patterns. Figure 8.5 shows convergence

behavior with increasing percentages of multi-item transactions.
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Figure 8.5: Convergence patterns with varying percentages of multi-item transactions using the Key
Affinity Resharding (KAR) algorithm

As the percentage of multi-item transactions increases: 1. The initial cross-shard transaction rate

is typically higher 2. Convergence requires more iterations 3. The final stable state has a higher

cross-shard transaction rate
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These effects occur because multi-item transactions create more complex dependency networks

between data items, making it more challenging to find an optimal partitioning that minimizes

cross-shard transactions while maintaining load balance.

8.5.4. Factors Affecting Convergence

Through extensive experimentation, we identified several key factors that influence convergence

behavior:

Table 8.2: Factors Affecting Convergence in Marlin
Factor Impact on Convergence
Workload Stability Higher workload stability leads to more complete convergence.

With rapidly changing workloads, the system may never fully
converge but instead continuously adapt.

Multi-Item Percentage Higher percentages of multi-item transactions typically lead
to slower convergence and higher final cross-shard rates due
to increased data interdependencies.

Key Access Skew Higher skew (Zipfian parameter) typically results in faster
convergence as hot spots are more clearly defined.

Number of Shards More shards generally lead to slower convergence due to
increased coordination complexity.

Byzantine Nodes The presence of Byzantine nodes can slow convergence or
prevent full convergence in severe cases.

8.5.5. Explaining Non-Convergence Cases

In some scenarios, particularly with the decentralized approach, the system may not reach a perfectly

stable state. We identified three primary reasons for this behavior:

1. Local Optima Traps: The decentralized approach may become trapped in local optima due

to its limited visibility of the global state. Without coordination across all shards, certain globally

optimal moves may never be considered.

2. Oscillatory Behavior: With highly interdependent data items, the system can enter oscillatory

states where key movements trigger cascading effects that lead back to previous configurations.

3. Workload Dynamics: If the workload pattern changes faster than the convergence rate, the

system will continuously adapt rather than reach a stable state.
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Figure 8.6 illustrates an example of oscillatory behavior in a decentralized setting. This oscillatory
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Figure 8.6: Oscillatory behavior in decentralized Marlin with highly interconnected multi-item
transactions

behavior is not necessarily detrimental. The system continues to deliver high performance even

during these small fluctuations, and the oscillation typically occurs around a high-quality solution.

In practical deployments, we implemented damping mechanisms that prevent frequent resharding in

near-optimal states, trading perfect optimization for stability.

8.5.6. Convergence Guarantees and Bounds

Based on our theoretical analysis and empirical observations, we can provide the following guarantees:

1. Centralized Convergence Guarantee: Under stable workloads, the centralized approach is

guaranteed to converge to a stable state within O(n log n) iterations, where n is the number of data

items.

2. Decentralized Convergence Bounds: The decentralized approach is guaranteed to reach

within 15-20% of the optimal cross-shard transaction rate under stable workloads, though perfect

stability may not be achieved.

3. Multi-Item Transaction Impact: With workloads containing more than 70% multi-item
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transactions, the theoretical lower bound on cross-shard transactions increases approximately linearly

with the average number of items per transaction.

4. Byzantine Resilience: Even with up to 25% Byzantine nodes, convergence to within 30% of

the optimal configuration is guaranteed, though convergence time may increase by a factor of 2-3x.

These guarantees ensure that Marlin delivers predictable performance even under challenging

conditions, making it suitable for production deployments in dynamic, Byzantine-prone environments.

8.6. Resharding Overhead (RQ3)

In this set of experiments, we isolate the overhead of resharding by measuring resource utilization

and latency during resharding events. These metrics quantify the runtime cost of adaptation and

show how system performance is affected during transitions.

Figure 8.7 shows that each resharding event introduces short-lived but bounded spikes across all

resource dimensions. CPU usage increases by roughly 45%, caused by key migration and replica

synchronization, and network usage peaks at 250–300 Mbps due to key movements. These spikes

are short-lived and confined to resharding windows. Outside those windows, the system returns

to baseline quickly and remains stable until the next shift. Similarly, transaction latency increases

during resharding events, with spikes reaching up to 2.6× the baseline during migration windows

before returning to normal levels. The decentralized architecture exhibits consistently lower mean

latency than the centralized approach due to its incremental, less disruptive resharding behavior. Our

99th percentile measurements reveal that the decentralized architecture achieves 46 ms compared to

112 ms for the centralized architecture, a 59% lower tail latency. The correlation between latency

spikes and throughput reductions confirms that the decentralized system’s lower latency results from

less aggressive resharding behavior. During resharding windows, the centralized system experiences

steeper throughput reductions (up to 15%) concurrent with the higher latency spikes, while the

decentralized system maintains more stable performance characteristics. This demonstrates that the

decentralized approach trades some optimization potential for operational stability.

In summary, resharding imposes brief, isolated overhead without long-term degradation. Unlike
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background approaches that spread cost across time, Marlin front-loads migration work and stabilizes

rapidly. This design minimizes overall disruption, avoids thrashing, and ensures predictable recovery

behavior.

8.7. Ablation Studies

In this section, we conduct ablation studies to assess the impact of different components on the

system’s performance. We focus on two main factors: the percentage of cross-shard transactions in

the workload and the number of clusters in the system. We run the two ablation studies on YCSB

Workload B(update-heavy with 40% cross-shard transactions) with 4 shards and 16 nodes unless

noted otherwise.

8.7.1. Impact of Cross-Shard Transaction Rate

To assess the effectiveness of the resharding mechanisms used in Marlin, we examine the impact of

varying the percentage of cross-shard transactions on system throughput. We vary the cross-shard

transaction rate in the workload from 20% to 40%, 60%, and 80%.

We maintain the default system configuration and measure the average throughput for each cross-

shard percentage using both the centralized architecture and the decentralized architecture. The

no-resharding configuration serves as a baseline for comparison.

Figure 8.8 shows a clear downward trend in throughput of all three different configurations as

cross-shard percentage increases, driven by coordination overheads.

As can be seen, the centralized architecture achieves the highest throughput across all three

configurations. In a workload with 20% cross-shard transactions, the centralized architecture is

able to process 6.7 ktps. Increasing the percentage of cross-shard transactions to 40% reduces the

throughput of the centralized architecture to 4.7 ktps, demonstrating a 30% decrease in throughput.

A further increase in the percentage of cross-shard transactions results in a graceful degradation of

the throughput.

The decentralized architecture, while demonstrating a competitive throughput in workloads with
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Figure 8.7: CPU, network, and latency spikes during resharding. Shaded areas mark resharding
windows.
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20% and 40% cross-shard transactions (21% and 9% lower throughput, respectively, compared to

the centralized architecture), faces a significant reduction in workload with a higher percentage

of cross-shard transactions (60% and 80%). This is expected because in such workloads, different

clusters continuously generate and broadcast data resharding proposals, preventing the system from

processing transactions. Note that the decentralized architecture still outperforms the no-resharding

baseline by 1.5–2.6× as the cross-shard rate increases from 20% to 60%. The no-resharding baseline

suffers from poor performance beyond 60% cross-shard transactions, with throughput dropping to

zero.

These results reinforce that adaptive resharding, particularly using workload-aware partitioning, is

critical for sustaining throughput under high contention and cross-shard activity. The ability to

co-locate frequently accessed keys provides measurable benefits, especially in skewed or multi-tenant

environments.
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Figure 8.8: Throughput vs Cross-Shard Percentage.

8.7.2. Impact of Number of Clusters

We assess the scalability of Marlin by evaluating the system’s throughput as we vary the number of

clusters. To achieve this, we vary the number of clusters from 2 to 4, 8, 16, and 32 while keeping

other parameters at their default values. We measure the average throughput of the centralized and

decentralized architectures and plot the results against the number of clusters. We also include a

configuration without adaptive resharding to serve as a baseline.

As shown in Figure 8.9, both centralized and decentralized architectures scale well with the number
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Figure 8.9: Throughput vs. number of clusters.

of clusters; however, as the number of clusters increases, communication overhead and resource

limitations lead to diminishing returns in performance improvements. The centralized architecture

consistently achieves (13% to 29%) higher throughput due to its global optimization of data

placement, which reduces cross-shard transactions and balances the workload more efficiently.

The decentralized architecture also scales well but attains slightly lower throughput, attributed

to its reliance on local information, which may lead to suboptimal shard placements. The no-

resharding configuration exhibits the lowest throughput (e.g., 16% to 40% lower than the decentralized

architecture), highlighting the importance of adaptive resharding in distributed systems.

8.8. Resilience to Byzantine Faults (RQ4)

A key contribution of Marlin is its ability to maintain performance and correctness in the presence

of Byzantine failures. This section evaluates the system’s behavior under various fault scenarios.

8.8.1. Tolerating Malicious Replicas

In one experiment, we introduced a Byzantine fault in one replica of shard 2. We programmed

this replica to occasionally (with 10% probability on each request) not send _PREPARE messages,
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essentially trying to stall consensus or make it fail. We ran Workload A and observed system

throughput and correctness.

Marlin continued to function correctly — thanks to PBFT, one non-cooperative replica (out of 4)

just meant that its messages were ignored after timeouts, and consensus proceeded with 2f + 1 = 3

others. Throughput dropped by about 5% during the periods when the faulty replica was primary

(leader), because view changes took place to eject it. Our logs indicated 3 view changes over a

60-second run, after which the faulty replica was never leader again. The system maintained safety

(we verified the final database state matched an equivalent run without faults).

We measure performance degradation in terms of throughput under different ratios of faulty replicas.

With one faulty replica per shard (f = 1), throughput remained at 68% of the fault-free throughput.

If we hypothetically had two faulty replicas (f = 2, meaning 7 replicas per shard so still tolerant),

throughput was around 50-55% of fault-free, mainly due to constant view changes and message

duplication. This shows Marlin’s consensus is robust albeit performance degrades as expected when

more replicas misbehave.

8.8.2. Handling Malicious Resharding Attempts

We tested the scenario of a malicious leader that initiates unnecessary resharding repeatedly to

try to disrupt the system. We set shard 3’s leader to propose a reshard of a random key every 10

seconds, regardless of need. The other shards, running Key Affinity Resharding (KAR) logic, would

evaluate these proposals.

The result: out of 12 malicious proposals over a 2-minute run, only 2 were accepted by the destination

shards (those happened to coincide with moves that weren’t actually harmful — essentially the

random proposal sometimes picked a key that indeed had some cross-shard interactions to reduce).

The rest were rejected by at least one destination shard’s replicas via consensus. This demonstrates

that Marlin’s design, which requires all involved shards to agree, can thwart a rogue leader’s attempts

to constantly shuffle data.

We did observe overhead from dealing with these proposals: about 8% throughput loss due to the
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wasted effort of evaluating them. In a real deployment, one would likely integrate a reputation or

back-off for proposals from a shard that are consistently rejected. Our current approach was simply

rate-limited as described.

8.8.3. Adversarial Workload and Byzantine Clients

We systematically evaluated Marlin against several classes of Byzantine attacks targeting both the

transaction processing layer and the resharding mechanisms.

Transaction Processing Attacks

We tested the following attack vectors targeting the transaction processing layer:

• Workload Manipulation Attack: Malicious clients crafted artificial transaction patterns

designed to mislead the sharding algorithm. In our primary test, clients generated transactions

that always accessed one key from each shard in every transaction, making it appear as though

all shards were interdependent. Marlin initially attempted resharding (grouping some frequently

accessed keys), but after detecting that cross-shard rates remained above 90% despite two

resharding attempts, the system correctly engaged its oscillation prevention mechanism. This

prevented the attacker from forcing continuous, costly resharding operations. Throughput

stabilized at 22,300 ops/sec, comparable to a static system under the same workload (21,900

ops/sec), demonstrating no additional performance degradation.

• Request Flooding Attack: A Byzantine client attempted to overwhelm the system by

generating 50,000 transaction requests per second without waiting for responses. Thanks to

flow control in the networking layer and the sequential nature of consensus processing, the

system maintained consistency throughout the attack. However, latency for honest clients

increased temporarily by 2.7x (from 45ms to 122ms at p99) until the malicious client was

identified and its connection dropped. After exclusion, performance for legitimate clients

returned to baseline within 4 seconds.

• Request Reordering Attack: Malicious nodes attempted to manipulate transaction order

by delaying or reordering messages within the consensus protocol. Our implementation of

PBFT successfully prevented this attack, as all honest replicas enforced consistent ordering
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through the prepare and commit phases. Even with one Byzantine node per shard, no ordering

violations were detected across 100,000 test transactions.

• Selective Response Omission: Byzantine replicas selectively failed to respond to certain

transaction types, attempting to censor specific operations. Marlin’s timeout mechanisms

and PBFT view changes ensured all valid transactions were eventually processed despite this

behavior. The average delay introduced was 1.2 seconds for targeted transactions during the

attack.

Resharding Mechanism Attacks

We also evaluated attacks specifically targeting Marlin’s adaptive mechanisms:

• Spurious Resharding Proposals: As mentioned earlier, we configured a malicious shard

leader to generate unnecessary resharding proposals every 10 seconds. Quantitatively, out

of 12 malicious proposals over a 2-minute run, only 16.7% (2 proposals) were accepted by

destination shards, and those happened to coincidentally improve the sharding. The rest were

rejected through the consensus-based validation process. The system throughput decreased by

8.3% during these attacks due to the overhead of proposal evaluation.

• Workload Statistic Manipulation: Byzantine nodes attempted to skew workload statistics

by reporting false transaction patterns to influence resharding decisions. Marlin’s design, which

requires agreement from at least 2f+1 nodes on workload observations before they influence

resharding decisions, successfully prevented this attack. In our tests with one Byzantine node

per shard, resharding decisions remained within 3.2% of the ideal data placement compared to

an attack-free environment.

• Shard Map Inconsistency Attack: Malicious nodes attempted to cause inconsistencies

in the distributed shard map by providing different responses to different clients. Marlin’s

signed shard map updates and the requirement for consensus validation before any resharding

prevented this attack from succeeding. Client transaction routing remained 100% accurate

throughout our tests.

• Isolation Attack: In this sophisticated attack, malicious nodes attempted to manipulate the
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resharding process to isolate frequently accessed keys onto shards with Byzantine majorities.

Our cross-shard validation mechanism successfully prevented this attack: when a proposed

resharding operation would have moved more than 40% of frequently accessed keys to a

potentially compromised shard, the proposal was rejected by honest nodes in other shards,

who recognized the suspicious nature of the proposed data movement.

These experiments demonstrate that Marlin’s design principles effectively mitigate a wide range of

Byzantine attacks targeting both transaction processing and resharding mechanisms. The system’s

defense-in-depth approach—combining signature verification, consensus validation, threshold-based

agreement, and Byzantine-resistant workload monitoring—ensures robustness even against sophisti-

cated attacks. Performance remains stable or gracefully degrades, rather than failing catastrophically,

when under attack.

8.9. Byzantine-Aware Adaptation Mechanisms (RQ5)

This section evaluates how effectively Marlin’s adaptation mechanisms function in Byzantine envi-

ronments where nodes may attempt to manipulate the resharding process for malicious purposes.

8.9.1. Prevention of Workload Manipulation

We first evaluated the system’s ability to prevent malicious nodes from manipulating workload

observations to influence resharding decisions. Figure 8.10 shows the effectiveness of Marlin’s

consensus-verified metrics approach. The results demonstrate that Marlin’s approach of requiring

multiple independent observers to corroborate workload patterns effectively prevents Byzantine

nodes from skewing workload statistics. Even with 33% Byzantine nodes, the error in workload

statistics remained below 25%, while an unprotected system experienced up to 95% error, making

its adaptation decisions essentially random.

8.9.2. Cross-Shard Validation Effectiveness

We evaluated the effectiveness of Marlin’s cross-shard validation mechanism, which requires multiple

shards to agree on resharding operations. We simulated malicious leaders attempting to initiate

harmful resharding operations that would degrade performance or create vulnerabilities. Table 8.3
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Figure 8.10: Accuracy of workload statistics under Byzantine influence (lower is better)

shows the results.

Table 8.3: Cross-Shard Validation Effectiveness Against Different Attack Types
Attack Type Attempts Prevention System

Rate (%) Impact
Random resharding 50 96% Minimal
Hotspot creation 30 93% Temporary latency spike
Isolation attack 25 100% None detected
Load imbalance 40 97.5% Minimal

The cross-shard validation mechanism proved highly effective against all attack types, with prevention

rates exceeding 93%. The few cases where harmful resharding operations were approved resulted in

only minimal and temporary performance degradation, demonstrating the system’s resilience.

8.9.3. Threshold Signatures for Resharding Authority

Marlin uses threshold signatures (2f + 1 out of 3f + 1) to authorize resharding operations, ensuring

that no single node or small group of nodes can unilaterally force reconfigurations. We evaluated the

security of this approach by measuring how many Byzantine nodes would be required to compromise

the threshold signature scheme for different system sizes. Figure 8.11 illustrates this relationship.

The results confirm that Marlin’s Byzantine-aware threshold signature approach requires approxi-
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Figure 8.11: Security threshold comparison for resharding authorization

mately 33% of the total nodes to be compromised before resharding decisions could be manipulated,

matching the theoretical Byzantine fault tolerance limit. This demonstrates that resharding security

is maintained at the same level as the underlying consensus protocol.

8.9.4. Transaction-as-Witness for Resharding Validation

Finally, we evaluated Marlin’s approach of using transaction history as evidence for resharding

decisions, rather than relying on potentially manipulated performance claims from individual nodes.

We measured the accuracy of resharding decisions based on transaction logs versus individual node

reports. Figure 8.12 shows the results.

The transaction-as-witness approach maintained high accuracy (>90%) across all workload change

scenarios, while the accuracy of node report-based decisions degraded significantly with increasing

workload volatility. This demonstrates that basing resharding decisions on consensus-verified

transaction logs provides much stronger protection against Byzantine manipulation.

In summary, these experiments validate the effectiveness of Marlin’s Byzantine-aware adaptation

mechanisms. By combining multiple complementary approaches—consensus-verified metrics, cross-

shard validation, threshold signatures, and transaction-as-witness validation—Marlin achieves a high
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Figure 8.12: Accuracy of resharding decisions under different validation mechanisms

degree of resilience against attempts to manipulate its adaptive sharding process. This Byzantine

awareness is essential for maintaining both performance and security in untrusted environments.

8.10. Comparative Analysis (RQ6)

To contextualize Marlin’s performance, we compare it with both baseline approaches and state-of-

the-art systems that implement either Byzantine fault tolerance or adaptive sharding (but typically

not both).

8.10.1. Comparison with Baseline Systems

We compare Marlin with three baseline systems to establish its performance characteristics within

the broader landscape of distributed database technologies. Static-PBFT represents a sharded

system using PBFT consensus without adaptive sharding capabilities, providing a direct comparison

point for the value of our adaptive mechanisms. Hashgraph-Sharded implements a sharded version

using Hashgraph consensus, representing an alternative Byzantine-resistant approach with different

performance characteristics. TiKV is included as a popular distributed key-value store based on

Raft consensus, offering insights into the performance trade-offs between Byzantine and crash fault

tolerance models. Table 8.4 presents a summary of the performance metrics across these systems.
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Table 8.4: Comparative Performance Analysis
Metric Marlin Static-PBFT Hashgraph TiKV
Workload A, No Cross-Shard (ops/sec)
Throughput 7,276 7,004 5,695 9,554
P99 Latency (ms) 45 48 65 35
Workload A, 25% Cross-Shard (ops/sec)
Throughput 4,641 4,556 3,264 5,457
P99 Latency (ms) 95 98 142 78
Workload A, 50% Cross-Shard (ops/sec)
Throughput 3,604 2,805 2,006 3,213
P99 Latency (ms) 125 168 215 145
Byzantine Fault Tolerance
Tolerates Failures Yes Yes Yes No
Throughput with Faults 5,457 5,134 4,199 N/A
Latency with Faults (ms) 68 73 112 N/A

TiKV shows the best performance for single-shard operations due to its simpler consensus protocol

(Raft), but it does not provide Byzantine fault tolerance. Marlin outperforms Static-PBFT and

Hashgraph in most scenarios, particularly when cross-shard transactions are involved. This advantage

becomes more pronounced at 50% cross-shard ratio, where Marlin’s adaptive sharding mechanisms

significantly reduce the cross-shard coordination overhead.

8.10.2. Performance Under Faults

We evaluate how each system performs in the presence of Byzantine faults. Figure 8.13 shows the

impact of Byzantine nodes on throughput.

All systems show performance degradation as the number of Byzantine nodes increases, but Marlin

maintains higher throughput compared to the baselines. With 4 Byzantine nodes (25% of the total

nodes, or 1 per shard), Marlin still achieves 68% of its fault-free throughput, while Static-PBFT

and Hashgraph drop to 42% and 24%, respectively. This resilience is attributed to Marlin’s efficient

view-change protocol and its ability to adapt data placement to minimize interactions with affected

shards.
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Figure 8.13: System performance over 24 hours with gradually evolving workload patterns

8.11. Summary of Results

Our comprehensive evaluation demonstrates that Marlin effectively achieves its goals across multiple

dimensions:

• RQ1: Performance Improvement: Marlin provides up to 2.5× throughput improvement over

static sharding through adaptive data placement. As expected, our optimized centralized baseline

achieves slightly higher performance (15-20%) than our novel decentralized architecture due to its

global workload visibility, but this comes at the cost of requiring a trusted component.

• RQ2: Workload Adaptation: Both our centralized baseline and novel decentralized architecture

effectively adapt to changing workloads. The centralized baseline converges to optimal placement

more quickly due to its global view, while our decentralized architecture provides smoother

transitions with less disruption and no single point of failure. The Key Affinity Resharding (KAR)

algorithm demonstrates up to 85% reduction in cross-shard transactions during severe workload

shifts in both approaches.

• RQ3: Resharding Overhead: The system maintains over 70% of normal throughput even

during major resharding operations (30% of keys), with recovery times of 15 seconds or less. This

demonstrates that the adaptation mechanisms introduce acceptable and temporary overhead while
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providing significant long-term benefits.

• RQ4: Byzantine Fault Tolerance: Marlin maintains correctness and performance in the

presence of Byzantine faults, with throughput degrading gracefully as the number of faulty nodes

increases. With 25% Byzantine nodes, the system still achieves 68% of its fault-free throughput,

significantly outperforming alternative approaches. Notably, our decentralized architecture demon-

strates superior resilience compared to the centralized baseline when facing Byzantine failures

that target the coordinator component.

• RQ5: Byzantine-Aware Adaptation: Our multi-layered Byzantine-aware adaptation approach

effectively prevents malicious nodes from manipulating resharding decisions. Key mechanisms—consensus-

verified metrics, cross-shard validation, threshold signatures, and transaction-as-witness valida-

tion—demonstrate high effectiveness, with resharding accuracy remaining above 90% even with

up to 25% Byzantine nodes in the system.

• RQ6: Comparative Analysis: Compared to baseline and state-of-the-art systems, Marlin

demonstrates superior performance with cross-shard transactions and under Byzantine faults.

While TiKV achieves higher raw throughput for single-shard operations due to its simpler consensus

protocol, it lacks Byzantine fault tolerance, demonstrating the value of Marlin’s design trade-offs.

These results confirm that combining adaptive sharding with Byzantine fault tolerance is not

only feasible but highly beneficial for distributed systems in untrusted environments. Our results

demonstrate the progression from an optimized centralized baseline to a novel fully decentralized

architecture that eliminates trusted components while maintaining comparable performance. The

decentralized architecture represents the primary innovation in Marlin, showing that adaptive

sharding can operate effectively even in environments where no trusted entities can exist.

The next chapter discusses related work, positioning Marlin in the context of prior efforts in

distributed databases, sharding, and Byzantine fault tolerance.
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CHAPTER 9

Byzantine Attack Models and Defenses

In this chapter, we explore potential Byzantine attack vectors against Marlin and how the system’s

design mitigates them. We consider both attacks on the consensus layer and on the adaptive sharding

mechanism.

9.1. Introduction to Byzantine Attacks

Byzantine nodes may deviate arbitrarily from protocol, so we examine attacks in a few categories:

• Consensus Disruption: e.g., a malicious leader delaying or dropping messages to stall

progress.

• Adaptive Mechanism Manipulation: e.g., falsifying metrics or exploiting the resharding

process to cause instability or imbalance.

• Resource Exhaustion (DoS): e.g., flooding the network with bogus requests.

• Data Integrity Attacks: e.g., attempting to violate data consistency by diverging replicas.

Marlin’s use of PBFT addresses data consistency and consensus liveness under up to f faults per

shard. We focus here on attacks specifically relevant to the sharding aspect.

The theoretical foundations of Byzantine fault tolerance date back to Lamport, Shostak, and Pease’s

seminal work in 1982, where they formally defined the Byzantine Generals Problem. This problem

established the fundamental challenge of reaching agreement in distributed systems where components

may fail in arbitrary ways. Later work, particularly the Practical Byzantine Fault Tolerance (PBFT)

algorithm by Castro and Liskov, demonstrated that Byzantine fault tolerance could be achieved

with reasonable performance in partially synchronous networks, requiring 3f+1 replicas to tolerate f

Byzantine faults.

Marlin builds upon these theoretical foundations but faces additional challenges due to its dynamic

sharding architecture. The system must not only ensure agreement within each shard but also

97



maintain correctness during shard reconfigurations and cross-shard operations when Byzantine nodes

may be present.

9.2. Consensus-Layer Attacks

A malicious primary (leader) could attempt to prevent the system from making progress by not

sending client requests into the consensus or by equivocating. PBFT handles equivocation by

requiring 2f + 1 matching messages; a leader who sends conflicting info will be ignored by honest

replicas. If a leader simply stops responding (or only responds to some), PBFT’s view change will

replace it after a timeout. We configured view change timeouts adaptively (based on recent commit

latency), to ensure a prompt switch (in testing, usually on the order of a few seconds to detect and

shift view).

Another attack is a malicious replica flooding the network with bogus consensus messages. Since

replicas only accept messages with correct signatures and in the right protocol state, these are largely

ignored (though they consume some bandwidth/CPU for signature verification). We measured

that even if a faulty replica sends 10x normal traffic, it did not break safety; throughput for actual

transactions fell only slightly (we observed modest throughput degradation, on the order of 10–20%),

but not more since others disregard out-of-sequence messages beyond an extent.

Byzantine attackers targeting the consensus layer employ several other sophisticated techniques:

• Timing Attacks: Malicious nodes might deliberately delay responses to trigger timeouts or

force view changes, degrading performance. These attacks exploit the asynchronous nature of

distributed systems, where message delays are indistinguishable from node failures.

• Message Withholding: A Byzantine primary might selectively ignore requests from certain

clients or replicas to create service inconsistencies. This form of censorship can affect system

fairness and potentially enable denial-of-service attacks against specific users.

If successful, consensus-level attacks could lead to fork scenarios where different parts of the system

have incompatible states, violating the safety property of consensus. In a sharded environment like

Marlin, the challenge is magnified because consensus must be maintained not only within shards but
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also for operations that span multiple shards.

9.3. Cross-Shard Transaction Attacks

The cross-shard transaction mechanism in Marlin introduces additional attack vectors that adversaries

may exploit:

• Shard Coordination Attacks: In two-phase commit protocols for cross-shard transactions, a

Byzantine coordinator could send inconsistent decisions to different shards, potentially leading

to data inconsistencies.

• False Abort/Commit: Byzantine nodes might falsely claim that a participant shard voted

to abort (or commit) when it did not, targeting the atomic commitment property essential for

cross-shard transaction integrity.

• Transaction Flooding: Adversaries could flood the system with cross-shard transactions to

overload the coordination mechanisms, as these transactions are inherently more expensive

than single-shard ones.

Cross-shard transaction attacks are particularly concerning because they can affect the atomicity

and isolation properties critical for maintaining database correctness. For instance, if an attacker

succeeds in causing some shards to commit a transaction while others abort, it could lead to database

inconsistencies where parts of a transaction are applied while others are not.

Marlin’s defense against these attacks involves securing the two-phase commit protocol with additional

verification steps. Each shard’s decision to prepare or commit is itself reached through Byzantine

consensus among the replicas in that shard, preventing a single Byzantine node from misrepresenting

a shard’s vote. Furthermore, transaction coordinators must provide cryptographic evidence of

participant shard decisions before the final commit can proceed.

9.4. Resharding Process Attacks

The resharding protocol itself could be attacked. For instance: - A malicious source leader could

propose moving a key and then fail to send the data after others agreed, trying to cause inconsistency.

In Marlin, the commit step is only executed after data transfer acknowledgment. If data isn’t sent,
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the destination times out and aborts, so consistency is preserved (the source still has the key). - A

malicious destination leader could agree to a move but then not actually integrate the new data or

lie about it. However, since the destination’s replicas all run PBFT to accept the key, the malicious

leader alone can’t trick them into thinking it’s accepted unless f +1 replicas collude, which is beyond

our threat model. If it doesn’t integrate data, clients queries to that shard for the moved key would

fail—our client library detects such failures (if a key is "missing" unexpectedly) and can flag an alert.

Furthermore, monitoring would likely catch that something’s off (the key is not where mapping says).

- Coordinated malicious proposals: Suppose leaders of two shards collude to continuously hand a hot

potato key back and forth, aiming to create oscillation. Marlin’s defense is mainly its hysteresis in

adaptation (it won’t move the same key again if recent move didn’t improve metrics enough). Also,

such moves require agreement from both shards each time, so at least some honest replicas in either

shard would oppose if it clearly just swapped back unnecessarily. Nonetheless, recognizing malicious

oscillation is an area for potential improvement (like limit how often a key can be moved in a time

window).

Marlin’s adaptive resharding capability introduces other unique attack vectors not present in static

BFT systems:

• Workload Manipulation: Byzantine clients could generate artificial workload patterns

designed to trigger inefficient resharding decisions, creating bursts of transactions spanning

specific key combinations to trick the system into placing frequently accessed keys on different

shards. This is particularly dangerous for adaptation mechanisms that consider only individual

key access frequencies rather than transaction patterns.

• False Statistics: Malicious nodes might report false statistics about transaction patterns

or shard loads to influence resharding decisions, directly targeting the monitoring data used

by Marlin’s adaptive algorithms. Such attacks could lead to unnecessary data movement or

suboptimal placement if unchecked.

• Denial of Service via Resharding: Attackers could attempt to constantly trigger resharding

operations, inducing continual overhead and performance degradation, as resharding is a
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resource-intensive operation. This represents a unique amplification attack where a small

amount of adversarial activity can trigger expensive system-wide reconfiguration.

• Transaction Pattern Forgery: A sophisticated attacker might craft transaction patterns

that, when processed by the adaptive algorithm, cause otherwise unrelated keys to be moved

together, potentially creating future performance bottlenecks or enabling subsequent attacks.

Marlin integrates multiple defenses against these attacks, with the Key Affinity Resharding (KAR)

algorithm (also referred to as our Transaction-Aware Adaptive Partitioning approach, detailed in

Chapter 6) serving as the primary bulwark. Unlike simplistic key-counting approaches, KAR’s

transaction-level awareness makes it inherently resistant to manipulation by considering multi-key

relationships derived from consensus-verified transaction logs. This context-rich approach allows

legitimate transaction patterns to outweigh artificial ones in resharding decisions.

Additionally, Marlin employs several complementary defensive measures. First, all resharding

decisions are based on transaction patterns that have been confirmed through consensus, rather

than unverified claims from individual nodes. Second, resharding operations require approval from

both source and destination shards through Byzantine fault-tolerant voting, preventing unilateral

manipulation. Third, rate-limiting mechanisms prevent excessive resharding activities, enforcing

cooling-off periods (typically 5-10 minutes as described in Section 6.3.7) after each data movement

to prevent oscillation attacks. Finally, the system employs statistical anomaly detection to identify

suspicious patterns in proposed resharding operations.

9.5. Data Integrity and Consistency

A Byzantine replica might try to serve stale or wrong data to clients. Marlin clients wait for f + 1

matching replies in PBFT, so a lone bad reply is ignored. A group of colluding replicas within

one shard (up to f) can’t cause a committed transaction to be rolled back or a wrong one to

commit—PBFT guarantees consistency as long as quorum is honest.

One subtle issue is during resharding: a malicious node in the source shard could refuse to delete a

key after transfer, trying to create a duplicated key situation. However, once the reshard commit
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is agreed, honest replicas in source shard will reject any further accesses to that key (since shard

map now says it’s elsewhere). The malicious replica might still have the data, but it can’t make the

system use it unless it also compromised the client or majority of that shard.

We considered using cryptographic hashes to validate data transfers (destination can ask source for

a hash or proof that data is latest). We ultimately rely on PBFT’s integrity: since all transactions

that modified that key were agreed, the source’s data is latest by definition. In the presence of faults,

adding an application-level checksum might be prudent (to detect silent data corruption by a faulty

source during transfer). This is an engineering hardening that could be added.

9.6. Implementation of Attack Simulators

To evaluate Marlin’s resilience against Byzantine attacks, we implemented several attack simulators

that emulate different types of Byzantine behavior. These simulators allow us to test the system’s

defenses under controlled but realistic attack scenarios, providing empirical evidence of its Byzantine

fault tolerance.

9.6.1. Malicious Primary Simulator

The Malicious Primary Simulator models a Byzantine primary node that exhibits various forms of

malicious behavior. The simulator implements a range of attack strategies: it selectively drops client

requests based on client identity or transaction content; introduces artificial delays to consensus

messages to trigger timeouts and view changes; attempts to send inconsistent pre-prepare messages

to create divergent execution paths; and tries to reorder transactions to benefit certain clients or

break causal dependencies.

This simulator helps us evaluate how well Marlin’s consensus protocol handles Byzantine primaries,

which are particularly dangerous because of their central role in ordering transactions. Our imple-

mentation allows configurable attack types and severity levels:

1 class ByzantinePrimarySimulator:

2 def __init__(self , replica_id , total_replicas , shard_id):

3 self.replica_id = replica_id

4 self.is_primary = False
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5 self.attack_type = get_attack_type () # From configuration

6 self.severity = get_attack_severity () # From configuration

7

8 def process_client_request(self , request):

9 if not self.is_primary:

10 return request # Only primaries can attack

11

12 # Extract request info

13 req_type , req_msg , client_id = request

14

15 # Execute attack based on type

16 if self.attack_type == ’selective_drop ’:

17 if self.should_attack(client_id):

18 return None # Drop the request

19

20 elif self.attack_type == ’delay’:

21 if self.should_attack(client_id):

22 time.sleep(random.uniform (0.2, 2.0) * self.severity)

23

24 elif self.attack_type == ’reorder ’:

25 # Logic to reorder transactions

26 pass

27

28 return request # Return potentially modified request

Listing 9.1: Simplified Byzantine Primary Attack Simulator

Our experiments with this simulator showed that Marlin successfully maintains safety (our ex-

periments did not reveal any safety violations) even when the primary is Byzantine. When the

primary selectively dropped requests, the view change mechanism correctly detected the inactivity

and replaced the primary. When the primary introduced delays, the system experienced temporary

performance degradation but maintained correctness.
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9.6.2. Resharding Attack Simulator

The Resharding Attack Simulator models Byzantine behavior targeting Marlin’s adaptive resharding

mechanism, implementing several attack vectors: workload manipulation to trigger inefficient

resharding; false reporting of statistics to influence resharding decisions; unauthorized resharding

proposals; and disruption of ongoing resharding operations.

This simulator helps us evaluate how well Marlin’s resharding protocol handles Byzantine attempts

to manipulate the system’s data distribution:

1 # Pseudocode for resharding attack simulation

2 def simulate_workload_manipulation ():

3 # Generate artificial cross -shard transactions to trigger resharding

4 for i in range(MANIPULATION_COUNT):

5 keys = select_keys_across_shards ()

6 generate_transaction(keys)

7

8 def simulate_false_statistics(shard):

9 # Report false statistics about transaction patterns

10 actual_stats = collect_transaction_stats ()

11 manipulated_stats = manipulate_stats(actual_stats)

12 report_stats(manipulated_stats)

Listing 9.2: Resharding Attack Concepts

Our evaluation showed that Marlin’s resharding protocol effectively mitigates these attacks. Workload

manipulation attacks were limited in their effectiveness because resharding decisions are based on

a history of transactions, not just recent patterns. False statistics were filtered out because the

monitoring system relies on consensus-verified transactions, not unverified reports from individual

nodes.

9.7. Theoretical Security Analysis

Beyond empirical evaluation through attack simulators, we conducted a theoretical security analysis

of Marlin’s design to provide formal assurances of its Byzantine fault tolerance properties.
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9.7.1. Safety and Liveness Guarantees

Marlin’s security properties can be formalized in terms of safety and liveness:

• Safety: If an honest client receives a response for an operation, all honest clients will eventually

receive the same response for that operation. The sequence of operations observed by any

honest client is consistent with a single, linearizable execution.

• Liveness: Every operation submitted by an honest client will eventually be processed, assuming

the system eventually operates under synchronous conditions for a sufficient period.

These properties are based on fundamental assumptions:

• In each shard of size 3f + 1, at most f nodes are Byzantine

• The network is eventually synchronous (messages sent between honest nodes will be delivered

within some bounded time after a global stabilization time)

• Cryptographic primitives (digital signatures, hash functions) are secure

The safety proof follows from the quorum intersection property of Byzantine consensus: any two

quorums of size 2f + 1 in a system of 3f + 1 nodes must intersect in at least one honest node. This

ensures that decisions cannot diverge across different quorums. For cross-shard operations, safety is

preserved by the two-phase commit protocol combined with Byzantine consensus within each shard.

The liveness proof relies on the eventual synchrony assumption and the view change protocol, which

ensures progress even if the current primary is Byzantine or unavailable. For resharding operations,

liveness is maintained through the rate-limiting mechanisms that prevent Byzantine nodes from

continuously triggering resharding operations that could block progress.

9.8. Future Attack Vectors

Future work could examine stronger attack models: e.g., an adversary controlling a fraction of nodes

across many shards aiming to slowly corrupt the system or slip in inconsistent operations. Marlin’s

current design is robust up to the threshold but not beyond; techniques like proactive recovery

(restarting nodes periodically) or using diverse implementations could reduce risk of correlated
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failures.

To address denial-of-service, one can integrate admission control. We assume a somewhat controlled

setting (Byzantine in terms of arbitrary behavior, but not unlimited ability to spam—practically,

networking and consensus logic impose limits).

Another vector is attacks on the monitoring system: e.g., a malicious replica falsifying metrics to trick

the shard into thinking it’s overloaded or under attack. Marlin’s approach of using consensus-agreed

transaction logs for metrics (rather than individual reports) mitigates much of this; a node can’t

fake the number of cross-shard transactions since that’s counted from actual executed ops. A node

could misreport its CPU usage or something, but we did not use any metric in decisions that isn’t

ultimately verifiable via consensus (except suspicion of Byzantine behavior itself, which if misreported

could cause view changes—however, those view changes require some evidence like missed messages,

not just one node’s word).

In summary, Marlin’s design choices—consensus everywhere, distributed agreement on reconfiguration,

and cautious adaptation policies—provide a strong defense against a range of Byzantine attacks.

While sophisticated adversaries could still cause performance degradation (e.g., forcing more view

changes or unsuccessful reshard attempts), maintaining system safety and liveness (with at most

temporary performance loss) is achieved under our threat model. The next chapter situates these

contributions relative to prior work.
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CHAPTER 10

Related Work

This chapter situates Marlin within the existing literature, highlighting its unique contributions

to adaptive distributed systems, Byzantine fault tolerance, and machine learning in sharding. We

organize our discussion around key areas that Marlin advances beyond existing solutions.

10.1. Adaptive Distributed Systems

Distributed systems have evolved from static configurations to dynamic, adaptive architectures.

Early systems like Google’s Spanner Corbett et al. (2013) and Amazon’s Dynamo DeCandia et al.

(2007) achieved scalability through well-defined data partitioning and consistency protocols. However,

these systems were designed for trusted environments and lacked mechanisms to handle dynamic

workload shifts or adversarial conditions.

10.1.1. Static Sharding Approaches

Traditional sharding techniques, such as those employed by SWORD Quamar et al. (2013) and

SharPer Amiri et al. (2021), address scalability by partitioning data across nodes. SWORD focuses

on dynamic data placement but assumes a trusted environment, while SharPer introduces Byzantine

fault tolerance but with static shard boundaries. Systems like Schism Curino et al. (2010) and

SWORD use graph or hypergraph models to find good initial partitions, but they assume crash

failures or no failures at all. These approaches, while effective in their respective domains, fail to

address the challenges of dynamic workloads in untrusted environments.

10.1.2. Dynamic Sharding Solutions

Recent work has explored dynamic sharding in trusted environments. More recent work in cloud

databases, such as E-Store Taft et al. (2014a) and NashDB, looked at dynamic reconfiguration

for transactional databases with more focus on performance. E-Store’s machine-learning-guided

reconfiguration is noteworthy; it adjusts partitions in a transaction processing system online. However,

these systems rely on trusted coordinators and cannot handle Byzantine failures.
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AutoPlacer Rzadca et al. (2020) and other recent industry approaches use centralized control and

linear programming or heuristics for data placement. Marlin’s decentralized mode contrasts with these

by eliminating the central controller and making decisions peer-to-peer. This choice is uncommon

in prior art (most adaptive systems still rely on a central "brain"), but it aligns with the trend in

blockchain and decentralized systems to avoid trusted components.

Marlin extends these principles by introducing adaptive sharding mechanisms that dynamically

adjust shard boundaries based on real-time workload patterns while ensuring fault tolerance in

untrusted settings.

10.2. Byzantine Fault Tolerance

Byzantine fault-tolerant protocols have become essential for ensuring system reliability in untrusted

environments. We examine both consensus protocols and their application in sharded systems.

10.2.1. Consensus Protocols

Protocols like PBFT Castro and Liskov (1999) and HotStuff Yin et al. (2019) enable consensus

in adversarial environments but often assume static configurations. While protocols like Tender-

mint Kwon (2014) and Hyperledger Fabric Androulaki et al. (2018) have improved scalability, they

still lack adaptability to dynamic workloads.

Traditional BFT research has focused on state machine replication and consensus (e.g., PBFT,

Zyzzyva Kotla et al. (2007), HotStuff Yin et al. (2019)). Marlin addresses this gap by integrating

PBFT into its adaptive sharding framework, providing dynamic consensus mechanisms that maintain

system reliability under adversarial conditions.

10.2.2. Sharded BFT Systems

Several systems have attempted to combine sharding with Byzantine fault tolerance. SharPer

Amiri et al. (2021) introduces static sharding with BFT consensus, providing strong fault tolerance

but lacking the ability to adapt to changing workload patterns or dynamic data distributions.

Blockplane Nawab and Sadoghi (2019) employs a coordinator-based approach for cross-shard

transactions, but its reliance on trusted coordinators limits its applicability in fully adversarial
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or decentralized environments. Saguaro Amiri et al. (2023) implements dynamic sharding

mechanisms, yet it still requires trusted components for coordination, which can become points of

vulnerability in Byzantine settings.

Qanaat Amiri et al. (2022) and Sharper Amiri et al. (2021) explore sharded Byzantine consensus

for blockchain contexts. These systems aim to scale consensus throughput by partitioning the state.

Marlin addresses a different question: not just scaling throughput, but dynamically moving the

partition boundaries in response to workload, which Qanaat and Sharper do not focus on (their

sharding is static or pre-defined).

OmniLedger Kokoris-Kogias et al. (2018) and ByzCoin tackled reconfiguration of committees in

permissionless settings (using randomness to reshuffle periodically). While their context is different

(cryptocurrency networks), there is conceptual overlap in ensuring safety during reconfiguration.

Marlin’s approach can be seen as more workload-driven rather than time- or randomness-driven.

Marlin differs from these systems by providing fully decentralized adaptive sharding without trusted

components, while maintaining Byzantine fault tolerance guarantees.

10.3. Secure Sharding in Blockchains

There’s a body of work on sharding in blockchain (e.g., Elastico, Ethereum 2.0’s sharding design)

where security is paramount. They typically randomly assign transactions or accounts to shards to

avoid an attacker concentrating power. Marlin’s threat model is different (permissioned setting),

and we aim for performance and adaptivity more than censorship resistance. Nonetheless, our work

intersects with blockchain sharding in that we also require cross-shard consensus (our BFT-2PC is

analogous to atomic cross-shard commits in blockchain transactions).

Notably, Chainspace and Hyperledger Fabric support cross-shard (or cross-chain) transactions

with BFT ordering, but neither actively rebalances the partitions based on load. Marlin could be

conceptually applied to those contexts to adjust how assets or contracts are partitioned among

committees.
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10.4. Learning-Based Optimization in Distributed Systems

Machine learning has emerged as a powerful tool for optimizing distributed systems. We examine its

application in various aspects of system design.

10.4.1. Reinforcement Learning Approaches

Recent work has demonstrated the effectiveness of reinforcement learning in dynamic system

adaptation. NeuroShard Eldeeb et al. (2022) employs reinforcement learning to optimize the

sharding of embedding tables in machine learning systems, balancing multiple objectives such as

memory usage and access latency. Various systems leverage reinforcement learning for components

like learned indexing and scheduling (e.g., Decima), enabling adaptive behavior in response to

changing workloads and system conditions.

There is emerging research on using machine learning to tune and adapt database systems (e.g.,

query routing, partitioning, indexing). Marlin currently uses more algorithmic and heuristic methods

(affinity scores, etc.), not black-box learning. However, one could imagine extending Marlin with

an ML model to predict which keys to move for best effect (similar to what Sana does for caching

decisions or what others do for index tuning).

10.4.2. Byzantine-Resilient Learning

Recent advances in Byzantine-resilient optimization have great shown promise. Guerraoui et

al. Guerraoui et al. (2024) propose Byzantine-resilient optimization methods for distributed

systems, focusing on robust aggregation and consensus in the presence of adversarial nodes. Gupta

et al. Gupta et al. (2020) develop fault-tolerant stochastic gradient descent (SGD) techniques for

distributed learning, ensuring convergence and accuracy even when some participants are malicious.

Marlin extends these ideas by integrating ML-driven decision-making at the system level, dynamically

optimizing shard boundaries and resource allocation while maintaining Byzantine fault tolerance.
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10.5. Distributed Key-Value Stores

Systems like Dynamo DeCandia et al. (2007) and Cassandra partition data and handle node failures

(with eventually-consistent techniques), but assume non-adversarial fail-stop failures. They also

often rely on consistent hashing to avoid centralized reconfiguration logic. Marlin’s centralized

approach for baseline has some similarity to those systems when dealing with scaling (add node

triggers partition split, etc.), but Marlin’s decentralized adaptation has more in common with gossip

protocols and collaborative load balancing seen in systems like Amazon S3’s partition management

(though those are not Byzantine fault-tolerant).

10.6. Contributions Beyond the State of the Art

Marlin bridges several gaps in the existing literature by offering a comprehensive set of innovations:

• Dynamic Sharding in Byzantine Settings: The system introduces fully dynamic sharding

mechanisms that enable real-time adaptation to workload changes, a capability not present in

prior BFT sharded systems.

• Trustless Byzantine Fault Tolerance: Our primary contribution—the fully decentralized

architecture—achieves Byzantine fault tolerance without relying on trusted components, ensur-

ing robust operation even in adversarial environments. While our centralized baseline provides

performance benefits with limited trust assumptions, our decentralized design eliminates trusted

components entirely.

• Efficient Cross-Shard Transactions: Marlin provides efficient cross-shard transaction

handling, maintaining high performance and consistency even when transactions span multiple

shards in the presence of Byzantine faults.

• Progressive Architectural Development: The system begins with an optimized centralized

baseline before progressing to our primary contribution—a fully decentralized architecture.

This methodical approach demonstrates how adaptive sharding can be implemented across

different trust assumptions while providing insights into the performance trade-offs involved.

• Localized Heuristic Resharding: This enables efficient adaptation to workload changes,

reducing the need for global coordination and minimizing data movement.
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• Global Optimization: Through the use of hypergraph partitioning, Marlin balances load

and minimizes cross-shard transactions across the entire system.

Marlin demonstrates significant performance improvements, achieving a 2.1x throughput improvement

over static sharding approaches, highlighting the benefits of dynamic adaptation. The system

achieves a 35% reduction in cross-shard transactions, directly improving performance and reducing

coordination overhead. Furthermore, Marlin scales effectively to 8 clusters while maintaining high

performance, demonstrating its practical applicability in large-scale distributed environments.

In summary, Marlin stands at the intersection of several research areas:

• Like adaptive databases, it automatically repartitions data when needed, but it uniquely does

so in a Byzantine environment.

• Like sharded blockchains, it divides state among groups and coordinates between them, but it

brings adaptivity to improve performance rather than just scaling out.

• It embraces decentralization more than typical adaptive systems by not relying on a single

trusted component for making reconfiguration decisions.

• It bridges two traditionally separate concerns: performance optimization (through sharding)

and security (through BFT consensus and adversary-aware design).

No prior system, to our knowledge, provides an integrated solution that achieves both high perfor-

mance through adaptive sharding and strong Byzantine fault tolerance without requiring trusted

components. Marlin’s key contribution is in demonstrating that these can be combined effectively

in a fully decentralized architecture, while also providing an optimized centralized baseline for

environments with limited trust assumptions.
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CHAPTER 11

Conclusion

This dissertation addresses critical challenges in distributed systems, particularly adaptive sharding

and Byzantine fault tolerance. Through Marlin, we introduce a framework that enhances scalability,

fault tolerance, and adaptability in untrusted environments, demonstrating that effective adaptive

sharding is possible in Byzantine settings with no trusted components.

11.1. Summary of Contributions

• Adaptive Sharding Framework: Marlin introduces an adaptive sharding mechanism

that dynamically adjusts data partitions in response to workload changes while maintaining

Byzantine fault tolerance. Beginning with a centralized baseline, we progress to our pri-

mary contribution—a fully decentralized architecture that eliminates single points of failure.

Byzantine-aware adaptation mechanisms ground decisions in consensus-agreed observations

and require multi-shard agreement for data movement, preventing manipulation by malicious

nodes.

• Fault Tolerance with PBFT: The system integrates Practical Byzantine Fault Tolerance

for both intra-shard and cross-shard consensus, tolerating up to f Byzantine nodes per shard

out of 3f + 1 replicas, and implementing secure cross-shard transaction coordination. We

enhanced PBFT with optimizations like batching and adaptive view change timeouts, while

incorporating attack detection mechanisms and robust recovery procedures.

• Comprehensive Evaluation: Our evaluation demonstrates Marlin’s effectiveness across

diverse scenarios. The adaptive architecture significantly outperforms static approaches with

dynamic or skewed access patterns and reduces cross-shard transaction rates. Marlin scales

effectively while maintaining performance under adversarial conditions, preserving a substantial

portion of its fault-free throughput and outperforming approaches that lack adaptive load

balancing.
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11.2. Broader Implications

This research has significant implications for future distributed systems. Marlin’s successful combina-

tion of adaptive sharding with Byzantine fault tolerance demonstrates that performance and security

can coexist, particularly important for applications in decentralized finance, secure cloud databases,

and IoT infrastructure where workloads are unpredictable and environments may be zero-trust.

The techniques developed can inspire follow-on work in various domains, from blockchain platforms

to cloud storage services. A key insight is the value of grounding adaptation decisions in consensus-

agreed state rather than local observations, yielding a system difficult for adversaries to manipulate—a

principle applicable to any control-plane decisions in adversarial distributed systems.

11.3. Final Thoughts

This dissertation represents a significant step toward more adaptive, resilient, and secure distributed

systems. By addressing the intersection of Byzantine fault tolerance and adaptive sharding, Marlin

opens new possibilities for distributed applications in untrusted environments.

The experimental results validate our approach, demonstrating substantial performance improvements

while maintaining strong security guarantees. As distributed systems continue to permeate critical

infrastructure, maintaining both adaptability and security becomes increasingly vital. Marlin

demonstrates these properties can coexist through careful system design and robust protocols,

representing an important milestone in the journey from static, centralized systems toward dynamic,

resilient, and efficient distributed services.
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CHAPTER 12

Future Work and Research Directions

While this dissertation presents a comprehensive solution for adaptive sharding in Byzantine envi-

ronments, there are several promising research directions that build upon Marlin’s foundation. This

chapter outlines key future research directions that could extend the concepts introduced in this

dissertation.

12.1. Machine Learning for Adaptive Sharding

A natural extension of our work would be to incorporate machine learning techniques to enhance

the adaptive sharding process:

• Reinforcement Learning for Data Placement could train agents that make optimal

data placement decisions based on long-term performance rewards, potentially discovering

non-intuitive partitioning strategies and adapting to changing conditions.

• Predictive Workload Modeling could enable proactive adaptation by anticipating cyclical

patterns, emerging hotspots, and scheduling resharding operations during periods of low system

load.

• Anomaly Detection for Byzantine Behavior could enhance fault tolerance by identifying

anomalous access patterns that might indicate malicious behavior, distinguishing legitimate

workload changes from adversarial patterns.

12.2. Trusted Execution Environments Integration

Leveraging trusted execution environments (TEEs) like Intel SGX, AMD SEV, or ARM TrustZone

could significantly reduce the overhead of Byzantine fault tolerance in Marlin:

• Reduced Replication Requirements could potentially lower the required replication factor

from 3f + 1 to 2f + 1 for the same fault tolerance level by executing critical code in TEEs.
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• Secure Monitoring and Attestation could provide guaranteed truthful metrics gathering

in enclaves, enhancing the reliability of performance monitoring data used for resharding

decisions.

• Confidential Computing for Privacy could allow data to remain encrypted even during

processing, enabling Marlin to handle sensitive workloads with strict privacy requirements.

12.3. Real-World Application Integration

Tailoring Marlin for specific application domains presents interesting research opportunities:

• Blockchain Systems integration could address scalability challenges while maintaining

security, with research needed on permissionless settings, cross-shard smart contract execution,

and mitigating blockchain-specific attacks.

• Decentralized Finance Applications present unique challenges due to their high value and

complex dependency structures, requiring optimization for financial transaction patterns and

atomicity guarantees for multi-asset transactions.

• Edge Computing and IoT extensions would require adapting consensus and sharding

mechanisms for resource-constrained devices, handling intermittent connectivity, and developing

lightweight Byzantine protocols.

12.4. Larger-Scale and Heterogeneous Deployments

Evaluating and extending Marlin to larger scales would help uncover scalability bottlenecks:

• Extreme Scale Deployments with dozens of shards and hundreds of nodes would help

identify scaling limitations in resharding protocol performance, communication patterns, and

membership management.

• Heterogeneous Hardware and Network Environments require more sophisticated

allocation strategies that consider varying node capabilities and optimize data placement to

minimize cross-region communication.
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• Multi-Datacenter Awareness adds another dimension to sharding decisions, balancing data

locality with Byzantine fault tolerance across regions and handling regional failures.

12.5. Concluding Thoughts

The research presented in this dissertation demonstrates that adaptive mechanisms can coexist

with Byzantine fault tolerance, opening numerous avenues for future research. By pursuing these

research directions, we aim to build distributed systems that scale efficiently, resist attacks, and

continuously evolve to meet changing demands. Marlin serves as an early step in the journey toward

more autonomous, resilient, and efficient distributed services.
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APPENDIX A

SENSITIVITY TO NETWORK CONDITIONS

This appendix evaluates how network delay and bandwidth affect the relative performance of the

centralized and decentralized architectures.

A.1. Experimental Setup

We use the Linux traffic control utility (tc) to emulate network conditions on hilbit1, applying the

same configuration to both architectures. Baseline measurements show D = 0.038ms round-trip

latency and T ≈ 47Mbit/s throughput. All experiments use a four-shard deployment running

YCSB-T Workload B with 40% cross-shard transactions.

Figure A.1: Throughput over time under baseline (1 × D, 1 × T ), increased delay (2 × D), and
reduced throughput (0.5× T ).

We test three configurations: (1) Baseline (1 ×D, 1 × T ) with no modifications; (2) Increased

delay (2×D) at ≈ 0.076ms via tc netem; and (3) Reduced throughput (0.5×T ) at ≈ 23Mbit/s

via tc tbf. We omit 0.5×D (cannot reduce below physical latency) and 2× T (hardware-limited).
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A.2. Analysis

Under baseline conditions (1×D, 1× T ), the centralized architecture achieves higher throughput

than the decentralized architecture. With an unconstrained network, the centralized coordinator’s

global view enables better shard placement, and the extra hops through the coordinator add little

overhead.

Under degraded network conditions, this advantage reverses. When delay is doubled (2 ×D) or

throughput is halved (0.5 × T ), the decentralized architecture sustains higher throughput than

the centralized one (Figure A.1). The reason is the different communication patterns of the two

designs. In the centralized architecture, each transaction traverses client → coordinator → shards

and back through the coordinator, introducing more network hops and bytes per transaction. The

decentralized architecture routes transactions directly to the relevant shards, requiring fewer global

round trips.

With reduced bandwidth (0.5× T ), throughput becomes limited by the number of bytes sent per

transaction. Because all traffic in the centralized design flows through the coordinator, it sends more

messages per transaction and is more sensitive to bandwidth constraints. The decentralized design

sends fewer messages and degrades less as bandwidth is reduced.

With increased delay (2 × D), throughput is limited by sequential round trips. The centralized

architecture pays the doubled latency on more hops, whereas the decentralized design can overlap

more work locally and completes transactions with fewer global round trips. As a result, its

throughput remains higher once delay is increased.

These experiments highlight an important tradeoff between the two designs. The centralized

architecture achieves higher throughput under ideal network conditions due to its ability to perform

global optimization, but its communication pattern makes it more sensitive to network degradation.

The decentralized architecture, with its leaner per-transaction network footprint, demonstrates

greater resilience under constrained network conditions and outperforms the centralized architecture

when delay is doubled or bandwidth is halved.
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APPENDIX B

END-TO-END RESHARDING EXAMPLE

This appendix provides a detailed walkthrough of the resharding process in Marlin, illustrating how

the decentralized architecture coordinates data movement across shards while maintaining Byzantine

fault tolerance. The example demonstrates the complete lifecycle of a resharding operation, from

proposal generation through validation and execution.

B.1. Problem Setup

To illustrate the resharding process, consider a system with three shards processing a workload of

eight transactions. Table B.1 presents the transaction workload, showing each transaction identifier

and its associated key access pattern.

Transaction ID Accessed Keys
T1 {A, B}
T2 {C, D}
T3 {C, D}
T4 {E}
T5 {A, B}
T6 {B, A}
T7 {E, F}
T8 {E, G}

Table B.1: Transactions and their accessed keys for the resharding example

B.2. Initial Key Distribution

The system begins with a suboptimal key distribution across the three shards, as shown in Table B.2.

This initial assignment results in a high rate of cross-shard transactions, as keys that are frequently

accessed together (such as A and B) are placed on different shards. Specifically, transactions T1, T5,

and T6 all require coordination between shards S1 and S2, while transaction T8 requires coordination

between shards S1 and S3.

Shard S1 S2 S3
Keys A, E, F B, C D, G

Table B.2: Initial key distribution across shards
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With this distribution, many transactions are cross-shard, resulting in high communication costs and

reduced throughput. The resharding process aims to co-locate frequently accessed keys to minimize

cross-shard coordination overhead.

B.3. Proposal Generation

In the decentralized architecture, each cluster independently generates proposals to transfer keys

based on its observed transaction history. The following example traces the proposal generation

process for Shard S1.

B.3.1. Transaction Frequency Analysis

Each node in the S1 cluster first identifies transactions that access one or more keys from its local

key set {A, E, F}. This analysis identifies transactions T1, T4, T5, T6, T7, and T8. Transaction

T4 is filtered from consideration since it only involves a single key (E) and therefore cannot be

cross-shard by definition.

The remaining transactions are then sorted based on the frequency of their accessed key combinations,

as shown in Table B.3. This frequency analysis forms the basis for identifying which keys would

benefit most from co-location.

Accessed Keys Frequency Shards Involved
{A, B} 3 S1, S2
{E, F} 1 S1
{E, G} 1 S1, S3

Table B.3: Transactions sorted by access frequency

B.3.2. Data Assignment Decision

Based on the frequency analysis, the S1 cluster’s leader proposes moving key A to shard S2 to

co-locate it with key B. This decision is driven by the observation that the key combination {A, B}

has the highest access frequency (3 transactions) and is currently split across shards S1 and S2.

The leader does not propose moving key E, despite transaction T8 involving keys from multiple

shards. This is because the algorithm processes transactions in frequency order, and transaction {E,

F} is evaluated first. Since both E and F are already co-located on S1, no movement is necessary for
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this transaction. The resulting proposed key distribution is shown in Table B.4.

Shard S1 S2 S3
Keys E, F A, B, C D, G

Table B.4: Proposed key distribution after co-locating A and B

B.3.3. Proposal Submission

Once the leader has determined the optimal key movements, it broadcasts the resharding proposal

to all other nodes in its cluster. This intra-cluster broadcast initiates the validation phase, where

replica nodes independently verify the proposal before signing.

B.4. Proposal Validation

The proposal validation phase ensures that resharding decisions are not unilaterally made by a

potentially Byzantine leader. Each non-leader node in the S1 cluster independently validates the

proposal through the following steps.

B.4.1. Independent Verification

Each replica node fetches the same transaction history {T1, T4, T5, T6, T7, T8} and performs

its own frequency analysis. By comparing its computed optimal key movements with the leader’s

proposal, the replica can detect if the leader is attempting to propose a suboptimal or malicious

resharding operation.

B.4.2. Cross-Shard Distribution Computation

The replica nodes compute the expected cross-shard transaction rate under the proposed new

distribution. With keys A and B co-located on shard S2, the only remaining cross-shard transaction

is T8 (accessing keys E and G across shards S1 and S3). This represents a reduction from 4

cross-shard transactions to 1, validating that the proposal provides genuine performance benefits.

B.4.3. Proposal Signing

If the replica’s independent analysis confirms that the proposed resharding would reduce cross-shard

transactions without violating any system constraints, the replica signs the proposal. A quorum

of 2f + 1 signatures from the initiating cluster is required before the proposal can be sent to the
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receiving shard for evaluation.

B.5. Receiving Shard Evaluation

Each receiving shard (in this case, S2) must independently evaluate and approve the proposed data

movements before they can be executed.

B.5.1. Simulation Phase

Shard S2 simulates applying the proposed data movements to its local Data Shard Map. This

simulation allows the receiving shard to evaluate the impact without committing to the change.

B.5.2. Batch Evaluation

The receiving shard evaluates the impact of accepting the incoming keys on its cross-shard transaction

rates and load balance. For this example, Shard S2 loads its transaction history {T1, T2, T3, T5,

T6} and analyzes how accepting key A would affect its performance.

B.5.3. Acceptance Criteria

Shard S2 accepts the proposal if the following conditions are met:

• Before Proposal: Shard S2 manages keys B and C.

• Proposed Change: Accept key A from Shard S1.

• After Simulation: Shard S2 would manage keys A, B, and C, with total size remaining

within the configured limits (Smin and Smax).

• Performance Impact: The number of cross-shard transactions for S2 reduces from 5 to 2

without overloading the shard.

Since all acceptance criteria are satisfied, Shard S2 accepts the proposal and signs it, indicating its

willingness to receive key A.

B.6. Final Execution

After receiving the required signatures from both the initiating cluster (S1) and the receiving cluster

(S2), the initiating node finalizes and executes the resharding plan through the Byzantine-Fault-
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Tolerant Two-Phase Commit (BFT-2PC) protocol described in Chapter 3.

The new distribution reduces global cross-shard transactions from 6 to 3, representing a 50% reduction

in cross-shard coordination overhead. Performance will continue to improve as other shards repeat

this resharding process for their own high-frequency cross-shard transactions.
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