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ABSTRACT

DATA-DEPENDENT ORDER FAIRNESS IN BFT CONSENSUS

Heena Nagda

Boon Thau Loo

Mohammad Javad Amiri

Ensuring order fairness in decentralized systems is critical for mitigating adversarial manipulation

of transaction ordering, particularly in scenarios where transaction order significantly impacts out-

comes. Byzantine Fault Tolerant (BFT) consensus protocols, while ensuring safety and liveness,

inherently lack mechanisms to enforce order fairness, making them susceptible to attacks like front-

running and sandwiching. Early attempts to address this issue often led to substantial performance

overhead. Our work highlights the evolution of order-fairness solutions, beginning with Rashnu, a

data-dependent order-fairness protocol for traditional BFT consensus, and culminating in the DAG

of DAGs (DoD) architecture, a high-performance order-fairness protocol designed for DAG-based

BFT consensus frameworks. By tracing this progression, we illustrate how the shift towards DAG-

based protocols has enabled more efficient and robust order-fairness mechanisms, paving the way

for practical order-fairness in decentralized systems.
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CHAPTER 1

INTRODUCTION

Distributed systems rely on consensus protocols to provide robustness and high availability [37, 111,

53, 60, 40, 86, 27]. Consensus protocols use the State Machine Replication (SMR) algorithm [100,

128] to ensure that all honest replicas execute transactions in the same order (safety), and that all

correct transactions are eventually executed (liveness).

However, SMR does not prevent the adversarial manipulation of the order of transactions, where

the order assigned by a malicious leader differs from the order in which transactions are received

from clients. In a volatile stock exchange market, for example, the order of trade transactions

is critical in determining profits or losses, potentially amounting to billions of dollars. This kind

of environment incentivizes honest participants to act strategically and motivates bad actors to

manipulate trade orders for financial gain. To mitigate such risks, order-fairness becomes crucial in

preventing adversarial manipulation of transactions.

In such environments, Byzantine actors can exploit the ordering of transactions to perform frontrun-

ning or sandwich attacks, enabling them to extract considerable profits. For instance, manipulative

transaction ordering on the Ethereum blockchain has led to over $686 million in extracted revenue

from unsuspecting users, amounting to $1.38 billion across all EVM-compatible networks [48].

Existing consensus protocols typically include a designated leader replica that receives transactions

from clients, assigns an order to each transaction, which represents the position of the transaction

in the final log, and initiates agreement on the order of transaction among all replicas. A malicious

leader, however, can control transactions’ inclusion and final ordering without violating safety or

liveness. Most existing BFT protocols do not prevent such adversarial order manipulation.

While Byzantine Fault-Tolerant (BFT) consensus protocols guarantee safety and liveness, they in-
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herently lack mechanisms to enforce order-fairness, exposing distributed systems to attacks such as

frontrunning and sandwiching. To address this fundamental gap, Different techniques, such as cen-

sorship resistance, random leader election, and threshold encryption, have been proposed to prevent

transaction ordering manipulation. Censorship resistance [110] only ensures that correct transac-

tions are eventually ordered, i.e., not censored. However, reordering transactions, e.g., sandwich

attacks, is still possible. Similarly, reputation-based systems [24, 96, 102, 56] only detect unfair

censorship. The random leader (committee) election or, in general, participation equity, on the

other hand, provides opportunities for every replica to propose and commit its transactions, e.g., by

becoming the proposer [92, 5, 72, 102, 117, 24, 144, 107, 133, 88, 59]. However, a malicious proposer

can still order transactions unfairly in its turn. Finally, using threshold encryption [24, 44, 110, 135],

transactions are encrypted, and their content is revealed once their order is fixed. This technique

suffers from (1) metadata leakage and (2) collusion attacks between clients and the leader, where the

leader becomes aware of a client transaction before ordering it and manipulates its order [89, 91, 97].

Recognizing these inherent limitations of BFT consensus regarding transaction ordering has driven

a growing body of research on integrating order-fairness into BFT consensus protocols, ensuring

that transactions are executed in an order that reflects their arrival times in the network [150, 97,

98, 89, 91, 45, 112]. Intuitively, order-fairness ensures that if a sufficiently large number of replicas

(known as γ-fraction) receive a transaction t before another transaction t′, then t must be ordered

before t′ [89].

However, existing fair ordering protocols, including Wendy [97, 98], Pompe [150], Aequitas [89],

Themis [91] and Quick-order-fairness [45], suffer from serious limitations. First, both Wendy [97, 98]

and Pompe [150] rely on synchronized clocks between replicas, making these protocols impractical

in asynchronous networks. Pompe [150] also determines fair order using the median of timestamps

assigned by replicas. The median value, however, can be easily manipulated by faulty replicas.

Similarly, in Wendy, if honest nodes’ local clocks are far apart, no fairness guarantees can be

provided [91]. Second, Aequitas [89], and Quick-order-fairness [45] only guarantee weak liveness and

transactions might need to wait an arbitrarily long time before getting committed [91]. Finally, while
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Themis [91], which bootstraps from HotStuff [147], does not assume synchronized clocks, it suffers

from significant performance overhead. The poor performance of order-fairness protocols is mainly

caused by the time required to generate a fair order among all transactions. In an asynchronous

network, different replicas might receive transactions in different orders, and transactions might be

arbitrarily delayed. Byzantine replicas might also send maliciously manipulated local ordering to

the leader. Moreover, collecting the local ordering of different replicas might lead to cycles in the

final order even when all replicas are honest. Therefore, it becomes time-consuming for the leader

to check the order of each pair of transactions in every local ordering and achieve a fair order.

To address these performance limitations, we present Rashnu [112], a high-performance fair ordering

protocol. Rashnu is motivated by the fact that fair ordering among two transactions is needed

only when both transactions access a shared resource. It introduces the notion of data-dependent

order-fairness, where replicas capture only the order of data-dependent transactions and the leader

uses these orders to propose a dependency graph that represents fair ordering among transactions.

Rashnu, while focusing on fairness only for data-dependent transactions, still faces performance

overhead due to the limitations of the underlying consensus protocol. In untrustworthy environments

like blockchains, the consensus protocol commonly becomes a significant bottleneck, due to the

involvement of a large number of nodes in the consensus process.

To further address these challenges and overcome the limitations of traditional BFT consensus,

we built DAG of DAGs (DoD) [113], a novel high-performance order-fairness protocol bootstrapped

from DAG-based BFT consensus [88, 59, 133, 23, 73, 50]. DoD was developed by leveraging the high

throughput and resilience of DAG-based protocols. DoD introduces a "DAG of DAGs" architecture

that builds upon DAG-based consensus by layering an additional DAG structure that explicitly

manages the ordering of transactions within a batch. This design ensures fairness while maintaining

high performance and resilience.

In summary, this dissertation proposal makes two main contributions:

• We present Rashnu, a high-performance fair ordering protocol, motivated by the fact that

3



fair ordering among two transactions is needed only when both transactions access a shared

resource. Based on this observation, we define the notion of data-dependent order fairness

where replicas capture only the order of data-dependent transactions and the leader uses these

orders to propose a dependency graph that represents fair ordering among transactions.

• Building upon the techniques from Rashnu and aiming to overcome the performance limita-

tions of traditional BFT consensus, DAG of DAGs (DoD), a novel high-performance order-

fairness protocol, is designed on top of DAG-based BFT consensus. This protocol seamlessly

integrates order-fairness without compromising system throughput by leveraging the high

throughput and resilience of DAG-based protocols and its novel DAG of DAGs architecture

for managing transaction ordering.

The rest of the dissertation proposal is organized as follows. Chapter 2 gives a brief technical

background that defines the key terminology and concepts. Chapter 3 introduces Rashnu, a data-

dependent order-fairness protocol. Chapter 4 introduces DAG of DAGs, a practical order-fairness

protocol. Chapter 5 discusses the related literature work. Chapter 6 discusses the future work and

Chapter 7 concludes this dissertation.
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CHAPTER 2

TECHNICAL BACKGROUND

2.1. State Machine Replication (SMR)

Distributed data management systems use SMR algorithm [100, 128] to provide fault tolerance. The

SMR algorithm enables consensus protocols to guarantee safety and liveness despite the malicious

failure of nodes. It works by replicating a deterministic state machine across multiple independent

servers and coordinating client interactions with these servers to ensure that they all agree on the

sequence of operations and thus maintain a consistent state.

2.2. Byzantine Fault-Tolerant (BFT) Consensus

Modern large-scale distributed systems need to deal with untrustworthy environments, where mul-

tiple mutually distrustful entities communicate and rely on unreliable infrastructure for data stor-

age. BFT protocols have emerged as a solution, empowering distributed systems in untrustworthy

environments and enabling a wide range of applications, including contact tracing [119], crowdwork-

ing [15], supply chain assurance [138, 16], and federated learning [120].

A BFT protocol operates over a network of nodes, which may behave arbitrarily or even maliciously.

It employs the SMR algorithm [100, 128], allowing the system to provide a replicated service with

its state mirrored across multiple deterministic replicas. The primary objective of a BFT SMR

protocol is to assign a specific order to each client request within the global service history and

to execute those requests in that designated order [131]. A BFT SMR protocol ensures that all

non-faulty replicas execute the same requests in the same order (safety), and that all valid requests

are eventually processed (liveness). The ability to tolerate up to f arbitrary failures makes BFT

protocols a key component in various distributed systems with non-trustworthy infrastructures,

such as permissioned blockchains [29, 49, 99, 21, 2, 1, 77, 42, 11, 14, 17, 13, 75, 129, 127, 140, 141,
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20], permissionless blockchains [96, 148, 104, 95, 41], distributed file systems [47, 7, 51], locking

service [52], firewalls [36, 71, 132, 126, 70, 146], certificate authorities [152], SCADA systems [151,

25, 115, 93], key-value datastores [74, 82, 34, 126, 62], and key management [106]. BFT protocols

have been analyzed in several surveys and empirical studies [131, 43, 6, 9, 78, 69, 35, 12, 55, 31,

121, 61, 28, 149, 4, 139, 32, 80, 143, 19].

Traditional BFT consensus protocols suffer from multiple shortcomings. First, BFT protocols tightly

couple data dissemination with the consensus routine. Specifically, they share transaction data as

an integral part of the consensus routine, creating a significant performance bottleneck.

Second, the sequential processing of transactions restricts the flow of transactions and hinders

overall system throughput. Despite the implementation of efficient techniques to reduce message

complexity, the consensus routine remains a major limitation, preventing the system from achieving

high performance.

Moreover, most such protocols adopt a leader-based approach, where a designated leader proposes

a new block and broadcasts it to all replicas. Subsequently, the leader collects votes, compiles a

certificate, and rebroadcasts this certificate to the network. While this method ensures consistency,

it also leads to resource imbalance. The leader must handle a significant load, including storage,

CPU processing, and bandwidth, while the remaining replicas are often underutilized.

To reduce the chance of Byzantine faults, these protocols employ leader rotation mechanisms, where

the leadership role shifts among replicas. However, this rotation introduces additional challenges.

Since any replica could become the leader at any time, all replicas must be over-provisioned to

handle the potential load. This over-provisioning leads to inefficient resource utilization, as only

one replica fully utilizes its capacity at any given time, while others remain largely idle.

2.3. DAG-based BFT Consensus

DAG-based consensus protocols have recently been proposed to address the shortcomings of tradi-

tional BFT protocols. DAG-based protocols leverage the inherent parallelism of the DAG structure
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Figure 2.1: DAG construction in DAG-based BFT protocols.

to enable concurrent processing of multiple transaction blocks. Such protocols also separate data

dissemination from consensus routine, enabling transactions to be disseminated independent of the

state of the consensus or the leader replica.

Figure 2.1 illustrates the DAG construction process involving 4 parties across 2 rounds. In this figure,

DAG-BFT blocks are represented by solid-colored squares, while PoA certificates are denoted by

squares with a hashed pattern. In each round, every party receives a unique set of client transactions

and independently forms a transaction block. This block incorporates the party’s transactions, a

record of the causal history through preceding block certificates, and the party’s digital signature.

Consider round 2 as an example. Party P0 constructs a block that includes four certificates, each

representing a block in its causal history. This newly created block is then broadcast to all the

parties (P0 through P3), who each validate it. In the preceding round 1, P0’s block was received by

P0, P1, and P2. Upon successful validation, each receiving party stores the block and acknowledges

its receipt by signing a digest of the block, along with the current round number and the identity

of the block creator. Once the creator (e.g., P0 in round 2) gathers n− f distinct acknowledgments

(for instance, from P0, P1, and P2), it aggregates these signatures into a Proof of Availability (PoA)

certificate. This certificate contains the block digest, the current round number, the creator’s

identity, and the n − f signatures. The creator then broadcasts this PoA certificate to all parties,

who will include it in their subsequent block constructions. The protocol ensures that all parties

with a given certificate have an identical causal history. The creator then waits to receive at least

n − f such certificates for the current round before constructing its vertices for that round and
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Figure 2.2: DAG construction on party P0 over four rounds. As shown in Figure 2.1 Party P0

receives a PoA certificate from parties P0, P1, and P2 in round 1, resulting in the creation of
vertices for only these three parties in round 2. The back edges connecting round 2 to round 1 are
determined by the causal history of blocks stored by P0. Being the initial round, round 1 has no
back edges.

proceeding to the next. In round 2, P0 receives certificates from P0, P1, and P2, and thus creates

corresponding vertices for these parties in round 2 of its local DAG. The back edges connecting

blocks from the current round (e.g., round 2) to the previous round (e.g., round 1) are determined

by the causal history (PoA certificates) included in the blocks received and stored by the party

constructing the DAG (e.g., P0). As round 1 is the initial round, it contains no back edges since no

prior round certificates have been received.

A PoA certificate includes n− f signatures, i.e., at least f + 1 honest validators have checked and

stored the block. Thus, the block is available for retrieval when needed to sequence transactions.

Further, since honest validators have checked the conditions before signing the certificate, quorum

intersection ensures availability and integrity (i.e., prevents equivocation) of each block. Since a

block contains references to certificates from previous rounds, we get by an inductive argument

that all blocks in the causal history are certified and available, satisfying causality. As depicted in

Figure 2.2, this DAG construction phase prioritizes the efficient dissemination of transaction data

and the establishment of a shared, though locally maintained view of the order in which transactions

were proposed, without requiring immediate global consensus.

In the subsequent phase, as presented in Figure 2.3, a consensus routine is applied to the locally

constructed DAGs to establish a consistent, global order for all transactions. Each replica indepen-

dently determines this total order by processing its local view of the DAG, leveraging the embedded
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Figure 2.3: The process of committing transactions in a DAG-based consensus protocol over four
rounds on a party P0 where P0 is elected as the leader in the fourth round for the first round of the
wave. The highlighted vertices represent the blocks that are included in a total order within a wave,
determined by the existence of paths between leader vertices of consecutive waves and subsequently
ordered using a topological sort. The gray vertices indicate blocks that are not yet part of the total
order in the current wave (but might be ordered in later waves with the new elected leaders).

causal history. This allows replicas to commit transactions in the same sequence without requiring

additional communication during the final commitment stage. This local processing during the

ordering phase is a key advantage, minimizing communication overhead and potential bottlenecks.

The inherent parallelism of DAG-based consensus, where each replica independently builds and

processes its local DAG, allows all replicas to operate concurrently at their full capacity. This

contrasts with traditional leader-based protocols, which often centralize load on a single leader,

leaving other replicas underutilized. This decentralized nature not only enhances throughput but

also significantly improves the system’s resilience by eliminating single points of failure (i.e., even

if the current elected leader is faulty, it does not stop the system from processing transactions).

DAG-based BFT consensus protocols employ different methods to achieve the total ordering of all

the vertices (after the local DAG construction stage). The total order occurs in each wave, where

each wave consists of multiple rounds, with the number of rounds fixed depending on the specific

protocol. In the last round of each wave, a random leader is elected to oversee the first round of

the subsequent wave. If there exists a path from the last-round vertex of the leader party in the

current wave to the last-round vertex of the leader party in the previous wave, then all the vertices

between these two vertices are ordered using a topological sort. This ensures that the transactions

are consistently ordered while maintaining the efficiency of the DAG structure.
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There is a large body of recent DAG-based consensus protocols, e.g., DAG-Rider [88], Narwhal and

Tusk [59], Bullshark [133], Shoal [134], Mahi-Mahi [84], Bolt [? ], Autobahn [73], BBCA-CHAIN

[108], Shardag [50], Sailfish [130], and Wahoo [57] (some are surveyed in [124]). The key innovation of

these protocols is the elimination of communication overhead during the DAG ordering phase. Their

operation is structured around rounds where each replica independently constructs a local view of

the DAG. Communication between replicas during this DAG construction phase relies on reliable

broadcast. Subsequently, the final ordering of DAG vertices is determined locally by each party,

requiring no further communication. To ensure liveness despite potentially malicious asynchronous

adversaries, these protocols incorporate randomness for leader election.

We focus on DAG-Rider [88], Narwhal and Tusk [59], and Bullshark [133], as they are more relevant

to our work. In DAG-Rider, within round r, each vertex has at least n − f strong edges and up

to f weak edges. Strong edges point to vertices in the immediately preceding round, r − 1 while

weak edges point to vertices in earlier rounds (r′ < r − 1) that might otherwise be unreachable in

DAG. These edges are ignored by the consensus mechanism but are used to ensure validity. Since

a new round advances once at least n − f vertices are added, strong edges might not connect to

all the vertices from the previous round. Weak edges address this by ensuring that all vertices are

eventually included in the total order constructed from the DAG, helping slower replicas to propose

their transactions. However, this necessitates infinite storage as every received block must be kept

due to potential future weak edges. While DAG-Rider’s strong fairness is theoretically achievable,

its infinite storage requirement makes it impractical.

Narwhal is a scalable DAG-based mempool for data dissemination using a primary-worker model and

Tusk is a asynchronous consensus that orders metadata from Narwhal’s DAG in three-round waves.

Tusk removes weak edges to allow garbage collection, reinjecting transactions from uncommitted

garbage-collected blocks into new blocks in subsequent rounds. Tusk piggybacks the first round

of each wave with the third round of the previous wave, achieving lower round latency compared

to DAG-Rider. Moreover, Tusk employs quorum-based reliable broadcast, contrasting with DAG-

Rider’s classic reliable broadcast.
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Bullshark is a hybrid protocol blending DAG-Rider’s and Tusk’s features, operating in synchronous

and asynchronous phases. It utilizes weak edges during synchronous periods, similar to DAG-Rider.

However, like Tusk, it performs garbage collection and omits weak edges during asynchronous

periods. Consequently, fairness is provided only in synchronous phases. Bullshark’s synchronous

periods, which utilize weak edges like DAG-Rider, introduce latency because the protocol must wait

for participants, contributing to its lower throughput compared to Tusk.

2.4. Transaction Ordering and Fairness

Adversarial manipulation of transaction order is studied in the decentralized finance (DeFi) domain

[65, 58, 94, 123, 153, 30, 81] where proposers make profit by including, excluding, or reordering

transactions, known as maximal extractable value (MEV) [58].

Early studies focus on censorship resistance [110] where the goal is to ensure that correct transactions

are eventually ordered, i.e., not censored. However, reordering transactions, e.g., sandwich attacks,

is still possible. Similarly, reputation-based systems [24, 96, 102, 56] only detect unfair censorship.

Recently, the notion of order-fairness is presented to address the manipulation of transaction or-

dering [150, 97, 98, 89, 91, 45]. There are mainly three definitions of fairness: blind order-fairness,

participation fairness, and time-based order-fairness.

The notion of blind order-fairness [103] is designed to protect the order of transactions by keeping

the contents of transactions hidden until the commit phase. Blind order-fairness can be achieved

using threshold encryption [24, 44, 110, 135], where transactions are encrypted, and their content is

revealed once their order is fixed. This technique suffers from (1) metadata leakage and (2) collusion

attacks between clients and the leader, where the leader becomes aware of a client transaction before

ordering it and manipulates its order [89, 91, 97].

Participation fairness [107] ensures that the final total order of transactions is contributed by a

sufficiently large number of honest parties. In particular, random leader (committee) election pro-

vides opportunities for every replica to propose and commit its transactions, e.g., by becoming the
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proposer [92, 5, 72, 102, 117, 24, 144, 107, 133, 88, 59]. However, a malicious proposer can still

order transactions unfairly in its turn.

Finally, time-based order-fairness [107] ensures that the order in which transactions are sent to or

received from parties is protected. Time-based fairness can be achieved by (1) adding timestamps at

the client side when sending transactions or (2) measuring network latency to calculate propagation

time. However, clients might assign timestamps maliciously and measuring network latency for

each transaction is difficult due to the asynchronous nature of the network, which may introduce

arbitrary delays. An alternative method is to measure the arrival time of each transaction and order

transactions based on their arrival time. Time-based order-fairness based on arrival time is known

as receive order-fairness. It ensures that the transactions within a block are committed in the same

order as they arrive in the network.

A recent line of work, e.g., Wendy [97, 98], Aequitas [89], Pompe [150], Themis [91] and Quick order-

fairness [45], have proposed to add order-fairness as the third property that SMR BFT protocols

need to guarantee. Order-fairness aims to ensure that the transactions are committed in the same

order as they arrived at the network. Order-fairness is parameterized by an order-fairness parameter

γ representing the fraction of replicas that receive transactions in a particular order. Wendy [97, 98]

and Pompe [150] require replicas to access synchronized local clocks. Pompe further determines the

fair order by relying on timestamps assigned by replicas, which can be manipulated by malicious

replicas. As a result, we mainly focus on Aequitas [89], Themis [91] and Quick order-fairness

[45], which do not consider synchrony assumptions, making them more suitable for asynchronous

networks (note that Quick order-fairness [45] provides liveness only when all nodes are honest [91]).

2.5. Receive Order-Fairness

In a fair-ordering protocol, each replica needs to individually order transactions locally and send its

local order to the leader. Each replica can order transactions based on (1) the timestamp assigned

by clients, (2) the propagation time (that can be estimated by measuring network latency), or (3)

the received time. Since clients might maliciously assign timestamps to their transactions, replicas
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Figure 2.4: A Condorcet cycle

cannot rely on the assigned timestamps (unless each client is equipped with trusted hardware). The

propagation time also cannot be captured precisely, as the network is asynchronous and transactions

might be arbitrarily delayed. As a result, Rashnu, similar to existing protocols [89, 91, 45], relies

on the transaction receive time.

2.6. Condorcet Cycles

The notion of (strong) receive-order-fairness specifies that if γ fraction of replicas receive a transac-

tion t before another transaction t′, then all honest replicas must order t (strictly) before t′. In an

asynchronous network, replicas might receive transactions in different orders. Hence, defining a fair

order among all transactions becomes impossible, even if all replicas are honest, as demonstrated

by the Condorcet paradox. Condorcet paradox states that even if the local order of each individual

replica is transitive, there might be situations that lead to non-transitive collective voting prefer-

ences. Figure 2.4 demonstrates the Condorcet paradox with four transactions between four replicas.

As can be seen, a majority (3 out of 4) of replicas received t1 before t2 (replicas r1, r3 and r4).

Similarly t2 is received before t3 by a majority of replicas (r1, r2 and r4) and t3 is received before

t4 by replicas r1, r2 and r3. However, t4 is also received by replicas r2, r3 and r4 before t1. The

collection of these orders results in a cyclic global ordering as generated by the leader (the leader is

one of the replicas).

To address this challenge, transactions involved in a Condorcet cycle can be sent to replicas con-

currently within the same batch [89]. Specifically, given transactions t and t′ where t is received by

sufficiently many replicas before t′; while strong order-fairness requires the leader to send t before t′,

batch-order-fairness relaxes this requirement by saying t should be delivered no later than (before

or at the same time as) t′. Batch-order-fairness does not specify the order of transactions within a
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batch and respects a fair order up to this limit. Hence, if a total order among all transactions is

required, a deterministic total ordering for transactions in the same cycle, e.g., alphabetical, needs

to be specified.

2.7. Weak Liveness

Batch order-fairness circumvents the Condorcet impossibility results. However, Condorcet cycles

can chain together and extend arbitrarily. In this case, using batch order-fairness, the leader waits

for a chain to be completed before sending any transaction of the batch to replicas. Hence, liveness

might be violated as transactions wait for a long time. To address the weak liveness issue of

batch order-fairness, transactions within the same cycle can be delivered contiguously in a set of

successive blocks (instead of a single block) where a part of the current cycle can be output later

without violating order-fairness as long as no transaction from a later cycle comes before it [91].

Using the deferred ordering technique, the leader proposes a partial (incomplete) ordering for some

transactions within the block and defers their total ordering to the next consecutive blocks. The

total ordering for deferred transactions does not depend on the chaining of Condorcet cycles. As a

result, (standard) liveness can be achieved.
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CHAPTER 3

RASHNU

3.1. Introduction

Rashnu is a high-performance fair ordering protocol, and presents the notion of data-dependent

order-fairness to ensure that if most replicas receive data-dependent transactions in a particular

order, the order is preserved in execution.

In Rashnu, each replica, instead of creating a list of received transactions,captures data dependencies

between transactions (according to their received order) in the form of a directed acyclic graph

(DAG). Upon finishing a round (specified by a threshold, e.g., time window, number of transactions,

or both), the replica sends the graph to the leader. The leader then collects the local ordering of

different replicas and proposes a global dependency graph representing the fair order of received

transactions by initiating consensus on its proposed block.

Considering data dependencies while making the fair ordering of transactions more efficient, brings

its own challenges. First, the leader needs to figure out all data dependencies between transactions in

all local dependency graphs to extract a fair order. This is challenging because replicas might receive

transactions in different orders or even receive different sets of transactions due to the asynchronous

nature of the network. As a result, the global view of transactions might be different from the

local view of each replica, e.g., while two transactions are independent (no path between them) in

the dependency graph of the first replica, there is a path between them in the dependency graph

of second replica caused by a third transaction not received by the first replica. Second, replicas

need to capture dependencies across different transaction blocks to be able to execute transactions

more efficiently. This is because while the execution of some transactions of a block is delayed by

some missing transactions, data-independent transactions of the consequent blocks can be executed
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immediately.

By proposing data-dependent order-fairness, Rashnu, on the one hand, reduces the leader latency

by capturing the order of only data-dependent transactions and, on the other hand, enables replicas

to execute data-independent transactions in parallel. Moreover, Rashnu can capture any type of

ordering constraint, other than data-dependency, required by applications, e.g., resource constraints.

Rashnu supports such ordering constraints by enforcing them on the construction of the dependency

graph.

Since the fair ordering of transactions is separated from the consensus protocol, Rashnu can boot-

strap from any leader-based consensus protocol. To be able to compare with existing order-fairness

protocols, e.g., Themis [91], we implemented Rashnu on HotStuff [147] (used by Themis) as the

underlying BFT protocol.

Note that Rashnu is mainly proposed for permissioned untrustworthy environments. However,

its underlying techniques can be applied to permissionless blockchain environments as well. In

particular, fair ordering techniques can be simply integrated with committee-based permissionless

blockchains where a subset of nodes order transactions (through sharding, e.g., Elastico [104] or by

separating leader election blocks from transaction ordering blocks [95] where a BFT protocol is used

among a subset of miners).

To summarize, the key contribution of this chapter is as follows:

• Data-dependent order-fairness notion is defined as providing fair ordering only among data-

dependent transactions.

• We design Rashnu, a high-performance fair-ordering protocol that decouples ordering from

consensus and leverages graph-based techniques to achieve order-fairness among data-dependent

transactions.

• We implement a prototype of Rashnu. Our evaluation results demonstrate the low overhead of

Rashnu in providing order-fairness. Leveraging parallel execution, Rashnu shows even higher

throughput compared to its underlying protocol, HotStuff, in compute-intensive workloads.
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3.2. Rashnu Model

Rashnu deploys on a set of n known nodes (replicas) where at most f of them are Byzantine

(malicious) at each time. In the Byzantine failure model, faulty replicas may exhibit arbitrary,

potentially malicious, behavior. In an asynchronous system, where replicas can fail, no consensus

solutions guarantee both safety and liveness (FLP result) [67]. As a result, Rashnu assumes the

partially synchronous communication model to circumvent the FLP impossibility. In a partial

synchrony model, an unknown global stabilization time (GST) exists, after which messages between

honest replicas are received within some known bound ∆. A strong adversary can coordinate

malicious replicas and delay communication. However, the adversary is computationally bounded

and cannot subvert standard cryptographic assumptions. Replicas are connected with point-to-

point bi-directional communication channels, and each client can communicate with any replica.

Network links are pairwise authenticated, which guarantees that a malicious replica cannot forge

a message from an honest replica. For communication between replicas, we assume the presence

of digital signatures and public-key infrastructure (PKI). A collision-resistant hash function D(.) is

also used to map a message m to a constant-sized digest D(m).

BFT protocols require the number of replicas n > 3f to guarantee safety with at most f mali-

cious replicas [101, 38, 39, 64, 54]. However, fair ordering of transactions requires larger n. The

order-fairness is further parameterized by an order-fairness parameter γ representing the fraction of

replicas that receive transactions in a particular order. In Rashnu, n needs to be larger than 4f
2γ−1 .

Lemma 3.2.1. Given a network consisting of n replicas from which at most f are malicious. The

fair ordering of transactions is possible only when n > 4f
2γ−1 where γ is the fraction of replicas

(majority or more) that receive transactions in a particular order.

Proof. (Using quorum size) With n replicas, since f replicas might be faulty, the protocol can

rely on a quorum of n−f replicas to generate the final order. Among these n−f replicas, f might

be malicious, i.e., f replicas not participating in the quorum are honest slow replicas. As a result,

out of the quorum of n − f replicas, only n − 2f replicas are guaranteed to be honest. To realize
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order-fairness if γn replicas receive transactions in a particular order, the final ordering must reflect

that order. Since only n−2f replicas within the quorum are guaranteed to be honest, the output of

order-fairness must be the same as γn even with γn− 2f replicas broadcasting a particular order.

On the other hand, a majority of replicas must agree with the order. Otherwise, we could end up

with conflicting fair orders suggested by different sets of γn replicas. More precisely, to ensure that

only one of the two different orders t ≺ t′ or t′ ≺ t is captured between two transactions t and t′,

γn− 2f > n
2 . As a result n > 4f

2γ−1 .

Proof. (Using δ-differential validity) The δ-differential validity [68] can also be used to prove

the number of required replicas in a fair ordering protocol. Let c(v) denote the number of honest

replicas that propose value v. δ-differential validity states that if an honest replica decides v, then

every other value v′ proposed by another honest replica satisfies c(v′) ≤ c(v) − δ. Based on this

definition, a BFT protocol satisfies δ-differential validity if and only if it never decides a value v′

with c(v′) < c(v)− δ where v is the value proposed most often by honest replicas.

In an asynchronous network, δ-differential consensus is achievable only if δ ≥ 2f (i.e., c(v′) <

c(v)− 2f) [68]. In our context, the value v is interpreted as the order of two transactions t and t′.

As stated before, the output of fair ordering must be the same even if γn − 2f replicas broadcast

the order. As a result, (1−γ)n < (γn−2f)−2f where (1−γ)n is the maximum number of replicas

that might propose another order. Hence, n > 4f
2γ−1 .

The order-fairness parameter γ represents the fraction of replicas that receive transactions in a

particular order. The range of possible values for the order-fairness parameter γ can be calculated

based on the total number of replicas n.

Lemma 3.2.2. Order-fairness parameter γ is in (12+2f
n , 1].

Proof. Intuitively, γ should be larger than 1
2 to prevent multiple conflicting fair orders. In Rashnu,

Since n > 4f
2γ−1 , γ > 1

2 + 2f
n . On the other hand, γ = 1 is the case where all replicas receive

transactions in the same order. As a result, 1
2 + 2f

n < γ ≤ 1.
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In an asynchronous network, replicas might receive transactions in different orders. Even if all

replicas are honest, defining a fair order among all transactions is impossible, as demonstrated by the

Condorcet paradox. Condorcet paradox states that even if the local order of all individual replicas

is transitive, there might be situations that lead to non-transitive collective voting preferences.

Moreover, batching transactions might lead to weak liveness issues when Condorcet cycles are

chained together. In Rashnu, inspired by the order deferring technique [91], transactions of the same

cycle are proposed contiguously in successive blocks. However, since Rashnu considers dependency

only among data-dependent transactions, cycles are less likely to happen compared to existing fair

ordering protocols.

The order of executing transactions matters when transactions compete with each other on the same

resources and manipulating the order gives an unfair advantage to some transactions. As a result,

our notion of order-fairness limits the fair ordering to data-dependent transactions. Each transaction

performs a sequence of reads and writes, each accessing a single record. Rashnu assumes a priori

knowledge of transactions’ read- and write-set, where the read-set and write-set of transactions are

pre-declared or can be obtained from the transactions via static analysis, e.g., all records involved

in a transaction, are accessed by their primary keys. Even if that assumption does not hold, the

system can employ speculative execution techniques [66] to obtain the read-set and write-set of

each transaction. Note that a conservative estimation of read-set and write-set, used by different

techniques, while slightly decrease the performance, does not hurt the correctness of Rashnu. Given a

transaction t, we use R(t) andW (t) to denote the read-set and write-set of transaction t respectively.

Intuitively, two transactions t and t′ are data-dependent if they access the same data object and

one performs a write operation on the data object.

Definition: (Data-dependent transactions). two transactions t and t′ are data-dependent if

(R(t) ∩W (t′)) ∪ (W (t) ∩R(t′)) ∪ (W (t) ∩W (t′)) 6= ∅.

Definition: (Data-dependent order-fairness). Given two data-dependent transactions t and t′.

If γ-fraction of replicas receive t before t′, no honest replica outputs t′ before t.
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Figure 3.1: Local and global ordering in Rashnu

Rashnu processes transactions in rounds where each replica collects transactions received from clients

and sends a block of transactions to the leader at the end of each round. Note that replicas might

not receive the same set of transactions from clients in each round due to network asynchrony.

3.3. Fair Transaction Ordering

In Rashnu, similar to other fair ordering protocols and even some BFT protocols (e.g., HotStuff [147]

and Prime [10]), clients broadcast their transactions to all replicas. Each replica collects a batch of

transactions, constructs a local dependency graph for transactions based on the received order, and

sends the graph to the leader. The leader then collects all local dependency graphs and generates

a global dependency graph that captures fair order among transactions. If the order of two data-

dependent transactions can not be determined by the leader, e.g., they are received by an insufficient

number of replicas, the leader defers the order to the next blocks.

Figure 3.1 presents an overview of Rashnu in a simple example. We use this example throughout

this section. The example includes four replicas r1 to r4 (assuming f = 1, n becomes 4f + 1 = 5

and there are n− f = 4 replicas in the quorum) where one of them is the leader and presents two

consecutive rounds of the protocol. A set of transactions t1 to t11 are received from clients in these
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two rounds where each transaction accesses a subset of data objects A, B, and C, as shown in the

figure (for simplicity, all data accesses are assumed to be write). This example includes many data

dependencies among transactions to capture different corner cases. In real-world scenarios, however,

a large percentage of transactions are typically data-independent.

This section demonstrates how different replicas construct their local ordering and how the leader

orders transactions in a fair yet efficient manner. We then discuss the execution of transactions and

the correctness of Rashnu.

3.3.1. Local Ordering

In the local ordering phase, each replica generates a dependency graph for client requests that the

replica has received and their order is not determined yet. In each round i, a replica deals with

three types of transactions.

• First, old transactions that have been received by the replica in a round j (j < i); however,

they have not been proposed by a leader (in any round j to i − 1) yet. This happens when

an insufficient number of replicas receive a transaction in a round. Hence, the leader does not

propose it until more replicas receive it (probably, in a later round).

• Second, new transactions that are received by the replica in the current round i; however, the

leader has already proposed them in an earlier round. This is because transactions might be

delayed due to network asynchrony, and a replica receives a transaction that has already been

received by other replicas, and its order is possibly determined in an earlier round.

• Third, new transactions that are received by the replica in the current round i, and have not

been proposed by a leader in any earlier round.

As shown in Algorithm 1, each replica r initiates an empty graph Gr = (Tr, Er) at the beginning of

each round i. The replica first adds all its old transactions (first type) to graph Gr (lines 2-3). The

replica adds an edge (t′, t) to the graph Gr for each transaction t if the replica has received t′ before

t (i.e., t′ ≺ t) and t and t′ are data-dependent (lines 4-6). Transactions t and t′ might have been

received by the replica in different rounds. Note that if the underlying consensus protocol relies on a
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Algorithm 1 Local ordering on replica r
Input:
(1) a set of incoming transactions in round i,
(2) the set of missing pairs (i.e., undirected edges) E

1: Initiate an empty graph Gr = (Tr, Er)
2: for every transaction t that is received in an earlier round but has not been proposed by a leader do. First type
3: Add transaction (vertex) t to Tr
4: for every vertex t′ ∈ Tr do
5: if t and t′ are data-dependent then
6: Add (t′, t) to Er
7: while round i has not been finished do
8: for every incoming transaction t received from clients do
9: if t is not proposed in an earlier round then . Third type

10: Add a vertex t to Gr
11: for every vertex t′ ∈ Tr do
12: if t′ and t are data-dependent then
13: Add (t′, t) to Er
14: else if t is a vertex in an earlier proposal then . Second type
15: for every pair (t′, t) ∈ E do
16: if t′ is already received then
17: Add (t′, t) to Ur
18: Send 〈〈LOCAL-ORDER, i, Gr, Ur〉σr , T 〉 to the leader

stable leader, e.g., PBFT [46], the leader can keep track of the first type of transactions. In this way,

replicas do not need to wait for the previous round leader’s proposal before sending their local order

in the current round. Upon receiving a valid signed request message m = 〈REQUEST, t, τc, c〉σc from

an authorized client c with timestamp τc to execute transaction t, the replica checks whether the

transaction has already been proposed by the leader in an earlier round (second type). Otherwise

(third type), the replica adds vertex t and all its dependencies with existing vertices to the graph

Gr (lines 9-13).

If transaction t has already been proposed in an earlier round (second type), its order might not

have been determined. When the leader finalizes the global order of transactions (as explained in

Section 3.3.2), if the number of received orders between two data-dependent transactions t and t′ is

insufficient, the leader can not determine the order and adds a pair (t, t′) to a set of missing pairs

(undirected edges) E . This set is then used by replicas in the next round to specify the order of

missing pairs and complete the previous proposals.

When a replica receives a transaction t that was proposed in an earlier round, the replica checks

the set of missing pairs (undirected edges) E sent by the leader of the previous round to see if t is
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part of any missing pairs. For any pair (t′, t) ∈ E , if the replica has already received t′, the replica

adds (t′, t) to the set of updated local ordering Ur to specify the order between t′ and t. Updated

ordering includes a set of edges between transactions of proposals received in previous rounds and

enables the leader to finalize previous proposals by adding the missing edges.

At the end of round i, each replica r sends a signed local-order message 〈〈LOCAL-ORDER, i, Gr, Ur〉σr , T 〉

including the dependency graph Gr and the set of updated local ordering Ur to the leader. The set

of received requests T is piggybacked to keep local-order messages small. The local-order messages are

then used by the leader in global ordering to prove that this set of requests has been received.

Figure 3.1 presents the local ordering phase of Rashnu on different replicas in two rounds. Data

objects accessed (written) by each transaction are shown at the bottom of the figure. For example,

in round 1, replica r2 receives transactions in this order: t6 ≺ t5 ≺ t2 ≺ t3 ≺ t7 and generates local

dependency graph Gr2 by adding edges between data-dependent transactions, e.g., (t2, t3) as both

write on data objects A and B. As shown, replicas receive different sets of transactions in each round

and deal with different cases. For instance, replica r3 receives transaction t9 in round 1. However,

since it has not been proposed by the leader, r3 includes t9 in its graph of round 2 as well (first

type). Similarly, while replica r1 receives transaction t5 in round 2, the replica does not send t5 to

the leader because it has already been proposed by the leader of round 1 (second type). The set of

updated local ordering Ur is empty in round 1 for all replicas because there is no prior proposal to

be updated in round 1. However, since the graph of round 1 includes a missing edge (E = t5, t6)),

nodes include the edge in their updated local ordering Ur of round 2 if they have received both

transactions. Note that Ur3 = ∅ in round 2, because the node has not received transaction t6 yet.

3.3.2. Global Ordering

In the global ordering phase, as demonstrated in Algorithm 2, the leader receives the local-order

messages from different replicas and generates the final ordering of transactions. Since f replicas

might be faulty and not send their local-order messages, the leader collects a quorum of n−f local-order

messages from different replicas (including itself) to generate the global order.
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Algorithm 2 Global ordering on leader replica π
Input:
(1) n− f local-order messages received from different replicas,
(2) list of missing edges E

1: for every transaction t in some local-order messages do
2: if t appears in at least n− 2f local-order messages then
3: Label t as fixed
4: else if t appears in at least n(1− γ) + f + 1 local-order messages then
5: Label t as pending

B Step 1: global dependency graph generation
6: Initiate an empty graph G = (V,E)
7: Initiate updated global ordering dependency list Lg = ∅
8: for every fixed or pending transaction t do
9: add a vertex t to G

10: for each pair of vertices t and t′ do
11: if w(t, t′) > w(t′, t) & w(t, t′) ≥ n(1− γ) + f + 1 then
12: Add (t, t′) to E
13: else if w(t′, t)>w(t, t′) & w(t′, t)≥n(1− γ) + f + 1 then
14: Add (t′, t) to E

B Step 2: condensation graph generation
15: GC = (V C , EC) ←[ Condensation(G)

B Step 3: graph pruning
16: for every pending vertex u do
17: if there is no fixed vertex v such that (u, v) ∈ EC then
18: Remove u from V C

19: Remove all edges involving u from EC

20: for every pair of data-dependent transactions t and t′ with no edges do
21: if t and t′ are in two different vertices of V C then
22: Add (t, t′) to E

B Step 4: DAG transitive reduction generation
23: GT = (V T , ET ) ← [ TransitiveReduction(GC)

B Step 5: updating previous proposals
24: for each pair of transactions t and t′ in any Ui do
25: if w(t, t′) > w(t′, t) & w(t, t′) > n(1− γ) + f + 1 then
26: Add (t, t′) to Ug
27: else if w(t′, t)>w(t, t′) & w(t′, t)>n(1− γ)+f+1 then
28: Add (t′, t) to Ug

B Step 6: global order proposal
29: Send 〈GLOBAL-ORDER, GT , E ,L, Ug,Lu〉σπ to all replicas

We define two types of transactions: fixed and pending. Transaction t is fixed if it appears in at least

n− 2f local-order messages, whereas t is pending if at least n(1− γ) + f + 1 (and less than n− 2f)

local-order messages include t. A fixed transaction has been received by sufficiently many replicas

to be included in the final order. Specifically, since at most f local-order messages in the quorum

might have been received from faulty replicas, the leader counts on only n − 2f messages and if

n− 2f different replicas receive a transaction, the transaction is ordered safely. On the other hand,
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pending transactions are not received by enough replicas yet to finalize an order. However, an edge

from a pending to a fixed transaction might occur. As a result, we keep such pending transactions

in the leader proposal enabling the leader to propose more transactions. We show that this does

not violate the order-fairness (Definition 3.2). In Figure 3.1, since γ = 1, f = 1 (and n = 5), a

transaction t is fixed if it appears in 3 or 4 local orderings, e.g., transactions t2, t3, t4, t5 and t6 in

round 1, while transaction t is pending if only 2 local orderings include t, e.g., transactions t1 and

t7 in round 1.

We also define a weight function w : E 7→ [0, n − f ] to denote the number of local dependency

graphs with a particular edge. Given a set L of n−f local dependency graphs and two transactions

(vertices) t and t′ in round i, w(t, t′) represents the number of graphs that include an edge from t

to t′. Note that for any pair of data-independent transactions t and t′, w(t, t′) = 0. In Figure 3.1

and in round 1, w(t3, t4) = 3 while w(t3, t9) = 1.

Step 1: global dependency graph generation. Upon receiving a quorum of n − f local-order

messages from different replicas in round i, the leader initiates an empty graph G = (V,E) and

adds all fixed and pending transactions to its vertex set (lines 6-9 of Algorithm 2). For each pair

of data-dependent transactions t and t′ in V , the leader calculates both w(t, t′) and w(t′, t). If the

maximum of w(t, t′) and w(t′, t) is equal or greater than n(1− γ) + f + 1, then the corresponding

edge will be added to G (lines 10-14).

The goal of this step is to include as many transactions as possible while making sure that the

exclusion of any transaction from the proposal does not violate fairness (Definition 3.2). In partic-

ular, the order-fairness definition states that if γ fraction of replicas receives transaction t before

transaction t′, then t′ is not ordered before t. When at least n(1 − γ) + f + 1 replicas propose a

particular order t ≺ t′ for two transactions t and t′, at most, nγ − 2f − 1 replicas (from the set of

n− f replicas) can propose the reverse order t′ ≺ t, i.e., (n− f)− (n(1− γ) + f + 1) = nγ− 2f − 1.

This number of replicas is, nevertheless, still lower than the γ fraction of (honest) replicas (as dis-

cussed in lemma 3.2.1, only n− 2f replicas within the quorum of n− f replicas are guaranteed to

be honest). As a result, if n(1− γ) + f + 1 replicas propose an order t ≺ t′, the order can be safely
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chosen and the order-fairness will not be violated even if all remaining replicas propose the reverse

order t′ ≺ t.

Specifically, when γ = 1, based on the order-fairness definition, if all honest replicas (i.e., at least

n − 2f within a quorum of n − f) receive transaction t before t′, then t′ should not be ordered

before t. As a result, if the protocol observes that f + 1 replicas have received t before t′, it can

safely order t before t′. This is because it becomes impossible for n − 2f honest replicas within a

quorum of n − f to receive t and t′ in the reverse order (i.e., t′ ≺ t), hence, order-fairness can not

be violated. Moreover, if neither of the two possible orders satisfies order-fairness, i.e., some (> f)

received t ≺ t′ while others (> f) received t′ ≺ t, the protocol is free to choose one of the orders.

As a result, deciding based on f + 1 local ordering does not violate order-fairness. In this case, the

protocol chooses the order with the higher weight.

In round 1 of Figure 3.1, the leader adds fixed transactions t2, t3, t4, t5, t6 and pending transactions

t1 and t7 to the graph while transaction t9 is not added as it is received by only one replica. The

leader adds an edge between two transactions if the edge appears in at least n(1 − γ) + f + 1 = 2

local graphs, e.g., edge (t2, t4) is not added because it appears only in Gr1 .

Note that malicious replicas might add invalid edges, e.g., between independent transactions, to

their graph. However, the leader can detect such edges. Even if the leader does not validate edges,

since at most f replicas are Byzantine, no invalid edges will be added to the final graph. Similarly,

if the leader is malicious and adds incorrect edges, its malicious behavior can be easily detected by

replicas, as the leader must send the n− f local ordering to replicas (as a proof).

Step 2: condensation graph generation. The graph generated by the leader might contain

cycles (due to the Condorcet paradox). Rashnu batches transactions involved in a cycle and delivers

them to replicas simultaneously. To determine the order of transactions, the final graph must be

acyclic. To generate an acyclic graph from a cyclic graph, Rashnu uses the graph condensation

technique. Given a graph G, to generate the condensation graph GC of G, Rashnu first identifies

the strongly connected components of G. Each strongly connected component intuitively represents
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either a single vertex (transaction) or a cycle in graph G. More formally, a strongly connected

component C is a maximal subset of vertices such that any two vertices of this subset are reachable

from each other. The condensation of graph G is graph GC = (V C , EC) where each vertex C ∈ V C

corresponds to a strongly connected component of graph G, and (Ci, Cj) ∈ EC if and only if there

are two vertices u ∈ Ci and v ∈ Cj such that (u, v) ∈ E. Vertex C in GC is fixed if it includes at

least one fixed transaction. Otherwise, C is pending.

As shown in Figure 3.1, transactions t2, t3 and t4 construct a cycle in graph G of round 1. As a

result, the condensation graph GC consists of 4 vertices (strongly connected components): single-

transaction vertices t1, t5, t6, and t7 and vertex C1 consisting of t2, t3 and t4. The resulting graph

GC is acyclic.

Step 3: graph pruning. Once the condensation graph is generated, the next step is to remove

pending transactions with no outgoing path to a fixed transaction. These transactions are removed

because they have not been received by a sufficient number of replicas and they do not incorporate

in determining the order of a fixed transaction, i.e., we initially add them to the graph because there

might be a path from a pending to a fixed transaction, helping in determining the order. Given two

data-dependent transactions t and t′ where t is fixed, t′ is pending, and (t, t′) ∈ EC . Since at least

n(1−γ)+1 honest replicas have received t before t′, removing pending transaction t′ does not violate

fairness.

In Figure 3.1, transactions t1 and t7 are pending in round 1. However, since t1 has outgoing paths

to fixed vertex C1, we keep it in the graph; while t7 is removed from the graph. Removing t7 enables

the next proposer to propose the order of t7 freely if t7 appears in a sufficient number of local graphs.

Finally, for every pair of data-dependent transactions t and t′ with no edges in between, if t and

t′ are not in the same vertex of GC (i.e., they are not part of the same cycle), the leader adds a

pair (t, t′) to E . Maintaining the set of missing edges E is necessary because determining the order

of a missing edge might result in a new or extended cycle. Hence, a transaction should not be

executed until the order of all its predecessor transactions in the graph is determined. We do not
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maintain missing edges between transactions of the same cycle because such edges do not contribute

to transaction ordering (i.e., the transactions already constructed a cycle). In Figure 3.1, the edge

between t5 and t6 in round 1 and the edge between t8 and t10 in round 2 are missing.

Step 4: DAG transitive reduction generation. As an optimization, the generated graph can

be simplified by removing the transitive edges. The transitive reduction of a directed graph is

another directed graph that has the same reachability relation with the same vertices and as few

edges as possible. A transitive reduction of a graph GC = (V C , EC) is graph GT = (V T , ET ) where

(1) V C = V T (vertices are the same) and (2) for each pair of vertices v and u in GT , there is a path

from u to v in GT if and only if there is a path from u to v in GC [8]. Since GC is finite and acyclic,

its transitive reduction GT is unique and is a sub-graph of GC (i.e., the minimum equivalent graph).

In Figure 3.1 and in round 2, graph GT has 2 fewer edges compared to GC . For instance, (t7, t10)

is removed as t10 is reachable from t7 through t9.

Step 5: updating previous proposals. The leader also needs to update the previous proposals by

adding the missing edges between data-dependent transactions. As explained earlier, each replica r

sends a set of updated local ordering dependencies Ur to the leader in its local-order message. When

the current leader receives an ordering dependency, i.e., an edge, between two data-dependent

transactions t and t′ by at least n(1−γ) +f + 1 replicas on some previous proposal, the leader adds

an edge to its updated global ordering dependencies list Ug. If the leader receives both (t, t′) and

(t′, t), each from at least n(1−γ) + f + 1 replicas, the edge with the highest weight will be added to

the list Ug. The leader also removes the edge from the list of missing edges E . In Figure 3.1 and in

round 2, since replica r1 and r2 (f + 1 replicas) send (t6, t5) in their Ur sets, the leader adds (t6, t5)

to the list Ug.

Step 6: global order proposal. Once the graph is generated, the leader π multicasts a

〈GLOBAL-ORDER, GT , E ,L, Ug,Lu〉σπ message to all replicas. The global-order message includes the

dependency graph GT , the set of missing edges E , the set L of n − f local dependency graphs

received from different replicas, the updated global ordering dependencies list Ug, and the set Lu of

n − f updated local ordering dependencies received from different replicas. The set L and Lu are
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included to enable replicas to verify the dependency graph and the lists constructed by the leader.

3.3.3. Order Finalization

The order finalization is performed by all replicas to finalize the order proposed by the leader and

execute transactions. As shown in Algorithm 3, order finalization consists of three main steps. First,

replicas validate the proposed order. Second, all replicas establish agreement on the proposed order

using a BFT protocol, and finally, replicas execute transactions following the proposed order.

Algorithm 3 Order finalization on replica r
Input: a global-order message received from the leader

B Step 1: Global order validation
1: Upon receiving 〈GLOBAL-ORDER, GT , E ,L, Ug,Lu〉σπ
2: Validate GT , E and Ug using L and Lu

B Step 2: Establishing consensus
3: HotStuff(GLOBAL-ORDER)

B Step 3: Transaction execution
4: for every edge (t1, t2) in Ug where t1, t2 ∈ Block Bi do
5: Add (t1, t2) to Bi.GT

6: for every vertex v in Bi.GT do
7: if Bi−1 is marked as completed, all predecessors of v in Bi.GT are executed and there is no missing edge in E

involving v then
8: if v is a single transaction then
9: Execute transaction v

10: else . v contains a Condorcet cycle
11: Let be v1, v2, ...vn be a Hamiltonian cycle of v
12: Execute transactions in the specified order
13: if All transactions of Block Bi.GT are executed then
14: Mark block Bi as completed

Step 1: global order validation. Upon receiving a global-order message from the leader, each

replica validates graph GT , list of missing edges E and list of updated global ordering dependencies

Ug (Algorithm 3, lines 1-2). To validate GT , the replica ensures that fixed and pending transactions

are labeled correctly, and edges are added only if the order is proposed by a sufficient number of

replicas. Similarly, the replicas validate both E and Ug lists by checking the missing edges of the

current and previous proposals. If the global order is invalid, (honest) replicas do not participate

in the consensus protocol; hence, the leader will be eventually replaced and the new leader collects

all local orders and generates the global order.

Step 2: establishing agreement. Once the global-order message is validated, replicas establish
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agreement on the proposed order using the utilized consensus protocol. The current deployment of

Rashnu uses HotStuff [147] as the underlying BFT protocol, enabling us to compare Rashnu with

existing order-fairness protocols, e.g., Themis [91].

Step 3: transaction execution. Once consensus is achieved, each replica updates the previous

proposals by adding edges from Ug. Replicas start executing transactions of a block once all pre-

decessor blocks are executed, i.e., marked as completed. A block Bi is marked as completed if its

dependency graph Bi.G
T has no missing edges, and all its transactions are executed. In Rashnu,

replicas follow the edges in the final dependency graph in executing transactions and can execute

data-independent transactions of a block in parallel. Each vertex of a block is a strongly connected

component consisting of either a single transaction or a set of transactions that construct a cycle.

For each vertex that is a cycle, first, a Hamiltonian cycle is identified. A Hamiltonian cycle is a

cycle that visits each vertex exactly once. If the graph includes more than one Hamiltonian cycle,

all replicas deterministically use one, e.g., based on transaction ids, and execute transactions of the

cycle in that order (lines 6-12).

Note that while Rashnu executes data-independent transactions within a block in parallel, replicas

still execute transactions block by block. Specifically, each replica waits for block Bi to be marked

as completed before executing any transactions of Bi+1. This technique, while simplifying the

execution process, could result in unnecessary latency for two main reasons. First, data-independent

transactions can be executed in parallel. Hence, when transactions of a current block are being

executed, there is no need for data-independent transactions of a successor block to wait. Second,

when some edges are missing, no transactions from any successor blocks can be executed, even

if the transaction order of a successor block does not depend on the missing edges. To address

this issue, Rashnu can capture data dependencies across blocks. While the overhead of capturing

data dependencies across blocks might be high in contentious workloads, it results in a significant

performance gain in workloads with low to moderate contention.

30



3.3.4. Correctness Arguments

This section briefly discusses the order-fairness, safety, and liveness of Rashnu. Some arguments are

inspired by the correctness arguments of Themis [91].

Lemma 3.3.1. If transaction t appears in n − 2f local-order messages (i.e., fixed transaction), t is

proposed by an honest leader.

Proof. The leader includes all fixed and pending transactions in its graph G and only the graph

pruning step removes pending vertices (with no outgoing path to a fixed vertex) from the conden-

sation graph. Since a vertex in the condensation graph is pending if it does not contain any fixed

transactions, fixed transactions will always be proposed by the leader. The leader needs to send all

local orderings to replicas (as proof of construction of G). Hence, if it maliciously excludes a fixed

transaction, replicas detect that and do not accept the proposal resulting in replacing the leader.

Lemma 3.3.2. Given two data-dependent transactions t and t′ in a valid leader proposal. The

proposal includes either (t, t′) or (t′, t).

Proof. Rashnu assumes a partial synchrony model where at least n − 2f replicas in the quorum

(eventually) have sent both transactions to the leader. Since n − 2f > 2(n(1 − γ) + f), at least

w(t, t′) or w(t′, t) is equal or greater than n(1−γ) + f + 1. Since the leader adds only one edge (the

edge with higher weight) even when both w(t, t′) are w(t′, t) are equal or greater than n(1−γ)+f+1,

the final graph includes either (t, t′) or (t′, t) but not both.

Lemma 3.3.3. Graph GT proposed by an honest leader is acyclic.

Proof. While graph G might contain (Condorcet) cycles, each cycle is part of a vertex (i.e., strongly

connected component) in the condensation graph GC . Since graph pruning and transitive reduction

generation steps do not introduce any new edges, the final graph is still acyclic.
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Lemma 3.3.4. Given two order-dependent transactions t and t′ received in round i where t is fixed.

If a valid leader proposal includes only t then there are at least n(1 − γ) + 1 honest replicas that

have received t before t′.

Proof. If transaction t′ was a fixed transaction, the leader proposal must include it. Hence, t′ is not

fixed. If t′ is not a pending transaction, it has been received by at most n(1−γ)+f replicas. Since t

is fixed, it appears in n−2f local-order messages. As a result, p = (n−2f)−(n(1−γ)+f) = γn−3f

replicas ordered t before t′. n > 4f
2γ−1 , hence, p > n(1−γ) + f , from which at most f replicas might

be faulty. Hence, at least n(1−γ)+1 honest replicas received t before t′. If t′ is a pending transaction,

since it is not included in the leader proposal, there is no path from t′ to any fixed transactions that

includes t. As a result, either (1) w(t′, t) ≤ n(1− γ) + f or (2) n(1− γ) + f + 1 ≤ w(t′, t) ≤ w(t, t′).

The second case implies that at least n(1 − γ) + 1 honest replicas received t before t′. In the first

case, since t is fixed, w(t, t′) ≥ (n−2f)−(n(1−γ)+f) = γn−3f > n(1−γ)+f since n > 4f
2γ−1 .

Lemma 3.3.5. Given two order-dependent transactions t and t′, if a valid leader proposal includes

only t (and t′ was not in an earlier proposal) and t′ is received before t by γn replicas, t and t′ are

in the same Condorcet cycle.

Proof. Since t is in the proposal, it is either fixed or pending. If t is a fixed transaction, there are at

least n(1− γ) + 1 honest replicas that have received t before t′ (lemma 4.3.4); which contradict the

condition (i.e., t′ is received before t by γn replicas). Hence, t is pending. Since t is pending there is a

path t, t1, t2, ..., tk from t to some fixed transaction tk in the proposal. Since tk is a fixed transaction,

based on lemma 4.3.4, there are at least n(1− γ) + 1 honest replicas that have received tk before t′.

Since t′ is received before t by γn replicas, t, t1, t2, ..., tk, t′ construct a Condorcet cycle.

Theorem 3.3.6. Rashnu guarantees data-dependent order-fairness.

Proof. Given two data-dependent transactions t and t′ where γn replicas receive t before t′. Four

cases can happen in the final ordering. First, t and t′ are proposed in the same valid block and
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in different vertices of the graph GT (then, following Algorithm 2, t′ is not ordered before t since

γn replicas receive t before t′). Second, t and t′ are proposed in the same valid block and in the

same vertex of the graph GT (then, t′ is not ordered before t – both are part of the same cycle).

Third, t′ is proposed in a later valid block than t (then, t′ is obviously not ordered before t), and

fourth, t is proposed in a later valid block than t′ (then, based on lemma 4.3.5, t and t′ are in the

same Condorcet cycle and t′ is not ordered before t). Hence, Rashnu guarantees data-dependent

order-fairness.

Theorem 3.3.7. Rashnu guarantees safety.

Proof. The safety of Rashnu is a direct consequence of the safety of HotStuff [147], as Rashnu does

not modify any phases of the underlying agreement protocol.

Theorem 3.3.8. Rashnu guarantees liveness.

Proof. Rashnu considers a partial synchrony model where a correct client transaction t will be

(eventually) received by all replicas. As a result, t will appear in at least n− 2f local-order messages

(either in the same round or different rounds), becomes a fixed transaction, and is proposed by

a leader. The execution of t only depends on missing edges between previously proposed order-

dependent transactions and as soon as such edges are added (i.e., corresponding transactions appear

in n − 2f local-order messages), t can be executed. However, the order of transaction t does not

depend on any transaction that has not been proposed. Hence, in contrast to some other fair

ordering protocols like Aequitas [89], Condorcet cycles can not be chained and violate liveness.

3.4. Experimental Evaluation

Our evaluation has two main goals. First, measuring the overhead of supporting order-fairness

in Rashnu compared to its (unfair) underlying BFT protocol, HotStuff [147]. Second, Comparing

the performance of Rashnu and the state-of-the-art order-fairness protocol; Themis [91] (the only

existing order-fairness protocol that provides the same guarantees as Rashnu without requiring clock
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synchronization or any optimistic assumption on the honesty of nodes). To this end, we analyze

the impact of the following parameters on the performance of HotStuff, Rashnu, and Themis:

1. transaction batch size (Section 4.4.1),

2. degrees of contention (Section 4.4.2),

3. network size (Section 3.4.3),

4. order-fairness parameter (Section 4.4.3),

5. compute-intensity of workloads (Section 3.4.5),

6. geo-distribution of replicas (Section 4.4.4), and

7. workload (Section 4.4.5).

Varying these parameters enables us to simulate many real BFT application workloads [76]. Our

Rashnu implementation is bootstrapped from the HotStuff protocol [147]. We use the author’s

open-source libhotstuff codebase [3] and implemented Rashnu on top of that. We mainly change

the HotStuff codebase by enabling the leader to generate a fair order and the replicas to send

their local order to the leader and validate the proposed order. Other phases of the HotStuff

protocol remain untouched. We have also implemented Themis on top of HotStuff in the same

way as Rashnu to enable a fair comparison. We perform most experimental evaluations under the

SmallBank benchmark. We initially populate the system with 10000 records and run each protocol

under read-heavy (Pw = 0.05) and write-heavy (Pw = 0.95) workloads, e.g., Rashnu-R is Rashnu

under the read-heavy, and Rashnu-W is Rashnu under the write-heavy workload. To determine the

accounts accessed by each transaction, a Zipfian distribution is followed, which can be configured in

terms of skewness, e.g., s = 0 corresponds to a uniform distribution. We further evaluate Rashnu

under different YCSB workloads, as demonstrated in Section 4.4.5.

We run our experiments on a set of c6220 bare-metal machines on CloudLab [63], each with two

Xeon E5-2650v2 processors (8 cores each, 2.6Ghz), 64GB RAM and two 1TB SATA 3.5” 7.2K

rpm hard drives. These machines are connected by two networks, each with one interface: (1) a 1

Gbps Ethernet control network; (2) a 10 Gbps Ethernet commodity fabric. We report latency and

throughput. The results reflect end-to-end measurements from the clients.
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Figure 3.2: Impact of batch size

3.4.1. Performance With Different Batch Sizes

In the first set of experiments, we measure the impact of transaction batch size on the performance

of different protocols. In this set of experiments, the number of replicas is assumed to be 5 (4f + 1

where f = 1), the order-fairness parameter γ = 1, and the account selection follows a uniform

distribution.

Figure 4.4 depicts the results for all three protocols. The solid and dashed lines are used for read-

heavy and write-heavy workloads, respectively. When blocks are small (block size = 25), Rashnu

provides fairness with zero overhead, i.e., Rashnu processes 9675 tps while HotStuff processes 9700

tps, both with 10 ms latency. This is because the cost of generating small dependency graphs is

insignificant compared to running consensus among replicas. Increasing the block size, however,

results in a gap between HotStuff and Rashnu due to the overhead of fair transaction ordering;

generating local dependency graphs, constructing the global dependency graph, and validating the

final order. Nevertheless, with block size = 50, Rashnu incurs only 15% throughput overhead;

while with the same setting, Themis suffers from 45% throughput overhead. Further increasing the

block size makes the gap between HotStuff and Rashnu larger. This is expected because Rashnu

must construct larger local and global graphs, requiring checking more and more dependencies.
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Figure 3.3: Impact of workload contention

However, compared to Themis, Rashnu shows 233% higher throughput and 74% lower latency with

block size 400. This is because, with a larger block size, generating the global order becomes more

costly in Themis compared to Rashnu, as Rashnu considers ordering only among data-dependent

transactions. The type of workload has a negligible impact on the performance of HotStuff and

Themis, as expected. The performance of Rashnu, however, is reduced by 7% to 10% in write-heavy

workloads with different block sizes, compared to read-heavy ones, as Rashnu needs to capture more

data dependencies between transactions.

The best batch size could be affected by parameters such as the network size, the geo-distribution,

and even the computation power of nodes. Moreover, the choice might differ over time due to the

dynamic nature of distributed systems, even for the same protocol and environment. To have a fair

comparison, for the remaining set of experiments, we set the batch size to 100 (a number where all

protocols demonstrate fairly good performance.

3.4.2. Varying the Degree of Contention

In the next set of experiments, we study the impact of the workload contention by changing the

Zipfian skewness of the smallbank benchmark from s = 0.01 (uniform distribution) to s = 0.5 and

s = 0.99 (contentious workload). In this set of experiments, the batch size is 100, n = 5, and γ = 1.
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Figure 3.4: Impact of the network size

As shown in Figure 4.5, the performance of HotStuff and Themis is not affected by increasing

the workload skewness since they do not construct dependency graphs. Rashnu, however, shows

∼ 10% higher latency (in both read-heavy and write-heavy workloads) and 2% and 10% throughput

reduction in read-heavy and write-heavy workloads when we increase the Zipfian skewness from

s = 0.01 to s = 0.99. Overall, Rashnu incurs 22% throughput reduction and 27% higher latency by

going from a uniform read-heavy workload to a skewed write-heavy workload. This is the overhead

of constructing local and global dependency graphs by replicas and the leader. Note that, even

with s=0.99 and Pw=0.95, Rashnu demonstrates 34% higher throughput and 31% lower latency

compared to Themis.

3.4.3. Performance With Different Network Size

In the third set of experiments, we measure the performance of Rashnu in networks with different

sizes, i.e., 5, 21, 41, 61, 81, and 101. We consider request batches of size 100, γ = 1, and uni-

form account selection. Since the type of workloads (i.e., read-heavy and write-heavy), does not

have a significant impact on the performance of HotStuff and Themis, we only report the results

of the read-heavy workload (Pw = 0.05) for those two protocols. As depicted in Figure 3.4, in-

creasing the number of replicas significantly reduces the performance of all three protocols. This is
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Figure 3.5: Impact of the order-fairness parameter

expected because establishing consensus among a large set of replicas is expensive due to the high

communication cost.

Interestingly, with more than 20 replicas, Rashnu demonstrates almost the same performance as

HotStuff; providing order-fairness for free (the same happens for Themis with n > 55). This is

because the cost of consensus in HotStuff becomes much higher than the overhead of fair ordering

by Rashnu and Themis in a large network. This also shows that the low performance of Rashnu

and even Themis in large networks is caused by the HotStuff consensus routine and if Rashnu is

bootstrapped from a high-performance protocol, it produces better results.

3.4.4. Varying the Order-Fairness Parameter

We next run Themis and Rashnu under different values of the order-fairness parameter γ. Since the

network size is a function of the order-fairness parameter (i.e., n = 4f
2γ−1 + 1), reducing γ requires

a larger n. Specifically, with f = 1, we evaluate protocols with γ = 1 (n = 5), γ = 0.9 (n = 6),

γ = 0.75 (n = 9), γ = 0.6 (n = 21), and γ = 0.55 (n = 41). In all experiments, the batch size is

100, and the account selection is uniform. The results for Rashnu-R, Rashnu-W, and Themis are

shown in Figure 4.6.
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Figure 3.6: Performance with compute-intensive workloads

Similar to Figure 3.4, increasing the number of replicas (resulting from reducing γ) decreases the

overall performance. Since the cost of communication dominates the fair ordering overhead, the gap

between Rashnu and Themis becomes smaller by increasing γ; while Rashnu-R demonstrates 75%

higher throughput than Themis with γ = 1 (n = 5), it shows only 19% higher throughput with

γ = 0.55 (n = 41).

3.4.5. Performance With Compute Intensive Workloads

One main advantage of Rashnu is its ability to execute transactions in parallel (following the depen-

dency graph generated in the ordering phase). To demonstrate this benefit, we consider a compute-

intensive (busy-wait) workload where executing each transaction takes around 10µs. We repeat

experiments of Section 4.4.2 and change the Zipfian skewness from 0.01 to 0.5 and 0.99. As shown

in Figure 3.6, Rashnu, by executing data-independent transactions in parallel (with eight threads),

demonstrates better performance compared to even HotStuff, providing order-fairness for free, i.e.,

with s = 0.01, Rashnu shows 3% higher throughput compared to HotStuff. This demonstrates that

the throughput gain of parallel execution outnumbers the overhead caused by dependency graph

generation.
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Figure 3.7: Impact of batch size in a distributed setting

3.4.6. Performance In a Geo-Distributed Setting

In this set of experiments, we measure the performance of protocols in an emulated geo-distributed

setup. We repeat the first set of experiments (Section 4.4.1) with an extra 50 ms latency (injected by

Linux netem) for sending messages between any pair of replicas. The results are shown in Figure 4.7.

As expected, the throughput of all three protocols decreases once network latency is added. Inter-

estingly, Rashnu and Themis reach their peak performance on larger block sizes, compared to the

local setting (Figure 4.4). Specifically, while Rashnu demonstrated its best throughput with block

size 50 in the local setting, it shows its highest throughput with a block size of 400 in the distributed

setting. Similarly, Themis shows its best throughput on the block size of 200.

This demonstrates a trade-off between communication latency and fair ordering. With large latency,

the cost of communication becomes higher than the overhead of fair ordering, hence, large block

sizes are beneficial. While with low communication latency, the overhead of fair ordering is much

higher, thus smaller blocks give better performance. While with a block size of 400, Rashnu incurs

45% throughput reduction compared to HotStuff, its throughput is still 2.5 times the throughput

of Themis. Rashnu also processes transactions with 61% lower latency, compared to Themis.
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Figure 3.8: Performance under YCSB workload

3.4.7. Performance With YCSB Workloads

In the last set of experiments, we study the performance of different protocols under YCSB work-

loads. We have chosen 5 different (most relevant) workloads from the YCSB benchmark: A: update

heavy workload (A1: R/W = 5/95 and A2: R/W = 50/50), B: read-mostly workload (R/W =

95/5), C: read-only workload (R/W = 100/0), and F: read-modify-write workload. In this set

of experiments, the batch size is 100, n = 5, γ = 1, and Zipfian skewness is s = 0.01 (uniform

distribution).

As shown in Figure 4.8, Rashnu shows between 14% to 26% lower throughput compared to Hotstuff,

while its throughput is still 46% to 61% higher than Themis under different workloads. As expected,

Rashnu demonstrates its best performance under the read-only workload (C). Overall, the results

are consistent with the results of the SmallBank benchmark.

3.5. Summary

This chapter defines the notion of data-dependent order-fairness. We presented a high-performance

fair-ordering protocol, Rashnu, that leverages graph-based techniques to achieve order-fairness

among data-dependent transactions. Rashnu further utilizes batch ordering and deferred order-
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ing techniques to deal with Condorcet cycles and liveness issues. We implemented a prototype of

Rashnu on top of HotStuff and open-sourced its code. Our evaluation demonstrates the efficiency

of Rashnu in different scenarios. First, with small batch sizes or in large networks, the overhead

of order-fairness in Rashnu is negligible, i.e., Rashnu performs similarly to its underlying consen-

sus protocol HotStuff. Second, Rashnu shows significant performance improvement compared to

Themis in different settings, especially in small networks, 27% to 233% throughput improvement

on 5 replicas and with varying batch sizes. Finally, in compute-intensive workloads, Rashnu even

outperforms HotStuff (by executing transactions in parallel).

42



CHAPTER 4

DAG OF DAGs

4.1. Introduction

Distributed data management systems have historically been under the governance of central author-

ities, typically operating under the assumption of trusted environments and only tolerating crash

failures. However, recent advancements in blockchain technology, along with significant events such

as the collapse of multinational banks [137], the unexpected deactivation of user accounts [33], and

glitches in major stock exchanges [125], have led to a rapid increase in the development of decen-

tralized systems. These systems enable collaboration among multiple untrusting parties on data

management, highlighting the prevalence of untrusted environments and shifting the focus of fault

tolerance toward tolerating Byzantine failures. As a result, Byzantine fault-tolerant (BFT) proto-

cols have become a fundamental component of distributed data management systems operating in

untrusted settings [87, 83, 136, 145, 16, 141, 142, 118, 22, 14, 79, 42, 122, 18, 114, 142].

With the growth of distributed data management systems deployed in untrustworthy environments,

adversarial transaction order manipulation has become a significant concern due to the lack of

trusted intermediaries [65, 58, 94, 123, 153, 30, 81]. For instance, in a volatile stock exchange

market where share prices fluctuate rapidly, the order of trade transactions is critical in determining

profits or losses, potentially amounting to billions of dollars. This environment incentivizes honest

participants to act strategically and motivates bad actors to manipulate trade orders for financial

gain. To mitigate such risks, order-fairness becomes crucial in preventing adversarial manipulation

of transactions. Traditional centralized stock exchanges have enforced fairness for decades through

strict monitoring and prohibiting manipulative practices. As a result, order-fairness was not a

significant concern in systems until recently.
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Adversarial manipulation of transactions order is studied in the decentralized finance (DeFi) domain

[65, 58, 94, 123, 153, 30, 81] where transaction proposers make profit by including, excluding, or

reordering transactions within blocks, known as maximal extractable value (MEV) [58]. Consider an

exchange transaction to buy a particular asset. A malicious proposer can perform a front-running

sandwich attack by placing the buy transaction between two buy and sell transactions (initiated by

the malicious proposer) to manipulate asset prices. The proposer buys assets for a lower price to let

the victim buy at a higher value and then sells them again, typically at a higher price afterwards.

Adversarial manipulation of transactions in Ethereum resulted in extracting more than $686M in

revenue from unsophisticated users ($1.38B across all EVM powered networks) [48]. Other than

profitability, the order of transactions might affect their validity, typically when multiple transactions

access limited assets, e.g., a ticket booking scenario for a highly sought-after event where the number

of available tickets is limited, and through order manipulation, tickets are purchased by users who

are not supposed to get one.

Distributed systems deployed in untrusted environments utilize Byzantine Fault-Tolerant (BFT)

consensus protocols to tolerate malicious failures. These protocols provide safety, ensuring that

transactions are executed in a consistent order, and liveness, guaranteeing that all valid transactions

are eventually processed. However, they do not inherently provide order-fairness, leaving the door

open for manipulation. This gap has driven a growing body of research on integrating order-fairness

into BFT consensus protocols, ensuring that transactions are executed in an order that reflects their

arrival times in the network [150, 97, 98, 89, 91, 45, 112].

Existing order-fairness protocols, e.g., Themis [91], suffer from considerable performance overhead,

mainly due to the time needed to establish a fair order among all transactions. Even Rashnu [112],

while focusing on fairness only for data-dependent transactions, still faces performance overhead

due to the limitations of the underlying consensus protocol. In untrustworthy environments like

blockchains, the consensus protocol commonly becomes a significant bottleneck, due to the involve-

ment of a large number of nodes in the consensus process.

In recent years, there has been significant interest in developing high-performance BFT consensus
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protocols to address the communication overhead of traditional leader-based consensus protocols

caused by their sequential transaction processing approach, where a leader node sequentially dissem-

inates transaction data while proposing their execution order. Recent studies suggest that allowing

multiple nodes to propose transaction blocks concurrently could substantially enhance overall system

performance. This shift creates a Directed Acyclic Graph (DAG) of blocks, with edges represent-

ing previous blocks’ references, resulting in a family of DAG-based BFT consensus protocols, e.g.,

DAG-Rider [88], Narwhal and Tusk [59], Bullshark [133], Shoal++ [23], Autobahn [73], and Shardag

[50].

DAG-based protocols achieve high throughput by allowing concurrent block proposals and separat-

ing data dissemination from consensus routine. These features make them well-suited for addressing

the performance limitations of existing order-fairness protocols, which are often bottlenecked by their

underlying consensus protocols. Moreover, in DAG-based BFT consensus protocols, leader election

occurs randomly in a wave-by-wave manner for previous rounds, preventing the leader of any given

round from being known in advance. This approach enhances resilience against attacks by reducing

opportunities for malicious nodes to manipulate the order of transactions.

Ensuring order-fairness in DAG-based systems, however, remains challenging. The inherent flexi-

bility of DAG structures, which allows concurrent block proposals, introduces new attack surfaces

for order manipulation. Unlike traditional consensus protocols, where transactions are sequentially

ordered, DAGs enable more complex inter-block relationships. This complexity makes DAG-based

protocols particularly vulnerable to inter-block reordering attacks, where adversaries strategically

position their blocks ahead of victims’ transaction blocks. Without strong order-fairness guaran-

tees, the advantages of DAGs in terms of throughput and resilience could be overshadowed by

vulnerabilities to sophisticated adversarial strategies.

Our proposed system, DoD, addresses this challenge by introducing the DAG of DAGs architecture.

This architecture builds upon the advantages of DAG-based consensus by layering an additional

DAG structure that explicitly manages the ordering of transactions within a batch. DoD ensures

fairness by organizing transactions within individual DAGs and then ordering these DAGs within
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a higher-level consensus DAG. This approach allows for concurrent transaction processing while

maintaining fair ordering. Using wave-based leader election of the underlying DAG protocol, DoD

also eliminates the risk of leader-based manipulation, further enhancing its robustness.

DoD’s goal is to integrate order-fairness with DAG-based consensus protocols in order to present a

high-performance fair BFT consensus protocol. Our contributions are as follows:

• We design DAG of DAGs (DoD), a novel high-performance order-fairness protocol built on

top of DAG-based BFT consensus. While our prototype is built on top of Narwhal, its design

allows it to be integrated with any other DAG-based BFT protocol. DoD seamlessly adds a

layer to manage transaction ordering without compromising system throughput.

• We provide a transaction processing routine that aims to fairly order and execute transactions

through local ordering, global ordering, and finalization. This routine can be adapted to fit

various underlying DAG structures and is independent of the specific consensus mechanism

used.

• We implement a prototype of DoD and evaluate its performance. Our results demonstrate

that DoD imposes minimal performance overhead while effectively ensuring order-fairness in

DAG-based BFT consensus systems.

4.2. DoD Model

DoD is deployed in an asynchronous network consisting of a set of n known parties (replicas) where

at most f of them are Byzantine (malicious) at each time. In the Byzantine failure model, faulty

replicas may exhibit arbitrary, potentially malicious, behavior. A strong adversary can coordinate

malicious replicas and delay communication. However, the adversary is computationally bounded

and cannot subvert standard cryptographic assumptions. Replicas are connected with point-to-

point bi-directional communication channels, and each client can communicate with all replicas.

Network links are pairwise authenticated, which guarantees that a malicious replica cannot forge

a message from an honest replica. For communication between replicas, we assume the presence

of digital signatures and public-key infrastructure (PKI). A collision-resistant hash function D(.) is
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also used to map a message m to a constant-sized digest D(m).

BFT protocols require the number of replicas n > 3f to guarantee safety with at most f malicious

replicas [101, 38, 39, 64, 54]. However, fair ordering of transactions requires larger n [112, 91]. The

order-fairness is further parameterized by an order-fairness parameter γ representing the fraction of

replicas that receive transactions in a particular order. In DoD, similar to Themis [91] and Rashnu

[112], n needs to be larger than 4f
2γ−1 . Intuitively, since f out of n replicas might be faulty, the

protocol can rely on a quorum of n−f replicas to generate the final order. Among these n−f replicas,

f might be malicious, i.e., f replicas not participating in the quorum are honest slow replicas. As

a result, out of the quorum of n− f replicas, only n− 2f replicas are guaranteed to be honest. To

realize order-fairness if γn replicas receive transactions in a particular order, the final ordering must

reflect that order. Since only n − 2f replicas within the quorum are guaranteed to be honest, the

output of order-fairness must be the same as γn even with γn−2f replicas broadcasting a particular

order. On the other hand, a majority of replicas must agree with the order. Otherwise, we could

end up with conflicting fair orders suggested by different sets of γn replicas. More precisely, to

ensure that only one of the two different orders t ≺ t′ or t′ ≺ t is captured between two transactions

t and t′, γn− 2f > n
2 . As a result n > 4f

2γ−1 .

Note that the definition of order-fairness asserts that when at least a γ fraction of nodes receive two

transactions in a particular order, that order must be maintained. However, it places no restrictions

on scenarios where fewer than a γ fraction of nodes receive the transactions in any order. As a result,

in an unstable, jittery network environment where no partial order between two given transactions

may surpass the γn threshold, DoD will still include these transactions in the final order, with the

flexibility to determine any relative order for them.

In an asynchronous network, replicas might receive transactions in different orders. Hence, as

demonstrated by the Condorcet paradox, defining a fair order among all transactions becomes im-

possible, even if all replicas are honest.The Condorcet paradox states that even if the local order

of each replica is transitive, there might be situations that lead to non-transitive collective voting

preferences. Consider a simple example with three replicas r1, r2 and r3 that receive three trans-
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actions t1, t2 and t3 in the following order: on r1 : t1 → t2 → t3, on r2 : t2 → t3 → t1, and on

r3 : t3 → t1 → t2. Here, a majority (2 out of 3) of replicas received t1 before t2 (replicas r1 and r3).

Similarly, t2 is received before t3 by a majority of replicas (r1 and r2 ). However, t3 is also received

by replicas r2 and r3 before t1. The collection of these orders results in a cyclic global ordering.

To address this challenge, transactions involved in a Condorcet cycle can be sent to replicas con-

currently within the same batch [89]. Specifically, given transactions t and t′ where t is received by

sufficiently many replicas before t′; while strong order-fairness requires the leader to send t before t′,

batch-order-fairness relaxes this requirement by saying t should be delivered no later than (before

or at the same time as) t′. Batch-order-fairness does not specify the order of transactions within a

batch and respects a fair order up to this limit. Hence, if a total order among all transactions is

required, a deterministic total ordering for transactions in the same cycle, e.g., alphabetical, needs

to be specified.

In DoD, we utilize the data-dependent order fairness notion presented in Rashnu. This notion

recognizes that fair ordering is crucial when transactions access shared resources, and it ensures

that if a sufficient number of replicas receive data-dependent transactions in a particular order, that

order is preserved in the execution. More precisely, given two data-dependent transactions t and

t′; If γ-fraction of replicas receive t before t′, no honest replica outputs t′ before t. Focusing on

ordering only those transactions that have data dependencies, data-dependent order-fairness avoids

the performance overhead associated with ordering all transactions. Furthermore, considering only

data-dependent transactions minimizes the likelihood of Condorcet cycles.

While DoD can be bootstrapped from any DAG-based BFT protocols, we particularly choose Nar-

whal and Tusk as our base protocol in preference to DAG-Rider and Bullshark for multiple reasons.

Firstly, DAG-Rider’s dependence on weak links to assure the eventual inclusion of blocks originating

from slower replicas introduces unacceptable latency, rendering it not fully practical for our perfor-

mance objectives. Secondly, while Bullshark represents a hybrid protocol integrating aspects of both

DAG-Rider and Tusk, its synchronous phases continue to employ weak links, consequently resulting

in a notable reduction in throughput when compared to Tusk. In contrast, our DoD system imple-
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Figure 4.1: A DoD deployment with two parties, each consisting of four workers

ments a different transaction dissemination strategy wherein the client broadcasts transactions to

all replicas, which is needed to guarantee order-fairness. This eliminates the requirement for weak

links and the associated delays incurred by awaiting slower replicas. As a result, DoD achieves both

efficient consensus and fair ordering with n−f replica batches. Thirdly, by building upon Narwhal,

DoD benefits from its robust and fast mempool management and the use of sharding among workers,

which helps in achieving high throughput.

Our protocol builds on the concept of the mempool and uses sharding. Workers with the same ID

across all parties are responsible for the same shard, and this shard assignment is predetermined and

known to both clients and workers. Figure 4.1 presents the shard assignment of DoD in a deployment

with two parties (P0 and P1) and four workers (W0 to W3) within each party. As shown, each worker

is responsible for processing transactions on a separate data shard (of a simple data set with user

IDs u1 to u100). Clients submit transactions t1 to t5. Each transaction is processed by the workers

maintaining the corresponding data shards. Transactions are either single-shard or cross-shard, e.g.,

cross-shard transaction t3 is processed by workers W0 and W3 of all parties.

4.3. Transaction Processing in DoD

This section gives an overview of the entire transaction processing routine of DoD and then discusses

local ordering and global ordering stages in more detail. The core contribution of the transaction

processing routine is its ability to order and execute transactions fairly through distinct phases:
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local ordering, global ordering, and order finalization. While DoD is built on top of the Narwhal

protocol, its ordering layer can be easily integrated with any other DAG-based BFT protocol.

Although some communication phases are adapted to fit the underlying DAG structure, the core

process of achieving local or global order can be done regardless of the specific consensus mechanism

used, as DoD manages the ordering of transactions within each batch. Figure 4.2 presents the

communication flow of the protocol in a deployment with five replicas (P0 to P4) each containing a

primary (π) and a single worker (W0). In DoD, and in order to provide order-fairness, each client

sends its transactions to their designated workers determined by the shard assignment at every party

(in Figure 4.2, all transactions go to W0). This is needed because if only a single party receives a

client transaction, no other party can validate the proposed order.

Each worker collects a block of transactions, constructs a local dependency graph based on the

received order, and sends this local order graph as a local-order message to all the workers with the

same ID on other parties (i.e., workers who were supposed to receive the same set of transactions).

As can be seen, workers might receive transactions in different orders or even receive different sets

of transactions due to the asynchronous nature of the network.

Upon receiving n− f different local order graphs, each worker generates a global dependency graph

that ensures fair ordering of the transactions and disseminates a global-order message including the

graph to the workers with the same ID across all parties. This communication step is required to

construct the DAG of global order graphs on each party. Each worker then waits to receive n − f

global-order messages and sends the digest of these global order graphs to the party’s primary. At

the same time, if a worker does not have the content of a transaction in a received global order

graph, the worker asynchronously contacts the sender to receive the transaction content (e.g., in

Figure 4.2, worker W0 of party P0 requesting transaction 4 from a sender party worker, i.e., P1W0).

Upon receiving a global order message, DoD performs a similar process as shown in Figure 2.1. A

worker validates the message, stores the associated data, and sends an acknowledgment (signatures)

to the worker that created it. Once a quorum of acknowledgments is gathered, the cryptographic

hash of the batch and n − f signatures are shared with the primary for inclusion in a new block.
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The primary then collects these digests until either a predefined maximum block size is reached or

a timeout occurs. The primary constructs a PoA certificate using the received n − f signatures,

ensuring that the data within the block is accessible. This allows the primary to advance to the

next round and construct the DAG. While each of these steps is detailed in Figure 2.1, they are

intentionally omitted from Figure 4.2 for simplicity, represented instead by three dots to indicate

these additional underlying operations.

In the consensus stage, transactions are ordered by processing the DAG in waves, which consists of

three rounds. Replicas commit to a leader block if f + 1 votes in their local view reference it, and

then order its causal history by recursively checking for paths to previously committed leaders. If

such a path exists, the replica orders the previous leader before the current candidate and repeats

this process. This mechanism guarantees that all honest replicas eventually agree on the same

sequence of committed leader blocks.

Figure 4.3 presents local and global ordering stages of DoD in a simple example. We use this example

throughout this section. It illustrates worker W0 of four parties P1W0 to P4W0 (assuming f = 1,

n = 5 (n = 4f + 1), n − f = 4 replicas in the quorum). A set of transactions t1 to t9 is received

from clients, where each transaction accesses a subset of data objects A,B,C,D,E (shown at the

bottom). These interactions are either read operations (R(obj)) or write operations (W (obj)).

4.3.1. Local Ordering

In the local ordering phase, each worker constructs a dependency graph as it processes transactions.

During any given DoD round i, a worker may encounter three distinct types of transactions:

1. Unseen transactions that have never been observed by this worker in prior rounds.

2. Unprocessed transactions that were received in a prior round j(j < i) and included in the

global order graph but were not executed due to missing edges in the graph.

3. Processed transactions that were previously executed in an earlier round j(j < i) but, due to

network delays, are now being received by the worker.
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Figure 4.2: The communication flow of DoD

As outlined in Algorithm 4, upon receiving a valid signed request message m = 〈REQUEST, t, τ, c〉σc

from client c to execute transaction t with timestamp τ , each worker stores the transaction in an

ordered list, maintaining the sequence of arrival. This list, referred to as a block, is sealed when it

reaches its maximum capacity or when the timer expires, whichever occurs first.

We define a weight function w : E 7→ [0, n − f ] to represent the number of different workers that

observe a specific edge. Given a set of n−f local dependency graphs received from workers and two

transactions t and t′ in round i, the function w(t, t′) indicates how many local-order graphs include

an edge from t to t′.

At the beginning of round i of the DoD protocol, each worker w initializes an empty graph Gw =

(Tw, Ew). Each worker w also maintains missing edges and their current weight in a missing edges

store Mw. An edge (t, t′) is a missing edge if t and t′ are data-dependent and both w(t, t′) and

w(t′, t) are smaller than n(1 − γ) + f + 1. Each worker keeps updating the weight of the missing

edges in its missing edges store until the weight becomes greater than n(1− γ) + f (as shown in the

global ordering step).

Workers discard any Processed transactions. When a worker receives an Unprocessed transaction
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Algorithm 4 Local ordering on a worker w
Input: a set of incoming client requests in DoD round i

1: Initiate an empty graph Gw = (Tw, Ew)
2: while round i has not finished do
3: for every valid received client request m = 〈REQUEST, t, τ, c〉σc do
4: if t is already Processed then
5: continue
6: else if t is Unprocessed then
7: if any missing pair (t′, t) exists in the missing edge store Mw where t′ is already received then
8: w(t′, t) = w(t′, t) + 1

9: else if t is an unseen transaction then
10: Add t to Tw
11: for every vertex t′ ∈ Tw do
12: if t and t′ are data-dependent then
13: Add (t′, t) to Ew
14: Send 〈LOCAL-ORDER, i, Gw〉σw to the workers of other replicas with the same ID

t, it checks the missing edges set for any undirected edges involving t. If a missing pair (t′, t) is

found and the replica has already received t′, the worker adds (t′, t) to the set to establish the order

between t′ and t. Since DoD employs a DAG-based BFT consensus, where each replica maintains

a local DAG of vertices, updated edges do not need to be communicated to other replicas. This

approach differentiates DoD fundamentally from Rashnu.

Following this, the worker integrates all Unseen transactions into Gw. For each transaction t′ that

precedes transaction t and shares a data dependency with t, an edge (t′, t) is inserted into Gw. The

worker ensures that an edge (t′, t) is added if transaction t′ was received before t (i.e., t′ < t) and

both transactions are data-dependent.

At the end of DoD round i, each worker w sends a signed local-order message 〈LOCAL-ORDER, i, Gw〉σw

to the workers of other replicas with the same ID. These local-order messages are then utilized by

workers in the global ordering phase to confirm that this set of requests has been received.

Figure 4.3 (top part) presents the local ordering phase of DoD on different workers (with the same

ID). As an example, worker P3W0 receives transactions in this order: t3 ≺ t1 ≺ t2 ≺ t6 ≺ t7 ≺

t9 ≺ t8 and generates a local dependency graph consisting of data dependency relations between

different transactions, e.g., there is an edge from t1 to t2 because t1 was received before t2 and both

write to the data object A.
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Figure 4.3: Local and global ordering in DoD

4.3.2. Global Ordering

The global ordering phase of DoD, in contrast to Rashnu, uses sharding where different workers of

the same replica receive disjoint sets of transactions while workers with the same ID across different

replicas receive the same set of transactions, enabling DoD to provide order fairness. As presented

in Algorithm 5, during the global ordering phase, each worker receives local-order messages from

workers with the same ID across different parties. Since up to f parties may be faulty and fail

to send their local-order messages, each worker collects a quorum of n−f local-order messages from

different workers (including itself) to establish the global order.

In DoD, transactions are classified into two categories: fixed and pending. A transaction t is labeled

as fixed if it appears in at least n − 2f local-order messages, ensuring that it has been received by

a sufficient number of replicas and can be safely included in the final order. Since only up to f
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local-order messages may originate from faulty replicas, a transaction must be observed by at least

n−2f honest replicas to be considered reliably ordered. On the other hand, a transaction is labeled

as pending if it is present in at least n(1−γ)+f+1 but fewer than n−2f local-order messages. These

transactions have not yet reached enough replicas to be fully finalized. However, dependencies can

still form between pending and fixed transactions. To maintain consistency in ordering, pending

transactions are kept if an edge exists from pending transactions to fixed transactions.

For instance, in Figure 4.3, since γ = 1 and f = 1 (n = 5), a transaction t is fixed if it appears

in 3 or 4 local orderings, e.g., transactions t1, t2, t3, t6, t7 and t8 (in blue), while transaction t is

pending if only 2 local orderings include t, e.g., transactions t4 and t5 (in red). Transaction t9 is not

included in the global order graph because it is received by only 1 party.

Global dependency graph construction. At the beginning of round i, each worker collects

local-order messages from at least n − f distinct workers with the same worker ID across different

parties and initializes an empty directed graph G = (V,E). The worker then adds all transactions

classified as fixed or pending to the vertex set of G. To determine dependencies, the worker examines

each pair of transactions t and t′ in V , calculating both w(t, t′) and w(t′, t). If the stronger of the

two values meets or exceeds n(1 − γ) + f + 1, an edge is inserted into G to reflect the ordering

relationship.

This process ensures that transactions are included in a way that preserves fairness. The fairness

rule states that if a γ fraction of replicas observe transaction t before transaction t′, then t′ cannot

be placed before t in the final order. By requiring at least n(1 − γ) + f + 1 replicas to report

a consistent ordering, the protocol guarantees that any conflicting minority cannot override the

correct sequence. Since only n− 2f replicas in a quorum of n− f are guaranteed to be honest, this

threshold prevents fairness violations, even if all remaining replicas report a reversed order.

For instance, if γ = 1, fairness demands that if all honest replicas within the quorum (at least

n − 2f) receive transaction t before t′, then t′ cannot be placed before t. If at least f + 1 replicas

confirm the order t ≺ t′, the protocol safely enforces it. This is because it becomes impossible for a

55



quorum of (n− 2f) honest replicas to have observed t′ before t. If there is no clear majority order,

meaning both t ≺ t′ and t′ ≺ t are supported by more than f replicas, the protocol resolves the

ambiguity by selecting the order with the higher weight.

In Figure 4.3, a directed edge is added between two transactions if the edge appears in at least

n(1 − γ) + f + 1 = 2 local graphs. For instance, while two local order graphs (P1W0 and P2W0)

include both t5 and t7, the workers receive t5 and t7 in different orders, i.e., t5 ≺ t7 in P1W0 while

t7 ≺ t5 in P2W0. Hence, no global order can be established and (t5, t7), is recorded in a missing

edges setM.

While Byzantine replicas may attempt to introduce false dependencies, their influence is limited.

This is because each local-order message is verified using certificates sent by the originating replicas.

This ensures that any potentially invalid edges won’t be included in the final dependency graph. The

complexity of constructing the global dependency graph is O(n(|V |+ |E|)), as it involves traversing

n local graphs.
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Algorithm 5 Global ordering on a worker w
Input: n− f received local-order messages 〈LOCAL-ORDER, i, Gw′〉σw′

B Transaction labeling
1: for every transaction t in some local-order graph Gw do
2: if t appears in at least n− 2f local-order graphs then
3: Label t as fixed
4: else if t appears in at least n(1− γ) + f + 1 local-order graphs then
5: Label t as pending

B Global dependency graph generation
6: Initiate an empty graph G = (V,E)
7: Initiate an empty set of missing edge pairsM = φ
8: for every fixed or pending transaction t do
9: add a vertex t to G

10: for each pair of vertices t and t′ do
11: if (t′, t) ∈Mw then . The edge is already in the missing edges store
12: Increase the weight of (t′, t) by w(t′, t)
13: if w(t, t′) > w(t′, t) & w(t, t′) ≥ n(1− γ) + f + 1 then
14: Add (t, t′) to E
15: else if w(t′, t) > w(t, t′) & w(t′, t)≥n(1− γ) + f + 1 then
16: Add (t′, t) to E
17: else if w(t, t′) > 0 or w(t′, t) > 0 then
18: Add (t, t′) pair intoM
19: if w(t, t′) > 0 & (t, t′) /∈Mw then
20: Add ((t, t′), w(t′, t)) to Mw

21: if w(t′, t) > 0 & (t′, t) /∈Mw then
22: Add ((t′, t), w(t, t′)) to Mw

B Condensation graph generation
23: GC = (V C , EC) ←[ Condensation(G)

B Graph pruning
24: for every pending vertex u do
25: if there is no fixed vertex v such that (u, v) ∈ EC then
26: Remove u from V C

27: Remove all edges involving u from EC

28: for every pair of data-dependent transactions t and t′ with no edges do
29: if t and t′ are in two different vertices of V C then
30: Add (t, t′) toM

B DAG transitive reduction generation
31: GT = (V T , ET ) ←[ TransitiveReduction(GC)
32: Send 〈GLOBAL-ORDER, GT ,M〉σw to the workers of other replicas with same ID

B Global order synchronization
33: if Receiving valid global-order messages then
34: for every transaction t in some GT do
35: if t does not exist in the local storage of worker w then
36: send an INFO-REQ(t) message to the workers with the same ID
37: if Receiving INFO-REQ(t) from worker w′ & t exists in the local storage then
38: send transaction t to w′

39: for every (t, t′) pair in someM do
40: Update the missing edge store Mw with (t, t′)

41: for every (GT ,M) in the receiving global-order messages in a round r do
42: Create digest d = D((GT ,M))
43: Update the local store with (d, (GT ,M)) mapping
44: if (GT ,M) is coming from worker w′ of another party then
45: Send an acknowledgment 〈ACK, d, r, w′〉σw to w′.
46: send d to the Primary
47: for every 〈ACK, d, r, w〉σw′ receiving from a worker w′ do
48: send 〈ACK, d, r, w〉σw′ to the Primary 57



Condensation graph generation. The global dependency graph may contain cycles due to the

Condorcet paradox. However, the final graph must be acyclic to determine the transaction order.

To achieve this, DoD applies the graph condensation technique. Given a graph G, to generate its

condensation graph GC , DoD first identifies the strongly connected components (SCCs) of G. Each

SCC intuitively represents either a single transaction or a cycle in the graph. Formally, a strongly

connected component C is a maximal subset of vertices such that any two vertices within this subset

are reachable from each other.

The condensation of graph G is a new graph GC = (V C , EC), where each vertex vC ∈ V C cor-

responds to a strongly connected component (SCC) of G. An edge (uCi , v
C
j ) ∈ EC exists if and

only if there are vertices u ∈ uCi and v ∈ vCj such that (u, v) ∈ E. In the condensation graph, a

vertex vC is classified as fixed if it contains at least one fixed transaction; otherwise, it is classified

as pending. The resulting graph GC is guaranteed to be acyclic. As shown in Figure 4.3, graph G is

condensed into an acyclic graph GC where vertices are SCCs. Here, we have 6 vertices: singletons

t4, t5, t6, t7, t8 and C1 = {t1, t2, t3} (forming a cycle). Vertices t4 and t5 are pending because, no

fixed transaction is included in those vertices. All other vertices (t6, t7, t8 and C1) are fixed.

The condensation graph can be generated using like Kosaraju’s algorithm for finding strongly con-

nected components, which runs in O(|V |+ |E|) time.

Graph pruning. After generating the condensation graph, the next step involves eliminating

pending transactions that do not have any outgoing edges to a fixed transaction. These pending

transactions are excluded because they are not yet received by enough replicas and do not play a

role in determining the order of fixed transactions. Although they were initially included in the

graph with the possibility of a connection to a fixed transaction, once it is confirmed that no such

connection exists, they can be safely removed. Consider two transactions, t and t′, where t is fixed,

t′ is pending, and there exists an edge (t, t′) ∈ EC . Since at least n(1− γ) + 1 replicas have received

t before t′, removing t′ does not violate the fairness property of the system. In Figure 4.3 pending

vertices t4 and t5 are considered for removal. However, t5 is kept due to outgoing edges to the fixed

vertices t6 and t8, while t4 is pruned (will include later when it appears in a sufficient number of
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local order graphs).

The pruning process, which removes these unnecessary pending transactions, is efficient and can be

done in O(|V |+ |E|) time complexity.

Additionally, for any pair of transactions t and t′, if they are not already connected by an edge and

are not part of the same condensation graph vertex (i.e., they do not belong to the same strongly

connected component), the worker adds this pair to the set of missing edges M. Keeping track of

these missing edges is crucial, as the determination of their order may create new cycles or extend

existing ones. Therefore, a transaction cannot be finalized until all its predecessor transactions have

their order determined. It is important to note that missing edges between transactions within the

same cycle do not need to be tracked, as they do not impact the overall ordering of transactions.

DAG transitive reduction. To optimize the generated graph, we perform transitive reduction,

which removes redundant edges while preserving the reachability between vertices. This process

simplifies the graph by ensuring that only the essential edges, directly contributing to the order of

transactions, remain. Given a directed graph GC = (V C , EC), the transitive reduction results in

a graph GT = (V T , ET ) where: (1) V C = V T , meaning the vertices remain unchanged. (2) For

every pair of vertices u and v, there is a path from u to v in GT if and only if there is a path from

u to v in GC . This ensures that all reachability relationships in GC are maintained in GT , but

without the redundant edges that can be inferred through other paths (i.e., don’t contribute new

information about the transaction order). In Figure 4.3, edge (t5, t8) is removed due to the indirect

path t5→t6→t8, simplifying the graph while preserving reachability.

Since GC is acyclic, the transitive reduction GT is unique and forms a subgraph of GC , meaning it

is the minimal graph that still maintains the essential structure needed for ordering transactions.

The complexity of generating the transitive reduction of a directed acyclic graph is O(|V |2), where

|V | is the number of vertices.

After the transitive reduction, the resulting graphs, along with a set of missing edges in these graphs,

are broadcast to the same ID workers across all the parties. This ensures that all workers can access
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the necessary information for the final BFT-DAG construction.

Global order synchronization. The global order synchronization process initiates by receiving

global-order messages (including global-order graphs and their associated sets of missing edges) and

consists of two main steps. First, synchronizing transactions across all workers, and second, updating

the local missing edges store.

Clients multicast the same transactions to workers with the same ID across all replicas. However,

due to network delays or message losses, some transactions may not reach all workers. As a result,

in any DoD round, the global order observed by workers with the same ID may not be exactly

the same, as shown in Figure 4.2. The global order contains only transaction IDs instead of full

transactions to reduce communication overhead.

As each worker processes the global-order graphs, it checks whether each transaction ID is already

present in its local storage. If a transaction ID t is not present in its local store, the worker

requests the full transaction corresponding to the unknown transaction ID from the sender worker

by sending an info-req(t) message. Upon receiving this request, the sender asynchronously responds

with the required transaction, allowing other workers to update their local stores. Importantly, this

communication step is fully asynchronous, ensuring that the requesting worker does not wait for

the response during the DAG construction or the consensus phase, as the requested information is

only needed during the order finalization stage. By efficiently synchronizing transaction data while

preserving asynchronous operations, the protocol ensures that all replicas maintain a consistent set

of transactions, even if some were initially delayed or lost.

In the second step, each worker w updates its missing edge store Mw to maintain accurate de-

pendency relationships between transactions. As it processes the sets of missing edges, the worker

examines each pair of transactions along with their weight (i.e., occurrence count). If a dependency

between two transactions is identified, the missing edge store is updated accordingly.

Finally, for each received 〈GLOBAL-ORDER, GT ,M〉σw message, the worker generates a digest d =

D((GT ,M)) that uniquely represents the content. This digest, along with the global-order message,
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is stored in the local storage of the worker. To enable the construction of the BFT-DAG, the worker

sends the digest to the Primary. Additionally, it sends an 〈ACK, d, r, w′〉σw message to the worker

w′ that originally created this global-order message, unless the message originated from the current

worker itself.

4.3.3. Order Finalization

Order finalization is managed by the primary within each party. As presented in Algorithm 6, the

primary receives digest d = D(GT ,M)) of global-order messages from workers until the maximum

block size is reached or a timeout occurs. It also gathers n − f acknowledgment messages from

workers, which originally created this global-order. Upon receiving both the digests and the quorum

of acknowledgment messages, the primary initiates the Narwhal algorithm to incorporate new vertices

into the BFT-DAG and advance the current round. As part of this Narwhal process, the primary

first generates a proof of availability certificate and multicasts it to all other replicas. Upon receiving

n− f PoA certificates from other replicas, the primary constructs its local DAG by adding digests

as vertices along with the back edges (obtained from PoA certificates), following the Narwhal DAG

construction algorithm.

Algorithm 6 Order Finalization
B BFT-DAG Construction and Total Ordering on primary π

1: if primary receiving n− f 〈ACK, d, r, w〉σw′ for w and a d = D((GT ,M)) in round r then
2: use Narwhal to construct BFT-DAG
3: if BFT-DAG vertices are totally ordered on primary using Tusk then
4: Send each totally ordered vertex (digest d) to the corresponding worker

B Transaction execution on worker w
5: while worker receives totally ordered digest D((GT ,M)) from primary do
6: Insert D((GT ,M)) into execution queue Q
7: while Q is not empty do
8: d = D((GT ,M)) Head of Q
9: Retrieve (GT ,M) from local storage using d = D((GT ,M))

10: Check missing edge store for directions of edges inM
11: if Any missing edge direction is finalized then
12: Update GT with the finalized edge
13: Remove the corresponding pair fromM
14: if M is empty then
15: Execute each transaction in GT using Khan’s algorithm
16: Remove GT from Q
17: else
18: break . Stop as current GT has unresolved missing edges
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Once workers receive the total order from the primary, they place the ordered global-order messages

into an execution queue. The execution queue is traversed starting from the head. For each graph

in the queue, worker w first verifies if the directions of any missing edges are finalized in its missing

edge store Mw. If finalized, the worker updates the global-order graph with these edges and removes

the corresponding pairs from the set of missing edges. If no missing edges remain for the graph, the

worker executes the graph and moves to the next element in the queue. The worker stops traversing

the queue when it encounters a global-order message with unresolved missing edges.

The global-order graph is represented as a directed acyclic graph, allowing concurrent execution of

transactions using Kahn’s algorithm [85]. To optimize performance, DoD employs a thread pool

for efficient resource utilization. The number of threads can be configured as a system parameter

based on the hardware specifications, enabling adaptable scalability.

A transaction might access multiple objects. If all objects within a transaction t belong to the

same shard, the client simply sends t to the corresponding worker within each party. However, if

the objects span multiple shards, the client distributes the objects to the relevant workers across

all parties. As a result, some workers may receive objects that are outside their designated shard.

During order finalization, each worker updates only the objects associated with its shard, discard-

ing the rest. Since the other workers within the same party will update their respective objects,

consistency is preserved. This design ensures eventual consistency, allowing all replicas to reach a

consistent state after executing a block.

4.3.4. Correctness Arguments

Lemma 4.3.1. On a replica, if transaction t is fixed, then t is included in the global order for

execution.

Proof. DoD leverages Narwhal’s Certificate of Availability. When a local-order message is created, it

is broadcast to other replicas. Once n− f replicas acknowledge the local-order message, a certificate

of availability is formed. This certificate includes the local order’s hash, ensuring that the local order

is available and can be retrieved. When a replica needs to retrieve the content of a block, it uses
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the hash from the certificate of availability to request the block from other replicas. Since at least

n−2f honest replicas have stored the block, the requesting replica can retrieve the block by querying

other replicas. The Certificate of Availability provides a reliable way for replicas to determine which

local-order messages other replicas received in the previous round. A replica then constructs a global-

order graph based on n−f local-order messages, which are automatically verified since the local-order

messages have already been validated. The replica includes all fixed and pending transactions in

its global-order graph. During the pruning step, pending vertices (those with no outgoing paths to

fixed vertices) are removed from the condensation graph. Since a vertex in the condensation graph

is classified as pending only if it contains no fixed transactions, all fixed transactions are guaranteed

to be included by the replica.

Lemma 4.3.2. For any data-dependent transactions t and t′, the global-order will establish either

(t, t′) or (t′, t) as their ordering.

Proof. The DoD protocol ensures that at least n − 2f replicas in the quorum eventually transmit

both transactions to a receiving replica. Given that n− 2f exceeds 2(n(1− γ) + f), it follows that

at least one of w(t, t′) or w(t′, t) meets or surpasses the threshold of n(1− γ) + f + 1. The protocol

enforces a rule where only the higher-weight edge is retained in cases where both w(t, t′) and w(t′, t)

exceed this threshold. Consequently, the final global-order graph contains precisely one of the two

possible edges, ensuring a deterministic ordering between t and t′.

Lemma 4.3.3. The graph GT remains acyclic.

Proof. Although the original graph G may contain Condorcet cycles, each such cycle is encapsulated

within a single vertex, representing a strongly connected component in the condensation graph GC .

Since neither the graph pruning process nor the transitive reduction step introduces additional

edges, the resulting graph maintains its acyclic nature.

Lemma 4.3.4. Given two order-dependent transactions t and t′ received in round i, where t is
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fixed, if a global order includes only t on any valid replica, then at least n(1− γ) + 1 honest replicas

must have received t before t′.

Proof. If transaction t′ were a fixed transaction, it would necessarily be included in the global order,

so t′ is not fixed. If t′ is not a pending transaction, it has been received by at most n(1 − γ) + f

replicas. Since t is fixed, it appears in at least n − 2f local-order messages. This means that the

number of replicas that ordered t before t′ is at least p = (n−2f)− (n(1−γ)+f) = γn−3f . Given

that n > 4f
2γ−1 , it follows that p > n(1− γ) + f . Since at most f of these replicas may be faulty, at

least n(1− γ) + 1 honest replicas must have received t before t′. If t′ is a pending transaction and is

not included in the global order, there is no path from t′ to any fixed transaction, including t. This

leads to two possible cases: either w(t′, t) ≤ n(1− γ) + f , or n(1− γ) + f + 1 ≤ w(t′, t) ≤ w(t, t′).

In the second case, at least n(1− γ) + 1 honest replicas must have received t before t′. In the first

case, since t is fixed, w(t, t′) ≥ γn − 3f , which is greater than n(1 − γ) + f given that n > 4f
2γ−1 .

Hence, in all cases, at least n(1− γ) + 1 honest replicas received t before t′.

Lemma 4.3.5. Given two order-dependent transactions t and t′, if a valid replica includes only t

in its global-order (and t′ was not included in an earlier proposal), and if t′ is received before t by

γn replicas, then t and t′ form part of the same Condorcet cycle.

Proof. Since t appears in the global-order, it must be either fixed or pending. If t is a fixed transaction,

then at least n(1−γ)+1 honest replicas must have received t before t′ (by lmm 4.3.4), contradicting

the assumption that t′ was received before t by γn replicas. Therefore, t must be pending. Because t

is pending, there must exist a path t, t1, t2, ..., tk leading to some fixed transaction tk in the proposal.

Since tk is fixed, lmm 4.3.4 ensures that at least n(1 − γ) + 1 honest replicas received tk before t′.

Given that t′ was received before t by γn replicas, the sequence t, t1, t2, ..., tk, t′ forms a Condorcet

cycle.

Theorem 4.3.6. DoD guarantees data-dependent order-fairness.
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Proof. Given two data-dependent transactions t and t′ where γn replicas receive t before t′. Four

cases can happen in the final ordering. First, t and t′ are proposed in the same valid block and in

different vertices of the graph GT (then, following Algorithm 5, t′ is not ordered before t since γn

replicas receive t before t′). Second, t and t′ are proposed in the same valid block and in the same

vertex of the graph GT (then, t′ is not ordered before t – both are part of the same cycle). Third, t′

is proposed in a later valid block than t (then, t′ is obviously not ordered before t), and fourth, t is

proposed in a later valid block than t′ (then, based on lmm 4.3.5, t and t′ are in the same Condorcet

cycle and t′ is not ordered before t). Hence, DoD guarantees data-dependent order-fairness.

Theorem 4.3.7. DoD guarantees safety.

Proof. The safety of DoD is a direct consequence of the safety of Narwhal and Tusk [59], as DoD

does not modify any aspects that could affect the safety of the protocol.

Theorem 4.3.8. DoD guarantees liveness.

Proof. DoD assumes that a correct transaction t will be (eventually) received by all replicas. As

a result, t will appear in at least n − 2f local-order messages (either in the same round or different

rounds), and become fixed. Since Narwhal ensures that once a block is written and certified, it

remains available for future reads, a fixed transaction will be proposed by a leader. The execution of

t only depends on missing edges between previously proposed order-dependent transactions, and as

soon as such edges are added (i.e., corresponding transactions appear in n−2f local-order messages),

t can be executed. However, the order of transaction t does not depend on any transaction that has

not been proposed; consequently, Condorcet cycles can not be chained and violate liveness.

4.4. Experimental Evaluation

The main goal of our evaluation is to measure the efficiency of DoD compared to other fair BFT con-

sensus protocols and the overhead introduced by order-fairness relative to Tusk [59], the underlying

(unfair) DAG-based BFT consensus protocol of DoD. To the best of our knowledge, this is the first
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work to incorporate order-fairness into a DAG-based BFT protocol. For a well-rounded evaluation,

we also benchmark our protocol against Themis [91] and Rashnu [112], two leading order-fairness

protocols built on the HotStuff [147] consensus, and against HotStuff itself.

We examine how the performance of DoD is affected by different parameters, including: transac-

tion batch size (Section 4.4.1), geo-distributed environment (Section 4.4.4), degree of contention

(Section 4.4.2), and order-fairness parameter (Section 4.4.3).

The DoD implementation is built upon the Narwhal and Tusk protocol. We began with Narwhal’s

open-source codebase and modified its mempool worker to enforce fair transaction ordering. Instead

of broadcasting Batches as Narwhal does, workers use Narwhal’s mempool to disseminate local-order

graphs. The global order is then determined locally and processed similarly to how Tusk handles

Batches. During execution, DoD processes a global-order graph instead of a Batch, which maintains

order fairness throughout the system. Another difference lies in the round progression mechanisms

of the two systems. In Narwhal, a round advances with each block, and each block contains multiple

batches. Each Narwhal batch is a list of transactions. By contrast, a DoD round advances with

each batch, and each DoD batch contains a global dependency graph. This distinction enables

DoD to establish a consistent transaction order at a finer granularity, independently of Narwhal’s

block-level progression.

We carry out all of our experimental evaluations across all 5 systems (Hotstuff, Themis, Rashnu,

Narwhal, and DoD) utilizing the SmallBank benchmark. Smallbank consists of n users, each having

two types of accounts: checking and savings. There are seven types of transactions in total to read

and update account balances, six of which modify account values and one that simply reads the

account values based on predefined rules. We begin by populating the system with 10, 000 records

and then evaluate each protocol under both read-heavy (Pw = 0.05) and write-heavy (Pw = 0.95)

workloads, with DoD-R and DoD-W representing DoD in the respective read-heavy and write-heavy

scenarios. Here Pw is the probability of a transaction being a write (modifying) transaction, with

its value ranging from 0 to 1.
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Figure 4.4: Impact of batch size

We run our experiments on a set of c6220 bare-metal machines on CloudLab [63], each with two

Xeon E5-2650v2 processors (8 cores each, 2.6Ghz), 64GB RAM and two 1TB SATA 3.5” 7.2K

rpm hard drives. These machines are connected by two networks, each with one interface: (1) a 1

Gbps Ethernet control network; (2) a 10 Gbps Ethernet commodity fabric. We report latency and

throughput. The results reflect end-to-end measurements from the clients.

4.4.1. Performance with Different Batch Sizes

We first analyze how varying batch sizes affect the throughput and latency of different protocols

across multiple workloads. By tuning the batch size, we aim to determine the optimal configuration

that maximizes performance while balancing efficiency and fairness.

We evaluated five batch sizes: 25, 50, 100, 200, and 400. For this experiment, the system is

configured with 5 replicas (assuming f = 1 in the 4f + 1 model), the order-fairness parameter γ is

set to 1, and accounts are selected uniformly at random. Figure 4.4 presents the results for all five

protocols, with solid lines denoting read-heavy workloads and dashed lines representing write-heavy

ones.

Across both read-heavy and write-heavy workloads, DoD consistently delivers better throughput

67



compared to other fair protocols (Themis and Rashnu), reaching a peak throughput of over 41

ktps for read-heavy and 30 ktps for write-heavy workloads with a batch size of 200. Compared to

HotStuff, DoD offers a significantly higher throughput while guaranteeing order fairness alongside

the consensus protocol. With a batch size of 100, DoD-R and DoD-W demonstrate approximately

170% and 117% higher throughput, respectively.

Against Themis and Rashnu, the throughput advantage of DoD is even more pronounced, especially

as the transaction batch size increases. At a batch size of 100, DoD-R achieves over 312% higher

throughput compared to Rashnu, and approximately 775% higher throughput compared to Themis.

This gap keeps increasing as the batch size increases. This is due to DoD’s efficiency in processing

transactions, which helps offset the overhead associated with generating and managing dependency

graphs with higher batch sizes. As the batch size increases to 400, DoD experiences a slight decrease

in throughput due to the added overhead of generating dependency graphs. However, it still delivers

a significant improvement over other fair protocols.

Compared to Narwhal, however, DoD provides 28% lower throughput, which is the cost of providing

order-fairness in DoD. In fact, in DoD, every single transaction needs to be received by all replicas.

While in Narwhal, each replica receives a disjoint set of transactions. As a result, DoD has to

process duplicate transactions, which leads to lower throughput compared to Narwhal. Notably,

this high throughput in Narwhal comes at the cost of high latency. DoD-R, while showing lower

throughput than Narwhal, offers a latency reduction of over 70% (453 vs. 1500 ms). This is because

DoD leverages parallel transaction execution to reduce latency.

In general, DAG-BFT protocols incur much higher latency compared to traditional leader-based

consensus protocols. This is because DAG-based protocols decouple DAG construction from the

total ordering process. These protocols operate in waves, and each wave consists of multiple rounds

where the leader is elected at the end of a wave, and only at this point, the constructed DAG in the

wave is totally ordered, and transactions are executed. While this approach improves throughput,

the re is a significant delay between receiving transactions by a replica and their eventual execution,

leading to a considerable latency.
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Rashnu and Themis, which are bootstrapped from HotStuff, demonstrate lower latency compared to

DoD, which is bootstrapped from Narwhal and Tusk. However, this performance gap narrows as the

batch size increases. Furthermore, DoD shows a significant advantage in lower latency over Narwhal

for batch sizes up to 200 due to its parallel transaction execution. At a batch size of 400, while its

latency is higher, this is attributed to the overhead of dependency graph construction becoming the

dominant factor. Finally, DoD’s latency increases with batch size in both read-heavy and write-

heavy workloads. This increase is more pronounced in write-heavy workloads at higher batch sizes

due to the overhead associated with constructing, managing, and processing larger dependency

graphs.

4.4.2. Varying the Degree of Contention

We next examine the impact of varying Zipfian skewness on the performance of different protocols.

We change the skewness from s = 0.01 (uniform distribution) to s = 0.5 and s = 0.99 (contentious

workload). The batch size is set to 100, with n = 5 replicas and the order-fairness parameter γ = 1.

For this experiment, we configured DoD with two different shard configurations: DoD-balanced

and DoD-unbalanced. DoD-unbalanced refers to the unbalanced load on each worker, where shard

assignment to each worker is uniform, meaning an equal number of accounts (data items) are

assigned to each worker. Consequently, a skewed workload leads to an unbalanced load across

workers. Conversely, DoD-balanced aims for a balanced load on each worker. In this configuration,

we manually assigned shards to workers to ensure that even with highly skewed data, the incoming

transaction load is uniformly distributed. This allows different workers to process an equal number

of transactions, potentially while maintaining an unequal number of accounts.

As shown in Figure 4.5, the performance of Narwhal, HotStuff, and Themis is not affected by

increasing the workload skewness since they do not construct dependency graphs. Under low con-

tention (Zipfian skewness α = 0.01), DoD-balanced-R achieves a throughput of approximately 43.8

ktps, significantly outperforming HotStuff-R (12.0 ktps), Themis-R (6.4 ktps), and Rashnu-R (10.9

ktps) by roughly 265%, 587%, and 301%, respectively. Similarly, for write operations at this low

skewness, DoD-balanced-W achieves 31.5 ktps, surpassing HotStuff-W, Themis-W, and Rashnu-W
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Figure 4.5: Impact of workload contention

by about 158%, 385%, and 232%. In contrast, the DoD-unbalanced configuration shows a slightly

lower throughput (42.0 ktps for reads and 26.7 ktps for writes), suggesting a less optimal initial

shard assignment even under uniform load.

As contention increases (α = 0.5), the impact of load imbalance becomes more pronounced for

the unbalanced configuration of DoD, with throughput dropping to 22.4 ktps for reads and 20.1

ktps for writes. In comparison, DoD-balanced-R experiences a smaller decrease to 41.6 ktps, still

significantly higher than HotStuff-R, Themis-R, and Rashnu-R by approximately 235%, 560%, and

285%, respectively. Similarly, DoD-balanced-W decreases to 28.9 ktps, still outperforming the other

protocols except Narwhal-W. Under high contention (α = 0.99), the throughput disparity between

the balanced and unbalanced DoD configurations becomes even more evident, highlighting the role

of shard assignment in handling increased workload skewness.

As DoD uses sharded workers, when the data is more skewed, a few workers receive most of the

transactions, leading to more processing required for creating dependency graphs. This causes a

reduction in throughput. However, if the shard assignment for each worker is adjusted to better
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distribute the load, the throughput can increase even in the presence of more skewed data. Therefore,

it is crucial to analyze the contention characteristics of the system to determine the appropriate

shard assignment, ensuring an even load distribution among workers right from the initialization

stage.

The impact of shard assignment is also evident in latency. As contention increases, the latency for

balanced DoD-R remains relatively stable around 300 ms, and balanced DoD-W exhibits a moderate

increase from 400 ms to 550 ms. In contrast, the unbalanced configuration suffers a dramatic surge

in latency, reaching 9575 ms for reads and 8590 ms for writes at α = 0.99. This extreme increase

in latency for the unbalanced case shows that overloaded workers not only reduce throughput but

also significantly increase the processing time per transaction, leading to higher latency.

4.4.3. Varying the Order-fairness Parameter

We next analyze the performance of DoD, Rashnu, and Themis under varying order-fairness param-

eters, as shown in Figure 4.6. The network size is dictated by the order-fairness parameter, following

the formula n = 4f
2γ−1 + 1. A decrease in γ leads to an increase in the required network size, n. We

evaluate protocol performance with f = 1 at various γ values: γ = 1 (n = 5), γ = 0.9 (n = 6),

γ = 0.75 (n = 9), γ = 0.6 (n = 21), and γ = 0.55 (n = 41). All experiments are conducted using a

batch size of 100 and uniform account selection. The results for DoD-R, DoD-W and Themis are

shown in Figure 4.6.

Figure 4.6 illustrates the throughput and latency across protocols for different γ values. In terms

of throughput, DoD consistently outperforms both Rashnu and Themis across most settings. At

γ = 1, DoD-R achieves approximately 42.0 ktps throughput, while DoD-W reaches 26.5 ktps.

As γ decreases, the network size needs to be expanded. This increase in network size causes

communication overhead to become more significant than the cost of fair ordering, which eventually

leads to a gradual drop in throughput and increase in network latency of DoD. However, it still

performs better than the other protocols throughout the entire range.
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Figure 4.6: Impact of the order-fairness parameter

4.4.4. Geo-distributed Setting

In this set of experiments, we measure the performance of protocols in a geo-distributed setup.

We repeat the first set of experiments (Section 4.4.1) with an additional 50 ms latency (injected by

Linux netem) for sending messages between any pair of replicas. The results are shown in Figure 4.7.

As expected, the throughput of all protocols except Narwhal decreases once network latency is

introduced. Interestingly, DoD-Rashnu and Themis achieve their peak throughput in distributed

settings at larger block sizes compared to the local setup (Figure 4.4). Specifically, DoD-R and

Rashnu reach their highest throughput at a block size of 400, while DoD-W and Themis peak at

200. In contrast, in the local setting, DoD-R and DoD-W achieve their best throughput at block

sizes of 200 and 100, respectively. This shift highlights a trade-off between communication latency

and fair ordering: when latency is high, the cost of communication outweighs the overhead of fair

ordering, making larger block sizes more beneficial. Conversely, with low communication latency,

the overhead of fair ordering dominates, and thus, smaller blocks yield better performance.

At its peak throughput (block size of 400), DoD-R experiences a ∼ 38% throughput reduction

compared to Narwhal (compared to 26% reduction in the local setting with block size 200). This

suggests that the high network latency environment has a lower impact on DoD-R’s throughput for
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Figure 4.7: Impact of batch size in a geo-distributed setting

read-only transactions. The contrast is more pronounced for DoD-W, which sees a 70% reduction

at block size 200 in the local setting, versus a 40% reduction at block size 100 in the distributed

setting. This wider gap arises due to the additional overhead from dependency graph construction

and the need to wait for missing edges in DoD-W.

Despite the reduction in throughput, DoD-R achieves a peak throughput 10× higher than HotStuff,

while DoD-W reaches 4.2× HotStuff’s throughput. Regarding latency, DoD-R demonstrates stable

performance across varying batch sizes. Although its latency is higher than that of HotStuff,

Themis, and Rashnu for smaller blocks, specifically those under 200, it becomes significantly lower

than Themis and Rashnu for larger blocks exceeding 200. In contrast, DoD-W’s latency increases

with larger block sizes due to the computational overhead of dependency graph construction.

Despite these throughput reductions, DoD-R achieves a peak throughput 10× higher than HotStuff

while DoD-W reaches 4.2× HotStuff’s throughput. In terms of latency, DoD-R maintains relatively

stable performance across batch sizes. While its latency is higher than that of HotStuff, Themis,

and Rashnu at smaller blocks (below 200), it becomes significantly lower than Themis and Rashnu

at larger blocks (above 200). In contrast, DoD-W exhibits increasing latency with larger block sizes

due to the computational overhead of dependency graph construction.
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Figure 4.8: Performance under YCSB workload

4.4.5. Performance with YCSB Workloads

In the last set of experiments, we study the performance of different protocols under YCSB work-

loads. We have chosen 5 different (most relevant) workloads from the YCSB benchmark: A: update

heavy workload (A1: R/W = 5/95 and A2: R/W = 50/50), B: read-mostly workload (R/W =

95/5), C: read-only workload (R/W = 100/0), and F: read-modify-write workload. In this set of

experiments, the batch size is 100, n = 5, γ = 1, and Zipfian skewness is s = 0.01 (uniform dis-

tribution). As shown in Figure 4.8, DoD demonstrates lower throughput compared to Narwhal,

while its throughput is much higher than Themis, Rashnu, and Hotstuff under different workloads.

Remarkably, DoD demonstrates a throughput that is 275% to 410% higher than the state-of-the-

art, traditional BFT consensus protocol, HotStuff, across various workloads. As expected, DoD

demonstrates its best performance under the read-only workload (C). Overall, both the throughput

and the latency results are consistent with the results of the SmallBank benchmark.

4.5. Summary

This chapter introduces DoD, a high-performance order-fairness protocol. DoD effectively addresses

the performance limitations associated with existing ordering fairness protocols by leveraging the

74



high-performance DAG-based BFT consensus protocol, Narwhal and Tusk, and by incorporating

the concept of data-dependent order fairness to reduce the costs associated with establishing a global

transaction ordering.

DoD achieves fairness through the organization of transactions within individual DAGs, subse-

quently ordering these DAGs within a higher-level BFT consensus. This methodology facilitates

concurrent transaction processing while preserving a fair ordering of transactions. Experimental

results highlight DoD’s ability to balance the trade-off between fairness and performance effec-

tively, achieving consistently high throughput and low latency across a range of configurations and

workloads.

Our research is motivated by the overhead inherent in conventional BFT protocols such as HotStuff

and PBFT. Since DAG-based BFT protocols are already much faster than traditional leader-based

ones, despite having performance overhead from our approach, the overall throughput is still signif-

icantly higher than that of conventional BFT protocols. We further reduce overhead by applying

our fair ordering technique only to data-dependent transactions. This makes our system more

efficient than other order-fairness protocols. In our experiments, our system consistently achieved

higher throughput than HotStuff, a leading BFT protocol that does not guarantee fairness, all while

ensuring transactional fairness.
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CHAPTER 5

RELATED WORK

Order-fairness has been recently studied by a few protocols, e.g., Wendy [97, 98], Pompe [150], Ae-

quitas [89], Themis [91] and Quick order fairness [45]. Both Wendy and Pompe rely on synchronized

clocks between replicas, making these protocols impractical in asynchronous networks. In Wendy,

all replicas have access to synchronized local clocks and if all honest replicas receive transaction t

before t′, then t is delivered before t′. Pompe, on the other hand, uses a pre-ordering phase and

determines the fair order using timestamps assigned by replicas in the pre-ordering phase. Specif-

ically, Pompe orders transaction using their median timestamp. The median timestamp, however,

can easily be manipulated by a malicious node that assigns a big timestamp. Moreover, Pompe is

vulnerable to censorship [91]. Furthermore, both notions of timed order fairness, used in Wendy,

and ordering linearizability, used in Pompe, are strictly weaker than order-fairness studied in Ae-

quitas [89] and Themis [91], as stated in [90]. Aequitas [89] presents the notion of batch-order

fairness where all transactions involved in a cycle are delivered to replicas in the same batch. While

Aequitas circumvents the Condorcet paradox, it suffers from a liveness issue when Condorcet cycles

chain together and extend for an arbitrarily long time. A subsequent study extends the Aequitas

approach to permissionless settings [90]. Quick-order-fairness [45] leverages batch-order fairness and

also introduces the notion of differential order fairness, inspired by the differential validity notion

of consensus. Differential order fairness states that when the number of honest replicas that send

transaction t before transaction t′ is at least 2f + k more than the number of replicas that send t′

before t for some order-fairness parameter k ≥ 0, the protocol must not deliver t′ before t. How-

ever, similar to Aequitas, Quick-order-fairness suffers from liveness issues. Moreover, Aequitas and

Quick-order-fairness have not been validated by any system implementation. Themis [91], extends

Aequitas by addressing its weak liveness issue. Themis introduces the notion of deferred ordering

where the actual order of transactions might be deferred to a later proposal, enabling the leader to
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propose a block without waiting. However, Themis suffers from significant performance overhead, as

shown in Section 4.4, resulting from its complex fair ordering routine. Compared to these protocols,

DoD addressed both Condorcet cycles and weak liveness and demonstrates high performance.

The fair ordering of transactions has been partially addressed in a few BFT protocols. In Aard-

vark [52], the leader is monitored to ensure that it does not initiate two new requests from the same

client before initiating an old request of another client. Similarly, in PBFT [47], replicas keep the

requests in a FIFO queue and only stop the view-change timer when the first request in their queue

is executed. Prime [10] introduces a pre-ordering phase where replicas order the received requests

locally and share their ordering with each other. In Hashgraph [26], all replicas construct a hash-

graph to capture all send and receive events. These protocols, however, do not address challenges

like Condorcet cycles.

Fairness has also been used in the domain of consensus with different definition. In permissionless

blockchains, e.g., Proof-of-Work, fairness is used to ensure that the mining rewards obtained by

different miners are proportional to their relative computational power [5, 102, 105, 109, 116].

Similarly, fairness has been defined as providing opportunities for every replica to propose and

commit its requests using fair leader election or fair committee election [92, 5, 72, 102, 117, 24, 144].

However, a malicious leader can still order transactions unfairly in its turn.
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CHAPTER 6

FUTURE WORK

Many interesting research directions remain to be explored in the journey of providing order-fairness

to BFT consensus protocols. There are four main areas of interest:

6.1. Optimized Dependency Graph Generation

Both Rashnu and DoD aim to improve the efficiency of order-fairness protocols. Future work

could explore further optimizations to reduce overhead and improve scalability in various network

conditions and application scenarios. This is crucial because, as highlighted in the context of Rashnu

as well as DoD, the performance of order-fairness protocols can be hindered by the time required

to generate dependency graphs.

Several potential future directions exist. For instance, future approaches might represent dependen-

cies in a less complex manner than full dependency graphs. Approximations or summaries of these

dependencies could be used. Instead of storing the entire graph, the protocol could compute and

retain essential ordering information in a summarized form, thus reducing overhead.

Furthermore, the generation of dependency graphs could be parallelized. For larger batches of

operations, the graph might be divided into subgraphs, with each processed by a different node. The

graph generation process can also be separated into smaller, independent tasks suitable for parallel

execution. Distributing this computation across multiple nodes could accelerate the process.

In Rashnu and DoD, communication involves the exchange of serialized dependency graphs. The

volume of data transmitted (message size) could be reduced by employing more compact data

formats for these graphs when nodes communicate during the ordering process.
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6.2. Dynamic Adjustments

Network conditions and application requirements can vary significantly. A static order-fairness

protocol might not be optimal in all situations. For instance, DoD benefits from Narwhal’s robust

and fast mempool management along with the distribution of transactions among workers through

sharding, which helps in achieving high throughput. Evaluation results for DoD with varying

workload contention suggest that if the shard assignment for each worker is adjusted to better

distribute the load, the throughput can increase even in the presence of more skewed data.

Therefore, it is crucial to analyze the contention characteristics of the system to determine the

appropriate shard assignment. This ensures a uniform distribution of the workload among the pro-

cessing workers. The potential of machine learning methodologies can be investigated to dynamically

re-assign shards in response to the prevailing workload within the system.

Furthermore, both Rashnu and DoD may adapt the level of fairness enforcement represented by

the γ value, based on prevailing network conditions or specific application requirements. These

systems could adjust the strictness with which order-fairness is enforced. For example, in situations

characterized by low network congestion, it might be advantageous to relax fairness constraints to

achieve improved performance. Conversely, in scenarios involving high congestion or elevated risk,

such as decentralized finance (DeFi) applications, a more stringent enforcement of fairness would

be appropriate.

6.3. Order-Fairness As a Service

Achieving order-fairness in current BFT consensus protocols necessitates introducing an extra com-

munication round alongside the existing phases. Furthermore, it requires adjustments to how trans-

actions are executed within these protocols. Implementing these changes directly within the base

code of existing BFT consensus mechanisms carries the risk of introducing unintended behaviors if

the modifications aren’t performed with meticulous precision and a thorough understanding of the

system’s intricacies.
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To mitigate this, a more robust and adaptable approach would be to offer order-fairness as a

standalone service. The central concept is to create a modular layer or service that sits on top of

existing consensus protocols. This service would handle the order-fairness logic independently and

then feed the fairly ordered transactions back to the consensus layer for agreement and execution.

This mechanism will provide enhanced fairness guarantees without the inherent risks associated

with directly altering established system implementations.

However, the implementation of such a system introduces a distinct set of challenges and unfolds

as an expansive area of research. One of the primary concerns revolves around the order-fairness

service itself. The service itself becomes a critical component within the entire architecture. It

must exhibit robust reliability and possess inherent Byzantine fault tolerance. This means it needs

to continue operating correctly and consistently even in the presence of malicious or faulty nodes

attempting to disrupt the ordering process.

Furthermore, introducing an additional step as a service into the transaction processing pipeline

potentially increases the overall latency of the system. Therefore, if not carefully managed, the

inclusion of an order-fairness service could slow down the entire system. This requires a strong

focus on optimizations within the order-fairness service itself and the coordination between the

service and the underlying consensus layer.

6.4. Order-Fairness in Distributed Sharded Systems

Sharded permissioned blockchain systems, like AHL or SharPer, achieve scalability by combining

sharding and permissioned blockchain features. Sharding partitions a blockchain’s data and trans-

action processing responsibilities across numerous smaller, independent units known as shards. This

scaling technique enables the parallel processing of transactions, which increases throughput and

overall scalability.

However, realizing order-fairness within these sharded permissioned environments presents a signif-

icant challenge. The fundamental difficulty lies in establishing a consistent ordering of transactions

that originate and are processed across these independently operating shards. The processing of
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cross-shard transactions necessitates the implementation of a separate global ordering mechanism,

which is challenging due to inherent network latency and the decentralized operational character-

istics of individual shards. Moreover, different shards might have different consensus mechanisms,

which introduces an additional layer of complexity in the pursuit of a unified and fair-order transac-

tion sequence across the entire system. This intersection of sharding and order-fairness in distributed

systems offers a promising direction for future research and development.
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CHAPTER 7

CONCLUSION

Ensuring order-fairness in distributed systems is paramount to prevent adversarial manipulation of

transaction ordering, which can lead to substantial financial exploitation.

This chapter addresses the limitations of existing BFT consensus protocols that lack inherent order-

fairness mechanisms and the shortcomings of prior order-fairness solutions that suffer from perfor-

mance overhead or other constraints. We introduced two key advancements: Rashnu and DAG of

DAGs (DoD).

Rashnu enhances efficiency by introducing data-dependent order-fairness, which uses graph-based

techniques to order only transactions that access shared resources, recognizing that fairness is crucial

only for these dependent transactions. Experimental results demonstrate the efficiency of Rashnu

in different scenarios. First, with small batch sizes or in large networks, the overhead of order-

fairness in Rashnu is negligible, i.e., Rashnu performs similarly to its underlying consensus protocol

HotStuff. Second, Rashnu shows significant performance improvement compared to Themis in

different settings, especially in small networks, 27% to 233% throughput improvement on 5 replicas

and with varying batch sizes. Finally, in compute-intensive workloads, Rashnu even outperforms

HotStuff (by executing transactions in parallel).

DoD effectively addresses the performance limitations associated with existing ordering fairness

protocols by leveraging the high-performance DAG-based BFT consensus protocol, Narwhal and

Tusk, and by incorporating the concept of data-dependent order fairness to reduce the costs asso-

ciated with establishing a global transaction ordering. Experimental results highlight DoD’s ability

to balance the trade-off between fairness and performance, effectively achieving consistent high

throughput and low latency across a range of configurations and workloads. Although the protocol

introduces a degree of overhead, it substantially outperforms leading ordering fairness protocols,
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such as Themis and Rashnu, in terms of throughput.

These advancements offer promising solutions to enhance the resilience of distributed systems in

applications sensitive to transaction ordering. Both Rashnu and DoD contribute valuable techniques

to address the challenges of order-fairness in practical distributed environments.
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